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  # Applications

Lots of software using PostgreSQL. Pigsty has some docker compose template for some popular software.

You can launch stateless software with docker easily and using external HA PostgreSQL for higher availability & durability.

You can use Docker to deploy and launch software applications quickly. You can directly access the PostgreSQL/Redis database deployed on the host in the container using the connection string.

![APP](https://user-images.githubusercontent.com/8587410/198838829-f0ea4af2-d33f-4978-a31a-ed81897aa8d1.gif)

Docker is not installed by default, You can install docker with docker.yml playbook, e.g.: ./docker.yml -l infra

## PostgreSQL Administration

> Use more advanced tools to manage PostgreSQL instances / clusters.


	[PgAdmin4](https://github.com/Vonng/pigsty/tree/master/app/pgadmin): A GUI tool for managing PostgreSQL instances.


	[ByteBase](https://github.com/Vonng/pigsty/tree/master/app/bytebase): A GUI IaC tool for PostgreSQL schema migration.


	[PGWeb](https://github.com/Vonng/pigsty/tree/master/app/pgweb): A tool automatically generates back-end API services based on PG database schema.


	[SchemaSPY](https://github.com/Vonng/pigsty/blob/master/bin/schemaspy): Generates detailed visual reports of database schemas.


	[Pgbadger](https://github.com/Vonng/pigsty/blob/master/bin/pglog-summary): Generate PostgreSQL summary report from log samples.




## Application Development

> Scaffold your application with PostgreSQL and its ecosystem.


	[PostgREST](https://github.com/Vonng/pigsty/tree/master/app/postgrest): [PostgREST](https://postgrest.org/en/stable/), serve a RESTful API from any Postgres database automatically.


	[Kong](https://github.com/Vonng/pigsty/tree/master/app/kong): [Kong](https://konghq.com/kong/), a scalable, open source API Gateway with Redis/PostgreSQL/OpenResty


	[FerretDB](https://github.com/Vonng/pigsty/tree/master/app/ferretdb): [FerretDB](https://www.ferretdb.io/), a truly open source MongoDB alternative in PostgreSQL.


	[EdgeDB](https://github.com/Vonng/pigsty/tree/master/app/edgedb): [EdgeDB](https://www.edgedb.com/), open source graph-like database based on PostgreSQL


	Supabase: [Supabase](https://supabase.com/), open source Firebase alternative based on PostgreSQL


	DuckDB: [DuckDB](https://duckdb.org/), in-process SQL olap DBMS that works well with PostgreSQL




## Software

> Launch open-source software with PostgreSQL at ease.


	[Wiki.js](https://github.com/Vonng/pigsty/tree/master/app/wiki): [Wiki.js](https://js.wiki/), the most powerful and extensible open source wiki software


	[Gitea](https://github.com/Vonng/pigsty/tree/master/app/gitea): [Gitea](https://gitea.io/), a painless self-hosted git service


	Gitlab: open-source code hosting platform.


	Harbour: open-source mirror repo


	Jira: open-source project management platform.


	Confluence: open-source knowledge hosting platform.


	Odoo: open-source ERP


	Mastodon: PG-based social network


	Discourse: open-source forum based on PG and Redis


	Jupyter Lab: A battery-included Python lab environment for data analysis and processing.


	Grafana: use postgres as backend storage


	Promscale: use postgres/timescaledb as prometheus metrics storage




## Visualization

> Perform data visualization with PostgreSQL, Grafana & Echarts.


	pglog: PostgreSQL CSVLOG sample analyzer.


	covid: Covid-19 data visualization


	isd: noaa weather data visualization


	dbeng: Database popularity visualization


	price: RDS, ECS price comparison






            

          

      

      

    

  

    
      
          
            
  # Architecture

> Modular Architecture and Declarative Interface!


	Pigsty deployment is described by config inventory and materialized with ansible playbooks.


	Pigsty works on common nodes (x86_64 EL7/8/9), i.e., bare metals or virtual machines.


	Pigsty uses a modular design that can be freely composed for different scenarios.


	The config controls where & how to install modules with parameters


	The playbooks will adjust nodes into the desired status in an idempotent manner.




## Modules

Pigsty uses a modular design, and there are six default modules: [PGSQL](PGSQL), [INFRA](INFRA), [NODE](NODE), [ETCD](ETCD), [REDIS](REDIS), and [MINIO](MINIO).


	[PGSQL](PGSQL): Autonomous ha Postgres cluster powered by Patroni, Pgbouncer, HAproxy, PgBackrest, etc…


	[INFRA](INFRA): Local yum repo, Prometheus, Grafana, Loki, AlertManager, PushGateway, Blackbox Exporter…


	[NODE](NODE): Tune node into the desired state, name, timezone, NTP, ssh, sudo, haproxy, docker, promtail…


	[ETCD](ETCD): Distributed key-value store will be used as DCS for high-available Postgres clusters.


	[REDIS](REDIS): Redis servers in standalone master-replica, sentinel, cluster mode with Redis exporter.


	[MINO](MINIO): S3 compatible simple object storage server, can be used as an optional backup center for Postgres.




You can compose them freely in a declarative manner. If you want host monitoring, [INFRA](INFRA) & [NODE](NODE) will suffice. Add additional [ETCD](ETCD) and [PGSQL](PGSQL) are used for HA PG Clusters. Deploying them on multiple nodes will form a ha cluster. You can reuse pigsty infra and develop your modules, considering optional [REDIS](REDIS) and [MINIO](MINIO) as examples.

![pigsty-sandbox](https://user-images.githubusercontent.com/8587410/218279650-5d5e8b09-8907-42bf-a48c-4c28bcc73ddd.jpg)

## Singleton Meta

Pigsty will install on a single node (BareMetal / VirtualMachine) by default. The [install.yml](https://github.com/Vonng/pigsty/blob/master/install.yml) playbook will install [INFRA](INFRA), [ETCD](ETCD),  [PGSQL](PGSQL), and optional [MINIO](MINIO) modules on the current node, which will give you a full-featured observability infrastructure (Prometheus, Grafana, Loki, AlertManager, PushGateway, BlackboxExporter, etc… ) and a battery-included PostgreSQL Singleton Instance (Named meta).

This node now has a self-monitoring system, visualization toolsets, and a  Postgres database with autoconfigured PITR. You can use this node for devbox, testing, running demos, and doing data visualization & analysis. Or, furthermore, adding more nodes to it!

![pigsty-infra](https://user-images.githubusercontent.com/8587410/206972543-664ae71b-7ed1-4e82-90bd-5aa44c73bca4.gif)

## Monitoring

The installed [Singleton Meta](#singleton-meta) can be use as an admin node and monitoring center, to take more nodes & Database servers under it’s surveillance & control.

If you want to install the Prometheus / Grafana observability stack, Pigsty just deliver the best practice for you! It has fine-grained dashboards for [Nodes](http://demo.pigsty.cc/d/node-overview) & [PostgreSQL](http://demo.pigsty.cc/d/pgsql-overview), no matter these nodes or PostgreSQL servers are managed by Pigsty or not, you can have a production-grade monitoring & alerting immediately with simple configuration.

![DASHBOARD](https://user-images.githubusercontent.com/8587410/198838834-1bd30b7e-47c9-4e35-90cb-5a75a2e6f6c6.jpg)

## HA PG Cluster

With Pigsty, you can have your own local production-grade HA PostgreSQL RDS as much as you want.

And to create such a HA PostgreSQL cluster, All you have to do is describe it & run the playbook:

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica }
10.10.10.13: { pg_seq: 3, pg_role: replica }





vars: { pg_cluster: pg-test }




```

`bash
$ bin/pgsql-add pg-test  # init cluster 'pg-test'
`

Which will gives you a following cluster with monitoring , replica, backup all set.![pigsty-ha](https://user-images.githubusercontent.com/8587410/206971583-74293d7b-d29a-4ca2-8728-75d50421c371.gif)

Hardware failures are covered by self-healing HA architecture powered by patroni, etcd, and haproxy, which will perform auto failover in case of leader failure under 30 seconds.  With the self-healing traffic control powered by haproxy, the client may not even notice there’s a failure at all, in case of a switchover or replica failure.

Software Failures, human errors, and DC Failure are covered by pgbackrest, and optional MinIO clusters. Which gives you the ability to perform point-in-time recovery to anytime (as long as your storage is capable)

## Database as Code

Pigsty follows IaC & GitOPS philosophy: Pigsty deployment is described by declarative [Config Inventory](Config#Inventory) and materialized with idempotent playbooks.

The user describes the desired status with [Parameters](PARAM) in a declarative manner, and the playbooks tune target nodes into that status in an idempotent manner. It’s like Kubernetes CRD & Operator but works on Bare Metals & Virtual Machines.

Take the default config snippet as an example, which describes a node 10.10.10.10 with modules [INFRA](INFRA), [NODE](NODE), [ETCD](ETCD), and [PGSQL](PGSQL) installed.

```yaml
# infra cluster for proxy, monitor, alert, etc…
infra: { hosts: { 10.10.10.10: { infra_seq: 1 } } }

# minio cluster, s3 compatible object storage
minio: { hosts: { 10.10.10.10: { minio_seq: 1 } }, vars: { minio_cluster: minio } }

# etcd cluster for ha postgres DCS
etcd: { hosts: { 10.10.10.10: { etcd_seq: 1 } }, vars: { etcd_cluster: etcd } }

# postgres example cluster: pg-meta
pg-meta: { hosts: { 10.10.10.10: { pg_seq: 1, pg_role: primary }, vars: { pg_cluster: pg-meta } }
```

To materialize it, use the following playbooks:

`bash
./infra.yml -l infra    # init infra module on group 'infra'
./etcd.yml  -l etcd     # init etcd module on group 'etcd'
./minio.yml -l minio    # init minio module on group 'minio'
./pgsql.yml -l pg-meta  # init pgsql module on group 'pgsql'
`

It would be straightforward to perform regular administration tasks. For example, if you wish to add a new replica/database/user to an existing HA PostgreSQL cluster, all you need to do is add a host in config & run that playbook on it, such as:

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica }
10.10.10.13: { pg_seq: 3, pg_role: replica } # <– add new instance





vars: { pg_cluster: pg-test }




```

`bash
$ bin/pgsql-add  pg-test 10.10.10.13
`

You can even manage many PostgreSQL Entities using this approach: User/Role, Database, Service, HBA Rules, Extensions, Schemas, etc…



            

          

      

      

    

  

    
      
          
            
  # Configuration

Pigsty treats Infra & Database as Code. You can describe the infrastructure & database clusters through a declarative interface. All your essential work is to describe your need in the [inventory](#inventory), then materialize it with a simple idempotent playbook.

## Inventory

Each pigsty deployment has a corresponding config inventory. It could be stored in a local git-managed file in [YAML](https://docs.ansible.com/ansible/2.9/user_guide/playbooks_variables.html) format or dynamically generated from [CMDB](https://docs.ansible.com/ansible/2.9/user_guide/intro_dynamic_inventory.html) or any ansible compatible format. Pigsty uses a monolith YAML config file as the default config inventory, which is [pigsty.yml](https://github.com/Vonng/pigsty/blob/master/pigsty.yml),  [located](https://github.com/Vonng/pigsty/blob/master/ansible.cfg#L3) in the pigsty home directory.

The inventory consists of two parts: global vars & multiple group definitions. You can define new clusters with inventory groups: all.children[array]. And describe infra and set global default parameters for clusters with global vars: all.vars[object]. Which may look like this:

```yaml
all:                  # Top-level object: all


vars: {…}         # Global Parameters
children:           # Group Definitions



	infra:            # Group Definition: ‘infra’
	hosts: {…}    # Group Membership: ‘infra’
vars:  {…}    # Group Parameters: ‘infra’





etcd:    {…}    # Group Definition: ‘etcd’
pg-meta: {…}    # Group Definition: ‘pg-meta’
pg-test: {…}    # Group Definition: ‘pg-test’
redis-test: {…} # Group Definition: ‘redis-test’
# …







```

## Cluster

Each group may represent a cluster, which could be a Node cluster, PostgreSQL cluster, Redis cluster, Etcd cluster, or Minio cluster, etc… They all use the same format: group vars & hosts. You can define cluster members with all.children.<cls>.hosts[object] and describe cluster with cluster parameters in all.children.<cls>.vars[object]. Here is an example of 3 nodes PostgreSQL HA cluster named pg-test:

```yaml
pg-test:   # Group Name



	vars:    # Group Vars (Cluster Parameters)
	pg_cluster: pg-test



	hosts:   # Group Host (Cluster Membership)
	10.10.10.11: { pg_seq: 1, pg_role: primary } # Host1
10.10.10.12: { pg_seq: 2, pg_role: replica } # Host2
10.10.10.13: { pg_seq: 3, pg_role: offline } # Host3








```

You can also define parameters for a specific host, as known as host vars. It will override group vars and global vars. Which is usually used for assigning identities to nodes & database instances.

## Parameter

Global vars, Group vars, and Host vars are dict objects consisting of a series of K-V pairs. Each pair is a named Parameter consisting of a string name as the key and a value of one of five types:  boolean, string, number, array, or object. Check parameter reference for detailed syntax & semantics.

Every parameter has a proper default value except for mandatory IDENTITY PARAMETERS; they are used as identifiers and must be set explicitly, such as [pg_cluster](PARAM#pg_cluster), [pg_role](PARAM#pg_role), and [pg_seq](PARAM#pg_seq).

Parameters can be specified & overridden with the following precedence.

`bash
Playbook Args  >  Host Vars  >  Group Vars  >  Global Vars  >  Defaults
`

For examples:


	Force removing existing databases with Playbook CLI Args -e pg_clean=true


	Override an instance role with Instance Level Parameter pg_role on Host Vars


	Override a cluster name with Cluster Level Parameter pg_cluster on Group Vars.


	Specify global NTP servers with Global Parameter node_ntp_servers on Global Vars


	If no pg_version is set, it will use the default value from role implementation




## Reference

Pigsty have 260+ parameters, check [Parameter](PARAM) for details.


Module          | Section                                | Description                      | Count |



|:------------------------:|—————————————-|----------------------------------|——-|
|  [INFRA](PARAM#infra)  | [META](PARAM#meta)                   | Pigsty Metadata                  | 4     |
|  [INFRA](PARAM#infra)  | [CA](PARAM#ca)                       | Self-Signed CA                   | 3     |
|  [INFRA](PARAM#infra)  | [INFRA_ID](PARAM#infra_id)           | Infra Portals & Identity         | 2     |
|  [INFRA](PARAM#infra)  | [REPO](PARAM#repo)                   | Local Yum Repo                   | 8     |
|  [INFRA](PARAM#infra)  | [INFRA_PACKAGE](PARAM#infra_package) | Infra Packages                   | 2     |
|  [INFRA](PARAM#infra)  | [NGINX](PARAM#nginx)                 | Nginx Web Server                 | 6     |
|  [INFRA](PARAM#infra)  | [DNS](PARAM#dns)                     | DNSMASQ Nameserver               | 3     |
|  [INFRA](PARAM#infra)  | [PROMETHEUS](PARAM#prometheus)       | Prometheus Stack                 | 16    |
|  [INFRA](PARAM#infra)  | [GRAFANA](PARAM#grafana)             | Grafana Stack                    | 6     |
|  [INFRA](PARAM#infra)  | [LOKI](PARAM#loki)                   | Loki Logging Service             | 4     |
|   [NODE](PARAM#node)   | [NODE_ID](PARAM#node_id)             | Node Identity Parameters         | 5     |
|   [NODE](PARAM#node)   | [NODE_DNS](PARAM#node_dns)           | Node domain names & resolver     | 5     |
|   [NODE](PARAM#node)   | [NODE_PACKAGE](PARAM#node_package)   | Node Repo & Packages             | 5     |
|   [NODE](PARAM#node)   | [NODE_TUNE](PARAM#node_tune)         | Node Tuning & Kernel features    | 10    |
|   [NODE](PARAM#node)   | [NODE_ADMIN](PARAM#node_admin)       | Admin User & Credentials         | 7     |
|   [NODE](PARAM#node)   | [NODE_TIME](PARAM#node_time)         | Node Timezone, NTP, Crontabs     | 5     |
|   [NODE](PARAM#node)   | [HAPROXY](PARAM#haproxy)             | HAProxy the load balancer        | 10    |
|   [NODE](PARAM#node)   | [NODE_EXPORTER](PARAM#node_exporter) | Node Monitoring Agent            | 3     |
|   [NODE](PARAM#node)   | [PROMTAIL](PARAM#promtail)           | Promtail logging Agent           | 4     |
| [DOCKER](PARAM#docker) | [DOCKER](PARAM#docker)               | Docker Daemon                    | 4     |
|   [ETCD](PARAM#etcd)   | [ETCD](PARAM#etcd)                   | ETCD DCS Cluster                 | 10    |
|  [MINIO](PARAM#minio)  | [MINIO](PARAM#minio)                 | MINIO S3 Object Storage          | 15    |
|  [REDIS](PARAM#redis)  | [REDIS](PARAM#redis)                 | Redis the key-value NoSQL cache  | 20    |
|  [PGSQL](PARAM#pgsql)  | [PG_ID](PARAM#pg_id)                 | PG Identity Parameters           | 11    |
|  [PGSQL](PARAM#pgsql)  | [PG_BUSINESS](PARAM#pg_business)     | PG Business Object Definition    | 12    |
|  [PGSQL](PARAM#pgsql)  | [PG_INSTALL](PARAM#pg_install)       | Install PG Packages & Extensions | 10    |
|  [PGSQL](PARAM#pgsql)  | [PG_BOOTSTRAP](PARAM#pg_bootstrap)   | Init HA PG Cluster with Patroni  | 39    |
|  [PGSQL](PARAM#pgsql)  | [PG_PROVISION](PARAM#pg_provision)   | Create in-database objects       | 9     |
|  [PGSQL](PARAM#pgsql)  | [PG_BACKUP](PARAM#pg_backup)         | Set Backup Repo with pgBackRest  | 5     |
|  [PGSQL](PARAM#pgsql)  | [PG_SERVICE](PARAM#pg_service)       | Exposing service, bind vip, dns  | 9     |
|  [PGSQL](PARAM#pgsql)  | [PG_EXPORTER](PARAM#pg_exporter)     | PG Monitor agent for Prometheus  | 15    |



            

          

      

      

    

  

    
      
          
            
  # ETCD Administration

> Here are some common administration tasks about [ETCD](ETCD) cluster


	[Create Cluster](#create-cluster)


	[Destroy Cluster](#destroy-cluster)


	[Reload Config](#reload-config)


	[Add Member](#add-member)


	[Remove Member](#remove-member)






## Create Cluster

```yaml
etcd:



	hosts:
	10.10.10.10: { etcd_seq: 1 }
10.10.10.11: { etcd_seq: 2 }
10.10.10.12: { etcd_seq: 3 }





vars: { etcd_cluster: etcd }




```

`bash
./etcd.yml                      # init entire cluster
`



## Destroy Cluster

To destroy a etcd cluster, just use etcd_purge subtask of etcd.yml

`bash
./etcd.yml -t etcd_purge                          # remove entire cluster
./etcd.yml -t etcd_purge -e etcd_safeguard=false  # purge with brutal force
`

!> THINK BEFORE YOU TYPE! IT MAY LEAD TO GLOBAL PGSQL PRIMARY DEMOTE!



## Reload Config

If etcd cluster membership changes, we need to refresh etcd endpoints references:


	config file of existing etcd members


	etcdctl client environment variables


	patroni dcs endpoint config


	vip-manager dcs endpoint config




To refresh etcd config file /etc/etcd/etcd.conf on existing members:

`bash
./etcd.yml -t etcd_conf                           # refresh /etc/etcd/etcd.conf with latest status
ansible etcd -f 1 -b -a 'systemctl restart etcd'  # optional: restart etcd
`

To refresh etcdctl client environment variables

`bash
$ ./etcd.yml -t etcd_env                          # refresh /etc/profile.d/etcdctl.sh
`

To update etcd endpoints reference on patroni:

`bash
./pgsql.yml -t pg_conf                            # regenerate patroni config
ansible all -f 1 -b -a 'systemctl reload patroni' # reload patroni config
`

To update etcd endpoints reference on vip-manager, (optional, if you are using a L2 vip)

`bash
./pgsql.yml -t pg_vip_config                           # regenerate vip-manager config
ansible all -f 1 -b -a 'systemctl restart vip-manager' # restart vip-manager to use new config
`



## Add Member

ETCD Reference: [Add a member](https://etcd.io/docs/v3.5/op-guide/runtime-configuration/#add-a-new-member)

You can add new members to existing etcd cluster in 4 steps:


	issue etcdctl member add command to tell existing cluster that a new member is coming (use learner mode)


	update inventory group etcd with new instance


	init the new member with etcd_init=existing, to join the existing cluster rather than create a new one (VERY IMPORTANT)


	promote the new member from leaner to follower


	update etcd endpoints reference with [reload-config](#reload-config)




Short Version

`bash
etcdctl member add <etcd-?> --learner=true --peer-urls=https://<new_ins_ip>:2380
./etcd.yml -l <new_ins_ip> -e etcd_init=existing
etcdctl member promote <new_ins_server_id>
`

Let’s start from 1 etcd instance.

```yaml
etcd:



	hosts:
	10.10.10.10: { etcd_seq: 1 }
10.10.10.11: { etcd_seq: 2 } # <— add this new member definition to inventory





vars: { etcd_cluster: etcd }




```

Add a learner instance etcd-2 to cluster, init, launch, and promote it with:

```bash
# tell the existing cluster that a new member etcd-2 is coming
$ etcdctl member add etcd-2 –learner=true –peer-urls=https://10.10.10.11:2380
Member 33631ba6ced84cf8 added to cluster 6646fbcf5debc68f

ETCD_NAME=”etcd-2”
ETCD_INITIAL_CLUSTER=”etcd-2=https://10.10.10.11:2380,etcd-1=https://10.10.10.10:2380”
ETCD_INITIAL_ADVERTISE_PEER_URLS=”https://10.10.10.11:2380”
ETCD_INITIAL_CLUSTER_STATE=”existing”
```

Check the member list with etcdctl member list (or em list), we can see an unstarted member:

`
33631ba6ced84cf8, unstarted, , https://10.10.10.11:2380, , true
429ee12c7fbab5c1, started, etcd-1, https://10.10.10.10:2380, https://10.10.10.10:2379, false
`

Init the new etcd instance etcd-2 with etcd.yml playbook, we can see the new member is started:

`bash
$ ./etcd.yml -l 10.10.10.11 -e etcd_init=existing
...
33631ba6ced84cf8, started, etcd-2, https://10.10.10.11:2380, https://10.10.10.11:2379, true
429ee12c7fbab5c1, started, etcd-1, https://10.10.10.10:2380, https://10.10.10.10:2379, false
`

Promote the new member, from leaner to follower:

```bash
$ etcdctl member promote 33631ba6ced84cf8   # promote the new leader
Member 33631ba6ced84cf8 promoted in cluster 6646fbcf5debc68f

$ em list                # check again, the new member is started
33631ba6ced84cf8, started, etcd-2, https://10.10.10.11:2380, https://10.10.10.11:2379, false
429ee12c7fbab5c1, started, etcd-1, https://10.10.10.10:2380, https://10.10.10.10:2379, fals
```

The new member is added, don’t forget to [reload config](#reload-config).

Repeat the steps above to add more members. remember to use at least 3 members for production.



## Remove Member

To remove a member, you have to remove it from inventory fist


	remove it from inventory and [reload config](#reload-config)


	remove it with etcdctl member remove <server_id> command


	add it back to inventory and purge that instance, then remove it from inventory permanently




To refresh config, you have to comment the member you want to remove, then [reload-config](#reload-config) as if the member is already removed.

```yaml
etcd:



	hosts:
	10.10.10.10: { etcd_seq: 1 }
10.10.10.11: { etcd_seq: 2 }
10.10.10.12: { etcd_seq: 3 }   # <—- comment / uncomment this line





vars: { etcd_cluster: etcd }




```

Then, you’ll have to actually kick it from cluster with etcdctl member remove command:

```bash
$ etcdctl member list
429ee12c7fbab5c1, started, etcd-1, https://10.10.10.10:2380, https://10.10.10.10:2379, false
33631ba6ced84cf8, started, etcd-2, https://10.10.10.11:2380, https://10.10.10.11:2379, false
93fcf23b220473fb, started, etcd-3, https://10.10.10.12:2380, https://10.10.10.12:2379, false  # <— remove this

$ etcdctl member remove 93fcf23b220473fb  # kick it from cluster
Member 93fcf23b220473fb removed from cluster 6646fbcf5debc68f
```

Finally, you have to shutdown the instance, and purge it from node, you have to uncomment the member in inventory temporarily, then purge it with etcd.yml playbook:

`bash
./etcd.yml -t etcd_purge -l 10.10.10.12   # purge it (the member is in inventory again)
`

After that, remove the member from inventory permanently, all clear!



            

          

      

      

    

  

    
      
          
            
  # ETCD

> ETCD is a distributed, reliable key-value store for the most critical data of a distributed system

Pigsty use etcd as DCS: Distributed configuration storage (or distributed consensus service). Which is critical to PostgreSQL High-Availability & Auto-Failover.

You have to install [ETCD](ETCD) module before any [PGSQL](PGSQL) modules, since patroni & vip-manager will rely on etcd to work. Unless you are using an external etcd cluster.

You have to install [ETCD](ETCD) after [NODE](NODE) module, since etcd require the trusted CA to work. Check [ETCD Administration SOP](ETCD-ADMIN) for more details.



## Playbook

There’s a built-in playbook: etcd.yml for installing etcd cluster. But you have to [define](#configuration) it first.

`bash
./etcd.yml    # install etcd cluster on group 'etcd'
`

Here are available sub tasks:


	etcd_assert   : generate minio identity


	etcd_install  : install etcd rpm packages


	etcd_clean    : cleanup existing etcd
- etcd_check  : check etcd instance is running
- etcd_purge  : remove running etcd instance & data


	etcd_dir      : create etcd data & conf dir


	etcd_dir     : create etcd directories


	etcd_config   : generate etcd config
- etcd_conf   : generate etcd main config
- etcd_cert   : generate etcd ssl cert


	etcd_launch   : launch etcd service


	etcd_register : register etcd to prometheus




If [etcd_safeguard](PARAM#etcd_safeguard) is true, or [etcd_clean](PARAM#etcd_clean) is false,
the playbook will abort if any running etcd instance exists to prevent purge etcd by accident.

[![asciicast](https://asciinema.org/a/566414.svg)](https://asciinema.org/a/566414)



## Configuration

You have to define an etcd cluster before deploying it. There some [parameters](#parameters) about etcd.

It is recommending to have at least 3 instances for a serious production environment.

Single Node

Define a group etcd in the inventory, It will create a singleton etcd instance.

`yaml
# etcd cluster for ha postgres
etcd: { hosts: { 10.10.10.10: { etcd_seq: 1 } }, vars: { etcd_cluster: etcd } }
`

This is good enough for development, testing & demonstration, but not recommended in serious production environment.

Three Nodes

You can define etcd cluster with multiple nodes. Remember to use odd number for cluster size.

```yaml
etcd: # dcs service for postgres/patroni ha consensus



	hosts:  # 1 node for testing, 3 or 5 for production
	10.10.10.10: { etcd_seq: 1 }  # etcd_seq required
10.10.10.11: { etcd_seq: 2 }  # assign from 1 ~ n
10.10.10.12: { etcd_seq: 3 }  # odd number please



	vars: # cluster level parameter override roles/etcd
	etcd_cluster: etcd  # mark etcd cluster name etcd
etcd_safeguard: false # safeguard against purging
etcd_clean: true # purge etcd during init process








```

More Nodes

You can also add members to existing etcd cluster, and you have to tell the existing cluster with etcdctl member add first:

`bash
etcdctl member add <etcd-?> --peer-urls=https://<new_ins_ip>:2380
./etcd.yml -l <new_ins_ip> -e etcd_init=existing
`

Check [ETCD Administration](ETCD-ADMIN) for more details.



## Administration

Here are some useful commands for etcd administration, check [ETCD ADMIN](ETCD-ADMIN) for more details.

Cluster Management


	[Create Cluster](ETCD-ADMIN#create-cluster)


	[Destroy Cluster](ETCD-ADMIN#destroy-cluster)


	[Reload Config](ETCD-ADMIN#reload-config)


	[Add Member](ETCD-ADMIN#add-member)


	[Remove Member](ETCD-ADMIN#remove-member)


	[Environment](ETCD-ADMIN#environment)




Environment

Here’s an example of client environment config.

Pigsty use etcd v3 API by default.

`bash
alias e="etcdctl"
alias em="etcdctl member"
export ETCDCTL_API=3
export ETCDCTL_ENDPOINTS=https://10.10.10.10:2379
export ETCDCTL_CACERT=/etc/pki/ca.crt
export ETCDCTL_CERT=/etc/etcd/server.crt
export ETCDCTL_KEY=/etc/etcd/server.key
`

CRUD

You can do CRUD with following commands.

`bash
e put a 10 ; e get a; e del a ; # V3 API
`



## Dashboards

There is one dashboard for ETCD module:


	[ETCD Overview](http://demo.pigsty.cc/d/etcd-overview): Overview of the ETCD cluster




![etcd-dashboard](https://user-images.githubusercontent.com/8587410/221338269-305318ee-4116-4df2-80b1-23abc54f7d6a.jpg)



## Parameters

There are 10 parameters about [ETCD](PARAM#etcd) module.


Parameter                                                  |  Type  | Level | Comment                                      |



|------------------------------------------------------------|:——:|:-----:|———————————————-|
| [etcd_seq](PARAM#etcd_seq)                               |  int   |   I   | etcd instance identifier, REQUIRED           |
| [etcd_cluster](PARAM#etcd_cluster)                       | string |   C   | etcd cluster & group name, etcd by default   |
| [etcd_safeguard](PARAM#etcd_safeguard)                   |  bool  | G/C/A | prevent purging running etcd instance?       |
| [etcd_clean](PARAM#etcd_clean)                           |  bool  | G/C/A | purging existing etcd during initialization? |
| [etcd_data](PARAM#etcd_data)                             |  path  |   C   | etcd data directory, /data/etcd by default   |
| [etcd_port](PARAM#etcd_port)                             |  port  |   C   | etcd client port, 2379 by default            |
| [etcd_peer_port](PARAM#etcd_peer_port)                   |  port  |   C   | etcd peer port, 2380 by default              |
| [etcd_init](PARAM#etcd_init)                             |  enum  |   C   | etcd initial cluster state, new or existing  |
| [etcd_election_timeout](PARAM#etcd_election_timeout)     |  int   |   C   | etcd election timeout, 1000ms by default     |
| [etcd_heartbeat_interval](PARAM#etcd_heartbeat_interval) |  int   |   C   | etcd heartbeat interval, 100ms by default    |



            

          

      

      

    

  

    
      
          
            
  # Pigsty FAQ

> Here are some frequently asked questions.
>
> If you have any unlisted questions or suggestions, please create an [Issue](https://github.com/Vonng/pigsty/issues/new) or ask the [community](README#about) for help.



## Preparation

<br>
<details><summary>Node Requirement</summary>

CPU Architecture: x86_64 only. Pigsty does not support ARM yet.

CPU Number: 1 core for common node, at least 2 for admin node.

Memory: at least 1GB for the common node and 2GB for the admin node.

Using at least 3~4 x (2C / 4G / 100G) nodes for serious production deployment is recommended.

</details><br>

<details><summary>OS Requirement</summary>

Pigsty is now developed and tested on CentOS 7.9, Rocky 8.6 & 9.0. RHEL, Alma, Oracle, and any EL-compatible distribution also work.

We strongly recommend using EL 7.9, 8.6, and 9.0 to avoid meaningless efforts on RPM troubleshooting.

And PLEASE USE FRESH NEW NODES to avoid any unexpected issues.

</details><br>

<details><summary>Versioning Policy</summary>

!> Please always use a version-specific [release](https://github.com/Vonng/pigsty/releases), do not use the GitHub master branch unless you know what you are doing.

Pigsty uses semantic version numbers such as: <major>. <minor>. <release>. Alpha/Beta/RC are suffixed to the version number -a1, -b1, -rc1.

Major updates mean fundamental changes and massive features; minor version updates suggest new features, bump package versions, and minor API changes. Release version updates mean bug fixes and doc updates, and it does change offline package versions (i.e., v1.0.1 and v1.0.0 will use the same pkg.tgz).

Pigsty tries to release a Minor Release every 1-3 months and a Major Release every 1-2 years.

</details><br>



## Download

<br>
<details><summary>Where to download the Pigsty source code?</summary>

!> bash -c “$(curl -fsSL http://download.pigsty.cc/get)”

The above command will automatically download the latest stable version of pigsty.tgz and extract it to the ~/pigsty dir.
You can also manually download a specific version of Pigsty source code from the following location.

If you need to install it in an environment without the Internet, you can download it in advance and upload it to the production server via scp/sftp.

</details><br>

<details><summary>How to accelerate RPM downloading from the upstream repo?</summary>

Consider using the upstream repo mirror of your region. Define them with [repo_upstream](PARAM#repo_upstream) and [region](PARAM#region).

For example, you can use region = china, and the baseurl with key = china will be used instead of the default.

If a firewall or GFW blocks some repo, consider using a [proxy_env](PARAM#proxy_env) to bypass that.

</details><br>

<details><summary>Where to download pigsty offline packages</summary>

Offline packages can be downloaded during [bootstrap](INSTALL#bootstrap), or you can download them directly via:

`bash
https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-v2.1.0.tgz                   # source code
https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz    # el7 packages
https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el8.x86_64.tgz    # el8 packages
https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el9.x86_64.tgz    # el9 packages
`

</details><br>



## Configuration

<br>
<details><summary>What does configure do?</summary>

!> Detect the environment, generate the configuration, enable the offline package (optional), and install the essential tool Ansible.

After downloading the Pigsty source package and unpacking it, you may have to execute ./configure to complete the environment [configuration](INSTALL#configure). This is optional if you already know how to configure Pigsty properly.

The configure procedure will detect your node environment and generate a pigsty config file: pigsty.yml for you.

</details>

<br>

<details><summary>What is the Pigsty config file?</summary>

!> pigsty.yml under the pigsty home dir is the default config file.

Pigsty uses a single config file pigsty.yml, to describe the entire environment, and you can define everything there. There are many config examples in [files/pigsty](https://github.com/Vonng/pigsty/tree/master/files/pigsty) for your reference.

You can pass the -i <path> to playbooks to use other configuration files. For example, you want to install redis according to another config: redis.yml:

`bash
./redis.yml -i files/pigsty/redis.yml
`

</details>

<br>
<details><summary>How to use the CMDB as config inventory</summary>

The default config file path is specified in [ansible.cfg](https://github.com/Vonng/pigsty/blob/master/ansible.cfg): inventory = pigsty.yml

You can switch to a dynamic CMDB inventory with [bin/inventory_cmdb](https://github.com/Vonng/pigsty/blob/master/bin/inventory_cmdb), and switch back to the local config file with [bin/inventory_conf](https://github.com/Vonng/pigsty/blob/master/bin/inventory_conf). You must also load the current config file inventory to CMDB with [bin/inventory_load](https://github.com/Vonng/pigsty/blob/master/bin/inventory_load).

If CMDB is used, you must edit the inventory config from the database rather than the config file.

</details>

<br>
<details><summary>What is the IP address placeholder in the config file?</summary>

!> Pigsty uses 10.10.10.10 as a placeholder for the current node IP, which will be replaced with the primary IP of the current node during the configuration.

When the configure detects multiple NICs with multiple IPs on the current node, the config wizard will prompt for the primary IP to be used, i.e., the IP used by the user to access the node from the internal network. Note that please do not use the public IP.

This IP will be used to replace 10.10.10.10 in the config file template.

</details>

<br>
<details><summary>Which parameters need your attention?</summary>

!> Usually, in a singleton installation, there is no need to make any adjustments to the config files.

Pigsty provides 265 config parameters to customize the entire infra/node/etcd/minio/pgsql.  However, there are a few parameters that can be adjusted in advance if needed:


	When accessing web service components, the domain name is [infra_portal](PARAM#infra_portal) (some services can only be accessed using the domain name through the Nginx proxy).


	Pigsty assumes that a /data dir exists to hold all data; you can adjust these paths if the data disk mount point differs from this.


	Don’t forget to change those passwords in the config file for your production deployment.




</details>



## Installation

<br>
<details><summary>What was executed during installation?</summary>

!> When running make install, the ansible-playbook [install.yml](https://github.com/Vonng/pigsty/blob/master/install.yml) will be invoked to install everything on all nodes

Which will:


	Install INFRA module on the current node.


	Install NODE module on the current node.


	Install ETCD module on the current node.


	The MinIO module is optional, and will not be installed by default.


	Install PGSQL module on the current node.




</details>

<br>
<details><summary>How to resolve RPM conflict?</summary>

There may have a slight chance that rpm conflict occurs during node/infra/pgsql packages installation.

The simplest way to resolve this is to install without offline packages, which will download directly from the upstream repo.

If there are only a few problematic RPMs, you can use a trick to fix the yum repo quickly:

`bash
rm -rf /www/pigsty/repo_complete    # delete the repo_complete flag file to mark this repo incomplete
rm -rf SomeBrokenRPMPackages        # delete problematic RPMs
./infra.yml -t repo_upstream        # write upstream repos. you can also use /etc/yum.repos.d/backup/*
./infra.yml -t repo_pkg             # download rpms according to your current OS
`

</details>

<br>
<details><summary>How to create local VMs with vagrant</summary>

!> The first time you use Vagrant to pull up a particular OS repo, it will download the corresponding BOX.

Pigsty sandbox uses generic/rocky9 image box by default, and Vagrant will download the rocky/9 box for the first time the VM is started.

Using a proxy may increase the download speed. Box only needs to be downloaded once, and will be reused when recreating the sandbox.

</details>

<br>

<details><summary>RPMs error on Aliyun CentOS 7.9</summary>

!> Aliyun CentOS 7.9 server has DNS caching service nscd installed by default. Just remove it.

Aliyun’s CentOS 7.9 repo has nscd installed by default, locking out the glibc version, which can cause RPM dependency errors during installation.

`bash
"Error: Package: nscd-2.17-307.el7.1.x86_64 (@base)"
`

Run yum remove -y nscd on all nodes to resolve this issue, and with Ansible, you can batch.

`bash
ansible all -b -a 'yum remove -y nscd'
`

</details>

<br>

<details><summary>Ansible command timeout (Timeout waiting for xxx）</summary>

The default ssh timeout for ansible command is 10 seconds, some commands may take longer than that due to network latency or other reasons.

You can increase the timeout parameter in the ansible config file [ansible.cfg](https://github.com/Vonng/pigsty/blob/master/ansible.cfg):

`ini
[defaults]
timeout = 10 # change to 60,120 or more
`

</details>



## Monitoring

<br>
<details><summary>Performance impact of monitoring exporter</summary>

Not very much, 200ms per 10 ~ 15 seconds.

</details>

<br>

<details><summary>How to monitor an existing PostgreSQL instance?</summary>

Check [PGSQL Monitor](PGSQL-MONITOR) for details.

</details>

<br>

<details><summary>How to remove monitor targets from prometheus?</summary>

`bash
./pgsql-rm.yml -t prometheus -l <cls>     # remove prometheus targets of cluster 'cls'
`

Or

`bash
bin/pgmon-rm <ins>     # shortcut for removing prometheus targets of pgsql instance 'ins'
`

</details>



## INFRA

<br>
<details><summary>Which components are included in INFRA</summary>


	Ansible for automation, deployment, and administration;


	Nginx for exposing any WebUI service and serving the yum repo;


	Self-Signed CA for SSL/TLS certificates;


	Prometheus for monitoring metrics


	Grafana for monitoring/visualization


	Loki for logging collection


	AlertManager for alerts aggregation


	Chronyd for NTP time sync on the admin node.


	DNSMasq for DNS registration and resolution.


	ETCD as DCS for PGSQL HA; (dedicated module)


	PostgreSQL on meta nodes as CMDB; (optional)


	Docker for stateless applications & tools (optional)




</details>

<br>
<details><summary>How to restore Prometheus targets</summary>

If you accidentally deleted the Prometheus targets dir, you can register monitoring targets to Prometheus again with the:

`bash
./infra.yml -t register_prometheus  # register all infra targets to prometheus on infra nodes
./node.yml  -t register_prometheus  # register all node  targets to prometheus on infra nodes
./etcd.yml  -t register_prometheus  # register all etcd targets to prometheus on infra nodes
./minio.yml -t register_prometheus  # register all minio targets to prometheus on infra nodes
./pgsql.yml -t register_prometheus  # register all pgsql targets to prometheus on infra nodes
`

</details>

<br>
<details><summary>How to restore Grafana datasource</summary>

PGSQL Databases in [pg_databases](PARAM#pg_databases) are registered as Grafana datasource by default.

If you accidentally deleted the registered postgres datasource in Grafana, you can register them again with

`bash
./pgsql.yml -t register_grafana  # register all pgsql database (in pg_databases) as grafana datasource
`

</details>

<br>
<details><summary>How to restore the HAProxy admin page proxy</summary>

The haproxy admin page is proxied by Nginx under the default server.

If you accidentally deleted the registered haproxy proxy settings in /etc/nginx/conf.d/haproxy, you can restore them again with

`bash
./node.yml -t register_nginx     # register all haproxy admin page proxy settings to nginx on infra nodes
`

</details>

<br>
<details><summary>How to restore the DNS registration</summary>

PGSQL cluster/instance domain names are registered to /etc/hosts.d/<name> on infra nodes by default.

You can restore them again with the following:

`bash
./pgsql.yml -t pg_dns   # register pg DNS names to dnsmasq on infra nodes
`

</details>

<br>
<details><summary>How to expose new Nginx upstream service</summary>

If you wish to expose a new WebUI service via the Nginx portal, you can add the service definition to the [infra_portal](PARAM#infra_portal) parameter.

And re-run ./infra.yml -t nginx_config,nginx_launch to update & apply the Nginx configuration.

If you wish to access with HTTPS, you must remove files/pki/csr/pigsty.csr, files/pki/nginx/pigsty.{key,crt} to force re-generating the Nginx SSL/TLS certificate to include the new upstream’s domain name.

</details>

<br>
<details><summary>How to manually add upstream repo files</summary>

Pigsty has a built-in wrap script bin/repo-add, which will invoke ansible playbook node.yml to adding repo files to corresponding nodes.

`bash
bin/repo-add <selector> [modules]
bin/repo-add 10.10.10.10           # add node repos for node 10.10.10.10
bin/repo-add infra   node,infra    # add node and infra repos for group infra
bin/repo-add infra   node,local    # add node repos and local pigsty repo
bin/repo-add pg-test node,pgsql    # add node & pgsql repos for group pg-test
`

</details>



## NODE

<br>
<details><summary>How to configure NTP service?</summary>

!> If NTP is not configured, use a public NTP service or sync time with the admin node.

If your nodes already have NTP configured, you can leave it there by setting node_ntp_enabled to false.

Otherwise, if you have Internet access, you can use public NTP services such as pool.ntp.org.

If you don’t have Internet access, at least you can sync time with the admin node with the following:

```bash
node_ntp_servers:                 # NTP servers in /etc/chrony.conf



	pool cn.pool.ntp.org iburst


	pool ${admin_ip} iburst       # assume non-admin nodes do not have internet access







```

</details>

<br>
<details><summary>How to force sync time on nodes?</summary>

!> Use chronyc to sync time. You have to configure the NTP service first.

`bash
ansible all -b -a 'chronyc -a makestep'     # sync time
`

You can replace all with any group or host IP address to limit execution scope.

</details>

<br>
<details><summary>Remote nodes are not accessible via SSH commands.</summary>

!> Specify a different port via the host instance-level [ansible connection parameters](PARAM#ansible_host).

Consider using Ansible connection parameters if the target machine is hidden behind an SSH springboard machine,
or if some customizations have been made that cannot be accessed directly using ssh ip.
Additional SSH ports can be specified with ansible_port or ansible_host for SSH Alias.

```bash
pg-test:


vars: { pg_cluster: pg-test }
hosts:


10.10.10.11: {pg_seq: 1, pg_role: primary, ansible_host: node-1 }
10.10.10.12: {pg_seq: 2, pg_role: replica, ansible_port: 22223, ansible_user: admin }
10.10.10.13: {pg_seq: 3, pg_role: offline, ansible_port: 22224 }







```

</details>

<br>
<details><summary>Password required for remote node SSH and SUDO</summary>

!> Use the -k and -K parameters, enter the password at the prompt, and refer to admin provisioning.

When performing deployments and changes, the admin user used must have ssh and sudo privileges for all nodes. Password-free is not required.
You can pass in ssh and sudo passwords via the -k|-K parameter when executing the playbook or even use another user to run the playbook via -e`[`ansible_host](PARAM#connect)`=<another_user>`.
However, Pigsty strongly recommends configuring SSH passwordless login with passwordless sudo for the admin user.

</details>

<br>
<details><summary>Create an admin user with the existing admin user.</summary>

!> ./node.yml -k -K -e ansible_user=<another_admin> -t node_admin

This will create an admin user specified by [node_admin_username](PARAM#node_admin_username) with the existing one on that node.

</details>

<br>
<details><summary>Exposing node services with HAProxy</summary>

!> You can expose service with [haproxy_services](PARAM#haproxy_services) in node.yml.

And here’s an example of exposing MinIO service with it: [Expose MinIO Service](MINIO#expose-service)

</details>

<br>
<details><summary>Why my nodes /etc/yum.repos.d/* are nuked?</summary>

Pigsty will try to include all dependencies in the local yum repo on infra nodes. This repo file will be added according to [node_repo_local_urls](PARAM#node_repo_local_urls).
And existing repo files will be removed by default according to the default value of [node_repo_remove](PARAM#node_repo_remove). This will prevent the node from using the Internet repo or some stupid issues.

If you want to keep existing repo files, just set [node_repo_remove](PARAM#node_repo_remove) to false.

</details>



## ETCD

<br>
<details><summary>What is the impact of ETCD failure?</summary>
[ETCD](ETCD) availability is critical for the PGSQL cluster’s HA, which is guaranteed by using multiple nodes.
With a 3-node ETCD cluster, if one node is down, the other two nodes can still function normally; and with a 5-node ETCD cluster, two-node failure can still be tolerated.
If more than half of the ETCD nodes are down, the ETCD cluster and its service will be unavailable.
Before Patroni 3.0, this could lead to a global [PGSQL](PGSQL) outage; all primary will be demoted and reject write requests.

Since pigsty 2.0, the patroni 3.0 [DCS failsafe mode](https://patroni.readthedocs.io/en/master/dcs_failsafe_mode.html) is enabled by default, which will LOCK the PGSQL cluster status if the ETCD cluster is unavailable and all PGSQL members are still known to the primary.

The PGSQL cluster can still function normally, but you must recover the ETCD cluster ASAP. (you can’t configure the PGSQL cluster through patroni if etcd is down)

</details>

<br>
<details><summary>How to use existing external etcd cluster?</summary>
The hard-coded group, etcd, will be used as DCS servers for PGSQL. You can initialize them with etcd.yml or assume it is an existing external etcd cluster.

To use an existing external etcd cluster, define them as usual and make sure your current etcd cluster certificate is signed by the same CA as your self-signed CA for PGSQL.

</details>

<br>
<details><summary>How to add a new member to the existing etcd cluster?</summary>

!> Check [Add a member to etcd cluster](ETCD-ADMIN#add-member)

`bash
etcdctl member add <etcd-?> --learner=true --peer-urls=https://<new_ins_ip>:2380 # on admin node
./etcd.yml -l <new_ins_ip> -e etcd_init=existing                                 # init new etcd member
etcdctl member promote <new_ins_server_id>                                       # on admin node
`

</details>

<br>
<details><summary>How to remove a member from an existing etcd cluster?</summary>

!> Check [Remove member from etcd cluster](ETCD-ADMIN#remove-member)

`bash
etcdctl member remove <etcd_server_id>   # kick member out of the cluster (on admin node)
./etcd.yml -l <ins_ip> -t etcd_purge     # purge etcd instance
`

</details>



## MINIO

<br>
<details><summary>Fail to launch multi-node / multi-driver MinIO cluster.</summary>

In [Multi-Driver](MINIO#single-node-multi-drive) or [Multi-Node](MINIO#multi-node-multi-drive) mode, MinIO will refuse to start if the data dir is not a valid mount point.

Use mounted disks for MinIO data dir rather than some regular directory. You can use the regular directory only in the [single node, single drive](MINIO#single-node-single-drive) mode.

</details>

<br>
<details><summary>How to deploy a multi-node multi-drive MinIO cluster?</summary>

!> Check [Create Multi-Node Multi-Driver MinIO Cluster](MINIO#multi-node-multi-drive)

</details>

<br>
<details><summary>How to add a member to the existing MinIO cluster?</summary>

!> You’d better plan the MinIO cluster before deployment… Since this requires a global restart

Check this: [Expand MinIO Deployment](https://min.io/docs/minio/linux/operations/install-deploy-manage/expand-minio-deployment.html)

</details>

<br>
<details><summary>How to use a HA MinIO deployment for PGSQL?</summary>

!> Access the HA MinIO cluster with an optional load balancer and different ports.

Here is an example: [Access MinIO Service](MINIO#access-service)

</details>



## REDIS

<br>
<details><summary>ABORT due to existing redis instance</summary>

!> use redis_clean = true and redis_safeguard = false to force clean redis data

This happens when you run redis.yml to init a redis instance that is already running, and [redis_clean](PARAM#redis_clean) is set to false.

If redis_clean is set to true (and the redis_safeguard is set to false, too), the redis.yml playbook will remove the existing redis instance and re-init it as a new one, which makes the redis.yml playbook fully idempotent.

</details>

<br>

<details><summary>ABORT due to redis_safeguard enabled</summary>

!> This happens when removing a redis instance with [redis_safeguard](PARAM#redis_safeguard) set to true.

You can disable [redis_safeguard](PARAM#redis_safeguard) to remove the Redis instance. This is redis_safeguard is what it is for.

</details>

<br>
<details><summary>How to add a single new redis instance on this node?</summary>

!> Use bin/redis-add <ip> <port> to deploy a new redis instance on node.

</details>

<br>
<details><summary>How to remove a single redis instance from the node?</summary>

!> bin/redis-rm <ip> <port> to remove a single redis instance from node

</details>



## PGSQL

<br>
<details><summary>ABORT due to postgres exists</summary>

!> Set pg_clean = true and pg_safeguard = false to force clean postgres data during pgsql.yml

This happens when you run pgsql.yml on a node with postgres running, and [pg_clean](PARAM#pg_clean) is set to false.

If pg_clean is true (and the pg_safeguard is false, too), the pgsql.yml playbook will remove the existing pgsql data and re-init it as a new one, which makes this playbook fully idempotent.

You can still purge the existing PostgreSQL data by using a special task tag pg_purge

`bash
./pgsql.yml -t pg_clean      # honor pg_clean and pg_safeguard
./pgsql.yml -t pg_purge      # ignore pg_clean and pg_safeguard
`

</details>

<br>
<details><summary>ABORT due to pg_safeguard enabled</summary>

!> Disable pg_safeguard to remove the Postgres instance.

If [pg_safeguard](PARAM#pg_safeguard) is enabled, you can not remove the running pgsql instance with bin/pgsql-rm and pgsql-rm.yml playbook.

To disable pg_safeguard, you can set pg_safeguard to false in the inventory or pass -e pg_safeguard=false as cli arg to the playbook:

`bash
./pgsql-rm.yml -e pg_safeguard=false -l <cls_to_remove>    # force override pg_safeguard
`

</details>

<br>
<details><summary>Fail to wait for postgres/patroni primary</summary>

This usually happens when the cluster is misconfigured, or the previous primary is improperly removed. (e.g., trash metadata in DCS with the same cluster name).

You must check /pg/log/* to find the reason.

</details>

<br>
<details><summary>Fail to wait for postgres/patroni replica</summary>

There are several possible reasons:

Failed Immediately: Usually, this happens because of misconfiguration, network issues, broken DCS metadata, etc…, you have to inspect /pg/log to find out the actual reason.

Failed After a While: This may be due to source instance data corruption. Check PGSQL FAQ: How to create replicas when data is corrupted?

Timeout: If the wait for postgres replica task takes 30min or more and fails due to timeout, This is common for a huge cluster (e.g., 1TB+, which may take hours to create a replica). In this case, the underlying creating replica procedure is still proceeding. You can check cluster status with pg list <cls> and wait until the replica catches up with the primary. Then continue the following tasks:

`bash
./pgsql.yml -t pg_hba,pg_backup,pgbouncer,pg_vip,pg_dns,pg_service,pg_exporter,pg_register
`

</details>

<br>
<details><summary>Install PostgreSQL 12 - 14, and 16 beta</summary>

To install PostgreSQL 12 - 15, you have to set pg_version to 12, 13, 14, or 15 in the inventory. (usually at cluster level)

To install PostgreSQL 16 beta, you have to change pg_libs and pg_extensions too, since most extensions are not available for pg16 yet.

`yaml
pg_version: 16                    # install pg 16 in this template
pg_libs: 'pg_stat_statements, auto_explain' # remove timescaledb from pg 16 beta
pg_extensions: []                 # missing pg16 extensions for now
`

</details>

<br>
<details><summary>How enable hugepage for PostgreSQL?</summary>

!> use node_hugepage_count and node_hugepage_ratio or /pg/bin/pg-tune-hugepage

If you plan to enable hugepage, consider using node_hugepage_count and node_hugepage_ratio and apply with ./node.yml -t node_tune .

It’s good to allocate enough hugepage before postgres start, and use pg_tune_hugepage to shrink them later.

If your postgres is already running, you can use /pg/bin/pg-tune-hugepage to enable hugepage on the fly.

`bash
sync; echo 3 > /proc/sys/vm/drop_caches   # drop system cache (ready for performance impact)
sudo /pg/bin/pg-tune-hugepage             # write nr_hugepages to /etc/sysctl.d/hugepage.conf
pg restart <cls>                          # restart postgres to use hugepage
`

</details>

<br>
<details><summary>How to guarantee zero data loss during failover?</summary>

!> Use crit.yml template, or setting pg_rpo to 0, or [config cluster](PGSQL-ADMIN#config-cluster) with synchronous mode.

Consider using [Sync Standby](PGSQL-CONF#sync-standby) and [Quorum Comit](PGSQL-CONF#quorum-commit) to guarantee 0 data loss during failover.

</details>

<br>
<details><summary>How to survive from disk full?</summary>

!> rm -rf /pg/dummy will free some emergency space.

The [pg_dummy_filesize](PARAM#pg_dummy_filesize) is set to 64MB by default. Consider increasing it to 8GB or larger in the production environment.

It will be placed on /pg/dummy same disk as the PGSQL main data disk. You can remove that file to free some emergency space. At least you can run some shell scripts on that node.

</details>

<br>
<details><summary>How to create replicas when data is corrupted?</summary>

!> Disable clonefrom on bad instances and reload patroni config.

Pigsty sets the cloneform: true tag on all instances’ patroni config, which marks the instance available for cloning replica.

If this instance has corrupt data files, you can set clonefrom: false to avoid pulling data from the evil instance. To do so:

```bash
$ vi /pg/bin/patroni.yml


	tags:
	nofailover: false
clonefrom: true      # ———-> change to false
noloadbalance: false
nosync: false
version:  ‘15’
spec: ‘4C.8G.50G’
conf: ‘oltp.yml’





$ systemctl reload patroni
```

</details>

<br>
<details><summary>How to create replicas when data is corrupted?</summary>

!> Disable clonefrom on bad instances and reload patroni config.

Pigsty sets the cloneform: true tag on all instances’ patroni config, which marks the instance available for cloning replica.

If this instance has corrupt data files, you can set clonefrom: false to avoid pulling data from the evil instance. To do so:

```bash
$ vi /pg/bin/patroni.yml


	tags:
	nofailover: false
clonefrom: true      # ———-> change to false
noloadbalance: false
nosync: false
version:  ‘15’
spec: ‘4C.8G.50G’
conf: ‘oltp.yml’





$ systemctl reload patroni
```

</details>



            

          

      

      

    

  

    
      
          
            
  # Features

> [中文/ZH](FEATURE_ZH.md)

Pigsty is a Me-Better Open Source RDS Alternative with:


	Battery-Included [PostgreSQL](https://www.postgresql.org/) Distribution, with [PostGIS](https://postgis.net/), [TimescaleDB](https://www.timescale.com/), [Citus](https://www.citusdata.com/), [PGVector](https://github.com/pgvector/pgvector) …


	Incredible observability powered by [Prometheus](https://prometheus.io/) & [Grafana](https://grafana.com/) stack.


	Self-healing HA PGSQL cluster, powered by [patroni](https://patroni.readthedocs.io/en/latest/), [haproxy](http://www.haproxy.org/), [etcd](https://etcd.io/)…


	Auto-Configured PITR, powered by [pgbackrest](https://pgbackrest.org/) and optional [MinIO](https://min.io/) cluster


	Declarative API, Database-as-Code implemented with [Ansible](https://www.ansible.com/) playbooks.


	Versatile UseCases, Run [Docker](https://www.docker.com/) Apps, Run demos, Visualize data with [ECharts](https://echarts.apache.org/).


	Handy Tools, provision IaaS with [Terraform](https://www.terraform.io/), and try with local [Vagrant](https://www.vagrantup.com/) sandbox.




## Powerful Distribution

Unleash the power of The World’s Most Advanced Open Source Relational Database!

PostgreSQL is a great database kernel but needs more to become a good enough Relational Database Service (RDS). And Pigsty helps you with that.

You can have all the powerful features of PostgreSQL ecosystem at once: Handle spatial data with PostGIS, analyze time-series and event stream with TimescaleDB, scale out with Citus, and search AI embedding with PGVector, and more…
It delivers all the software toolkits required to run a production-grade RDS and ansible playbooks to orchestrate them. Everything can be installed in one line of code, and all dependencies are packed into offline installation packages to eliminate Internet access.

All functionality is abstracted as Modules that can be freely composed for different scenarios. [INFRA](INFRA.md) gives you a modern observability stack, while [NODE](NODE.md) can be used for host monitoring. Installing the [PGSQL](PGSQL.md) module on multiple nodes will automatically form a HA cluster. And you can also have dedicated [ETCD](ETCD.md) clusters for distributed consensus & [MinIO](MINIO.md) clusters for backup storage. [REDIS](REDIS.md) are also supported since they work well with PostgreSQL. You can reuse Pigsty infra and extend it with your Modules (e.g. GPSQL, KAFKA, MONGO, MYSQL…).

[![pigsty-distro](https://user-images.githubusercontent.com/8587410/226076217-77e76e0c-94ac-4faa-9014-877b4a180e09.jpg)](PGSQL.md)

## Incredible Observability

Unparalleled monitoring system based on modern observability stack and open-source best-practice!

Pigsty will automatically monitor any newly deployed components such as Node, Docker, HAProxy, Postgres, Patroni, Pgbouncer, Redis, Minio, and itself. There are 30+ default dashboards and pre-configured alerting rules, which will upgrade your system’s observability to a whole new level. Of course, it can be used as your application monitoring infrastructure too.

There are over 3K+ metrics that describe every aspect of your environment, from the topmost overview dashboard to a detailed table/index/func/seq. As a result, you can have complete insight into the past, present, and future.

Check the [public demo](https://demo.pigsty.cc) for an interactive experience!

[![pigsty-dashboard](https://user-images.githubusercontent.com/8587410/198838834-1bd30b7e-47c9-4e35-90cb-5a75a2e6f6c6.jpg)](http://demo.pigsty.cc)

## Proven Reliability

Pigsty has auto-configured HA & PITR for PostgreSQL to ensure your database service is always reliable.

Hardware failures are covered by self-healing HA architecture powered by patroni, etcd, and haproxy, which will perform auto failover in case of leader failure (RTO < 30s), and there will be no data loss (RPO = 0) in sync mode. Moreover, with the self-healing traffic control proxy, the client may not even notice a switchover/replica failure.

Software Failures, human errors, and Data Center Failures are covered with Cold backups & PITR, which are implemented with pgBackRest. It allows you to travel time to any point in your database’s history as long as your storage is capable. You can store them in the local backup disk, built-in MinIO cluster, or S3 service.

Large organizations have used Pigsty for several years. One of the largest deployments has 25K CPU cores and 200+ massive PostgreSQL instances. In the past three years, there have been dozens of hardware failures & incidents, but the overall availability remains several nines (99.999% +).

[![pigsty-ha](https://user-images.githubusercontent.com/8587410/206971583-74293d7b-d29a-4ca2-8728-75d50421c371.gif)](PGSQL-ARCH.md#high-availability)

## Great Maintainability

Infra as Code, Database as Code, Declarative API & Idempotent Playbooks, GitOPS works like a charm.

Pigsty provides a declarative interface: Describe everything in a config file, and Pigsty operates it to the desired state. It works like Kubernetes CRDs & Operators but for databases and infrastructures on any nodes: bare metal or virtual machines.

To create cluster/database/user/extension, expose services, or add replicas. All you need to do is to modify the cluster definition and run the idempotent playbook. Databases & Nodes are tuned automatically according to their hardware specs, and monitoring & alerting is auto-configured. As a result, database administration becomes much more manageable.

Pigsty has a full-featured sandbox powered by Vagrant, a pre-configured one or 4-node environment for testing & demonstration purposes. You can also provision required IaaS resources from cloud vendors with Terraform templates.

[![pigsty-iac](https://user-images.githubusercontent.com/8587410/206972039-e13746ab-72ae-4cab-8de7-7b2ef543f3e5.gif)](CONFIG.md)

## Sound Security

Nothing needs to be worried about database security, as long as your hardware & credentials are safe.

Pigsty use SSL for API & network traffic, Encryption for password & backups, HBA rules for host & clients, and access control for users & objects.

Pigsty has an easy-to-use, fine-grained, and fully customizable [access control](PGSQL-ACL) framework based on roles, privileges, and HBA rules. It has four default roles: read-only, read-write, admin (DDL), offline (ETL), and four default users: dbsu, replicator, monitor, and admin. Newly created database objects will have proper default privileges for those roles. And client access is restricted by a set of [HBA](PGSQL-HBA) rules that follows the least privilege principle.

Your entire network communication can be secured with SSL. Pigsty will automatically create a self-signed CA and issue certs for that. Database credentials are encrypted with the scram-sha-256 algorithm, and cold backups are encrypted with the AES-256 algorithm when using MinIO/S3. Admin Pages and dangerous APIs are protected with HTTPS, and access is restricted from specific admin/infra nodes.

[![pigsty-dashboard2](https://user-images.githubusercontent.com/8587410/198838841-b0796703-03c3-483b-bf52-dbef9ea10913.gif)](SECURITY.md)

## Versatile Application

Lots of applications work well with PostgreSQL. Run them in one command with docker.

The database is usually the most tricky part of most software. Since Pigsty already provides the RDS. It could be nice to have a series of docker templates to run software in stateless mode and persist their data with Pigsty-managed HA PostgreSQL (or Redis, MinIO), including Gitlab, Gitea, Wiki.js, Odoo, Jira, Confluence, Habour, Mastodon, Discourse, and KeyCloak.

Pigsty also provides a toolset to help you manage your database and build data applications in a low-code fashion: PGAdmin4, PGWeb, ByteBase, PostgREST, Kong, and higher “Database” that use Postgres as underlying storage, such as EdgeDB, FerretDB, and Supabase. And since you already have Grafana & Postgres, You can quickly make an interactive data application demo with them. In addition, advanced visualization can be achieved with the built-in ECharts panel.

[![pigsty-app](https://user-images.githubusercontent.com/8587410/198838829-f0ea4af2-d33f-4978-a31a-ed81897aa8d1.gif)](APP.md)


> If your software requires a PostgreSQL, Pigsty may be the easiest way to get one.




## Open Source & Free

Pigsty is a free & open source software under AGPLv3. It was built for PostgreSQL with love.

Pigsty allows you to run production-grade RDS on your hardware without suffering from human resources. As a result, you can achieve the same or even better reliability & performance & maintainability with only 5% ~ 40% cost compared to Cloud RDS PG. As a result, you may have an RDS with a lower price even than ECS.

There will be no vendor lock-in, annoying license fee, and node/CPU/core limit. You can have as many RDS as possible and run them as long as possible. All your data belongs to you and is under your control.

Pigsty is free software under AGPLv3. It’s free of charge, but beware that freedom is not free, so use it at your own risk! It’s not very difficult, and we are glad to help. For those enterprise users who seek professional consulting services, we do have a subscription for that.

[![pigsty-rds-cost](https://user-images.githubusercontent.com/8587410/225852971-577be00f-b2df-427c-a590-f8b4c5a63a4b.png)](https://instances.vantage.sh/)



            

          

      

      

    

  

    
      
          
            
  # 亮点特性

> [英文/EN](FEATURE.md)

Pigsty 是一个更好的本地开源 RDS for PostgreSQL 替代：


	开箱即用的 [PostgreSQL](https://www.postgresql.org/) 发行版，深度整合地理时序分布式向量等核心扩展： [PostGIS](https://postgis.net/), [TimescaleDB](https://www.timescale.com/), [Citus](https://www.citusdata.com/)，[PGVector](https://github.com/pgvector/pgvector)……


	基于现代的 [Prometheus](https://prometheus.io/) 与 [Grafana](https://grafana.com/) 技术栈，提供令人惊艳，无可比拟的数据库观测能力：[演示站点](http://demo.pigsty.cc)


	基于 [patroni](https://patroni.readthedocs.io/en/latest/), [haproxy](http://www.haproxy.org/), 与[etcd](https://etcd.io/)，打造故障自愈的高可用架构：硬件故障自动切换，流量无缝衔接。


	基于 [pgBackRest](https://pgbackrest.org/) 与可选的 [MinIO](https://min.io/) 集群提供开箱即用的 PITR 时间点恢复，为软件缺陷与人为删库兜底。


	基于 [Ansible](https://www.ansible.com/) 提供声明式的 API 对复杂度进行抽象，以 Database-as-Code 的方式极大简化了日常运维管理操作。


	Pigsty用途广泛，可用作完整应用运行时，开发演示数据/可视化应用，大量使用 PG 的软件可用 [Docker](https://www.docker.com/) 模板一键拉起。


	提供基于 [Vagrant](https://www.vagrantup.com/) 的本地开发测试沙箱环境，与基于 [Terraform](https://www.terraform.io/) 的云端自动部署方案，开发测试生产保持环境一致。




## 强力的发行版

彻底释放世界上最先进的关系型数据库的力量!

PostgreSQL 是一个足够完美的数据库内核，但它需要更多工具与系统的配合，才能成为一个足够好的数据库服务（RDS），而 Pigsty 帮助 PostgreSQL 完成这一步飞跃。

Pigsty 深度整合 PostgreSQL 生态的核心扩展插件：您可以使用 PostGIS 处理地理空间数据，使用 TimescaleDB 分析时序/事件流数据，使用 Citus 原地进行分布式水平扩展，使用 PGVector 存储并搜索 AI Embedding，以及其他海量扩展插件。
Pigsty 确保这些插件可以协同工作，提供开箱即用的分布式的时序地理空间向量数据库能力。此外，Pigsty 还提供了运行企业级 RDS 服务的所需软件，打包所有依赖为离线软件包，所有组件均可在无需互联网访问的情况下一键完成安装部署，进入生产可用状态。

在 Pigsty 中功能组件被抽象 [模块](ARCH#modules)，可以自由组合以应对多变的需求场景。[INFRA](INFRA.md) 模块带有完整的现代监控技术栈，而 [NODE](NODE.md) 模块则将节点调谐至指定状态并纳入监控。
在多个节点上安装 [PGSQL](PGSQL.md) 模块会自动组建出一个基于主从复制的高可用数据库集群，而同样的 [ETCD](ETCD.md) 模块则为数据库高可用提供共识与元数据存储。可选的 [MINIO](MINIO.md)模块可以用作图像视频等大文件存储并可选用为数据库备份仓库。
与 PG 有着极佳相性的 [REDIS](REDIS.md) 亦为 Pigsty 所支持，更多的模块（如`GPSQL`, MYSQL, KAFKA）将会在后续加入，你也可以开发自己的模块并自行扩展 Pigsty 的能力。

[![pigsty-distro](https://user-images.githubusercontent.com/8587410/226076217-77e76e0c-94ac-4faa-9014-877b4a180e09.jpg)](PGSQL.md)

## 惊艳的观测能力

使用现代开源可观测性技术栈，提供无与伦比的监控最佳实践！

Pigsty 提供了基于开源的 Grafana / Prometheus 可观测性技术栈做监控的最佳实践：Prometheus 用于收集监控指标，Grafana 负责可视化呈现，Loki 用于日志收集与查询，Alertmanager 用于告警通知。 PushGateway 用于批处理任务监控，Blackbox Exporter 负责检查服务可用性。整套系统同样被设计为一键拉起，开箱即用的 INFRA 模块。

Pigsty 所管理的任何组件都会被自动纳入监控之中，包括主机节点，负载均衡 HAProxy，数据库 Postgres，连接池 Pgbouncer，元数据库 ETCD，KV缓存 Redis，对象存储 MinIO，……，以及整套监控基础设施本身。大量的 Grafana 监控面板与预置告警规则会让你的系统观测能力有质的提升，当然，这套系统也可以被复用于您的应用监控基础设施，或者监控已有的数据库实例或 RDS。

无论是故障分析还是慢查询优化、无论是水位评估还是资源规划，Pigsty 为您提供全面的数据支撑，真正做到数据驱动。在 Pigsty 中，超过三千类监控指标被用于描述整个系统的方方面面，并被进一步加工、聚合、处理、分析、提炼并以符合直觉的可视化模式呈现在您的面前。从全局大盘总揽，到某个数据库实例中单个对象（表，索引，函数）的增删改查详情都能一览无余。您可以随意上卷下钻横向跳转，浏览系统现状与历史趋势，并预测未来的演变。详见[公开演示](http://demo.pigsty.cc)。

[![pigsty-dashboard](https://user-images.githubusercontent.com/8587410/198838834-1bd30b7e-47c9-4e35-90cb-5a75a2e6f6c6.jpg)](http://demo.pigsty.cc)

## 久经考验的可靠性

开箱即用的高可用与时间点恢复能力，确保你的数据库坚如磐石！

对于软件缺陷或人为误操作造成的删表删库，Pigsty 提供了开箱即用的 PITR 时间点恢复能力，无需额外配置即默认启用。只要存储空间管够，基于 pgBackRest 的基础备份与 WAL 归档让您拥有快速回到过去任意时间点的能力。您可以使用本地目录/磁盘，亦或专用的 MinIO 集群或 S3 对象存储服务保留更长的回溯期限，丰俭由人。

更重要的是，Pigsty 让高可用与故障自愈成为 PostgreSQL 集群的标配，基于 patroni, etcd, 与 haproxy 打造的故障自愈架构，让您在面对硬件故障时游刃有余：主库故障自动切换的 RTO < 30s，一致性优先模式下确保数据零损失 RPO = 0。只要集群中有任意实例存活，集群就可以对外提供完整的服务，而客户端只要连接至集群中的任意节点，即可获得完整的服务。

Pigsty 内置了 HAProxy 负载均衡器用于自动流量切换，提供 DNS/VIP/LVS 等多种接入方式供客户端选用。故障切换与主动切换对业务侧除零星闪断外几乎无感知，应用不需要修改连接串重启。极小的维护窗口需求带来了极大的灵活便利：您完全可以在无需应用配合的情况下滚动维护升级整个集群。硬件故障可以等到第二天再抽空善后处置的特性，让研发，运维与 DBA 都能安心睡个好觉。
许多大型组织与核心机构已经在生产环境中长时间使用 Pigsty ，最大的部署有 25K CPU 核心与 200+ PostgreSQL 实例，在这一部署案例中， Pigsty 在三年内经历了数十次硬件故障与各类事故，但依然可以保持 99.999% 以上的整体可用性。

[![pigsty-ha](https://user-images.githubusercontent.com/8587410/206971583-74293d7b-d29a-4ca2-8728-75d50421c371.gif)](PGSQL-ARCH.md#high-availability)

## 简单易用可维护

Infra as Code, 数据库即代码，声明式的API将数据库管理的复杂度来封装。

Pigsty 使用声明式的接口对外提供服务，将系统的可控制性拔高到一个全新水平：用户通过配置清单告诉 Pigsty “我想要什么样的数据库集群”，而不用去操心到底需要怎样去做。从效果上讲，这类似于 K8S 中的 CRD 与 Operator，但 Pigsty 可用于任何节点上的数据库与基础设施：不论是容器，虚拟机，还是物理机。

无论是创建/销毁集群，添加/移除从库，还是新增数据库/用户/服务/扩展/黑白名单规则，您只需要修改配置清单并运行 Pigsty 提供的幂等剧本，而 Pigsty 负责将系统调整到您期望的状态。
用户无需操心配置的细节，Pigsty将自动根据机器的硬件配置进行调优，您只需要关心诸如集群叫什么名字，有几个实例放在哪几台机器上，使用什么配置模版：事务/分析/核心/微型，这些基础信息，研发也可以自助服务。但如果您愿意跳入兔子洞中，Pigsty 也提供了丰富且精细的控制参数，满足最龟毛 DBA 的苛刻定制需求。

除此之外，Pigsty 本身的安装部署也是一键傻瓜式的，所有依赖被预先打包，在安装时可以无需互联网访问。而安装所需的机器资源，也可以通过 Vagrant 或 Terraform 模板自动获取，让您在十几分钟内就可以从零在本地笔记本或云端虚拟机上拉起一套完整的 Pigsty 部署。本地沙箱环境可以跑在1核2G的微型虚拟机中，提供与生产环境完全一致的功能模拟，可以用于开发、测试、演示与学习。

[![pigsty-iac](https://user-images.githubusercontent.com/8587410/206972039-e13746ab-72ae-4cab-8de7-7b2ef543f3e5.gif)](CONFIG.md)

## 扎实的安全性

加密备份一应俱全，只要硬件与密钥安全，您无需操心数据库的安全性。

每套 Pigsty 部署都会创建一套自签名的 CA 用于证书签发，所有的网络通信都可以使用 SSL 加密。数据库密码使用合规的 scram-sha-256 算法加密存储，远端备份会使用 AES-256 算法加密。此外还针对 PGSQL 提供了一套开箱即用的的访问控制体系，足以应对绝大多数应用场景下的安全需求。

Pigsty 针对 PostgreSQL 提供了一套开箱即用，简单易用，精炼灵活的，便于扩展的[访问控制体系](PGSQL-ACL.md)，包括职能分离的四类默认角色：读(DQL) / 写(DML) / 管理(DDL) / 离线(ETL) ，与四个默认用户：dbsu / replicator / monitor / admin。
所有数据库模板都针对这些角色与用户配置有合理的默认权限，而任何新建的数据库对象也会自动遵循这套权限体系，而客户端的访问则受到一套基于最小权限原则的设计的 HBA 规则组限制，任何敏感操作都会记入日志审计。

任何网络通信都可以使用 SSL 加密，需要保护的敏感管理页面与API端点都受到多重保护：使用用户名与密码进行认证，限制从管理节点/基础设施节点IP地址/网段访问，要求使用 HTTPS 加密网络流量。Patroni API 与 Pgbouncer 因为性能因素默认不启用 SSL ，但亦提供安全开关便于您在需要时开启。
合理配置的系统通过等保三级毫无问题，只要您遵循安全性最佳实践，内网部署并合理配置安全组与防火墙，数据库安全性将不再是您的痛点。

[![pigsty-dashboard2](https://user-images.githubusercontent.com/8587410/198838841-b0796703-03c3-483b-bf52-dbef9ea10913.gif)](SECURITY.md)

## 广泛的应用场景

使用预置的Docker模板，一键拉起使用PostgreSQL的海量软件！

在各类数据密集型应用中，数据库往往是最为棘手的部分。例如 Gitlab 企业版与社区版的核心区别就是底层 PostgreSQL 数据库的监控与高可用，如果您已经有了足够好的本地 PG RDS，又为什么要用软件自带的土法手造组件掏钱？

Pigsty 提供了 Docker 模块与大量开箱即用的 Compose 模板。您可以使用 Pigsty 管理的高可用 PostgreSQL （以及 Redis 与 MinIO ）作为后端存储，以无状态的模式一键拉起这些软件： Gitlab、Gitea、Wiki.js、Odoo、Jira、Confluence、Habour、Mastodon、Discourse、KeyCloak 等等。如果您的应用需要一个靠谱的 PostgreSQL 数据库， Pigsty 也许是最简单的获取方案。

Pigsty 也提供了与 PostgreSQL 紧密联系的应用开发工具集：PGAdmin4、PGWeb、ByteBase、PostgREST、Kong、以及 EdgeDB、FerretDB、Supabase 这些使用 PostgreSQL 作为存储的”上层数据库”。更奇妙的是，您完全可以基于 Pigsty 内置了的 Grafana 与 Postgres ，以低代码的方式快速搭建起一个交互式的数据应用来，甚至还可以使用 Pigsty 内置的 ECharts 面板创造更有表现力的交互可视化作品。

[![pigsty-app](https://user-images.githubusercontent.com/8587410/198838829-f0ea4af2-d33f-4978-a31a-ed81897aa8d1.gif)](APP.md)

## 开源免费的自由软件

Pigsty是基于 AGPLv3 开源的自由软件，由热爱 PostgreSQL 的社区成员用热情浇灌

Pigsty 是完全开源免费的自由软件，它允许您在缺乏数据库专家的情况下，用几乎接近纯硬件的成本来运行企业级的 PostgreSQL 数据库服务。作为对比，公有云厂商提供的 RDS 会收取底层硬件资源几倍到十几倍不等的溢价作为 “服务费”。

很多用户选择上云，正是因为自己搞不定数据库；很多用户使用 RDS，是因为别无他选。我们将打破云厂商的垄断，为用户提供一个云中立的，更好的 RDS 开源替代： Pigsty 紧跟 PostgreSQL 上游主干，不会有供应商锁定，不会有恼人的 “授权费”，不会有节点数量限制，不会收集您的任何数据。您的所有的核心资产 —— 数据，都能”自主可控”，掌握在自己手中。

Pigsty 本身旨在用数据库自动驾驶软件，替代大量无趣的人肉数据库运维工作，但再好的软件也没法解决所有的问题。总会有一些的冷门低频疑难杂症需要专家介入处理。这也是为什么我们也提供专业的订阅服务，来为有需要的企业级用户使用 PostgreSQL 提供兜底。几万块的订阅咨询费不到顶尖 DBA 每年工资的几十分之一，让您彻底免除后顾之忧，把成本真正花在刀刃上。当然对于社区用户，我们亦用爱发电，提供免费的支持与日常答疑。

[![pigsty-rds-cost](https://user-images.githubusercontent.com/8587410/225852971-577be00f-b2df-427c-a590-f8b4c5a63a4b.png)](https://instances.vantage.sh/)



            

          

      

      

    

  

    
      
          
            
  # File Hierarchy Structure

> How files are organized in Pigsty.

## Pigsty FHS

```bash
#——————————————————————————
# pigsty
#  ^—–@app                    # extra demo application resources
#  ^—–@bin                    # bin scripts
#  ^—–@docs                   # document (can be docsified)
#  ^—–@files                  # ansible file resources
#            ^—–@pigsty       # pigsty config template files
#            ^—–@prometheus   # prometheus rules definition
#            ^—–@grafana      # grafana dashboards
#            ^—–@postgres     # /pg/bin/ scripts
#            ^—–@migration    # pgsql migration task definition
#            ^—–@pki          # self-signed CA & certs

#  ^—–@roles                  # ansible business logic
#  ^—–@templates              # ansible templates
#  ^—–@vagrant                # sandbox resources
#  ^—–configure               # configure wizard script
#  ^—–ansible.cfg             # default ansible config file
#  ^—–pigsty.yml              # default config file
#  ^—–*.yml                   # ansible playbooks

#——————————————————————————
# /etc/pigsty/
#  ^—–@targets                # file based service discovery targets definition
#  ^—–@dashboards             # static grafana dashboards
#  ^—–@datasources            # static grafana datasource
#  ^—–@playbooks              # extra ansible playbooks
#——————————————————————————
```

## CA FHS

Pigsty’s self-signed CA is located on files/pki/ directory under pigsty home.

YOU HAVE TO SECURE THE CA KEY PROPERLY: files/pki/ca/ca.key,
which is generated by the [ca](https://github.com/Vonng/pigsty/tree/master/roles/ca) role during install.yml or infra.yml.

`bash
# pigsty/files/pki
#  ^-----@ca                      # self-signed CA key & cert
#         ^-----@ca.key           # VERY IMPORTANT: keep it secret
#         ^-----@ca.crt           # VERY IMPORTANT: trusted everywhere
#  ^-----@csr                     # signing request csr
#  ^-----@misc                    # misc certs, issued certs
#  ^-----@etcd                    # etcd server certs
#  ^-----@minio                   # minio server certs
#  ^-----@nginx                   # nginx SSL certs
#  ^-----@infra                   # infra client certs
#  ^-----@pgsql                   # pgsql server certs
`

## Prometheus FHS

The prometheus bin / rules are located on [files/prometheus/](https://github.com/Vonng/pigsty/tree/master/files/prometheus) directory under pigsty home.

While the main config file is located on [roles/infra/templates/prometheus/prometheus.yml.j2](https://github.com/Vonng/pigsty/blob/master/roles/infra/templates/prometheus/prometheus.yml.j2) and rendered to /etc/prometheus/prometheus.yml on infra nodes.

`bash
#------------------------------------------------------------------------------
# Config FHS
#------------------------------------------------------------------------------
# /etc/prometheus/
#  ^-----prometheus.yml              # prometheus main config file
#  ^-----@bin                        # util scripts: check,reload,status,new
#  ^-----@rules                      # record & alerting rules definition
#            ^-----infra.yml         # infra rules & alert
#            ^-----node.yml          # node rules & alert
#            ^-----pgsql.yml         # pgsql rules & alert
#            ^-----redis.yml         # redis rules & alert
#            ^-----minio.yml         # minio rules & alert
#            ^-----etcd.yml          # etcd rules & alert
#  ^-----@targets                    # file based service discovery targets definition
#            ^-----@infra            # infra static targets definition
#            ^-----@node             # nodes static targets definition
#            ^-----@etcd             # etcd static targets definition
#            ^-----@minio            # minio static targets definition
#            ^-----@ping             # blackbox ping targets definition
#            ^-----@pgsql            # pgsql static targets definition
#            ^-----@redis            # redis static targets definition
#            ^-----@.....            # other targets
# /etc/alertmanager.yml              # alertmanager main config file
# /etc/blackbox.yml                  # blackbox exporter main config file
#------------------------------------------------------------------------------
`

## Postgres FHS

The following parameters are related to the PostgreSQL database dir:


	[pg_dbsu_home](PARAM#pg_dbsu_home): Postgres default user’s home dir, default is /var/lib/pgsql.


	[pg_bin_dir](PARAM#pg_bin_dir): Postgres binary dir, defaults to /usr/pgsql/bin/.


	[pg_data](PARAM#pg_data): Postgres database dir, default is /pg/data.


	[pg_fs_main](PARAM#pg_fs_main): Postgres main data disk mount point, default is /data.


	[pg_fs_bkup](PARAM#pg_fs_bkup): Postgres backup disk mount point, default is /data/backups (used when using local backup repo).




``yaml
#————————————————————–#
# Create Directory
#————————————————————–#
# assumption:
#   {{ pg_fs_main }} for main data   , default: `/data              [fast ssd]
#   {{ pg_fs_bkup }} for backup data , default: /data/backups     [cheap hdd]
#————————————————————–#
# default variable:
#     pg_fs_main = /data             fast ssd
#     pg_fs_bkup = /data/backups     cheap hdd (optional)
#
#     /pg      -> /data/postgres/pg-test-15    (soft link)
#     /pg/data -> /data/postgres/pg-test-15/data
#————————————————————–#
- name: create postgresql directories


tags: pg_dir
become: yes
block:



	name: make main and backup data dir
file: path={{ item }} state=directory owner=root mode=0777
with_items:



	“{{ pg_fs_main }}”


	“{{ pg_fs_bkup }}”











# pg_cluster_dir:    “{{ pg_fs_main }}/postgres/{{ pg_cluster }}-{{ pg_version }}”
- name: create postgres directories


file: path={{ item }} state=directory owner={{ pg_dbsu }} group=postgres mode=0700
with_items:



	“{{ pg_fs_main }}/postgres”


	“{{ pg_cluster_dir }}”


	“{{ pg_cluster_dir }}/bin”


	“{{ pg_cluster_dir }}/log”


	“{{ pg_cluster_dir }}/tmp”


	“{{ pg_cluster_dir }}/cert”


	“{{ pg_cluster_dir }}/conf”


	“{{ pg_cluster_dir }}/data”


	“{{ pg_cluster_dir }}/meta”


	“{{ pg_cluster_dir }}/stat”


	“{{ pg_cluster_dir }}/change”


	“{{ pg_backup_dir }}/backup”
















```

Data FHS

``bash
# basic
{{ pg_fs_main }}     /data                      # top level data directory, usually a SSD mountpoint
{{ pg_dir_main }}    /data/postgres             # contains postgres data
{{ pg_cluster_dir }} /data/postgres/pg-test-15  # contains cluster `pg-test data (of version 13)


/data/postgres/pg-test-15/bin            # bin scripts
/data/postgres/pg-test-15/log            # logs: postgres/pgbouncer/patroni/pgbackrest
/data/postgres/pg-test-15/tmp            # tmp, sql files, rendered results
/data/postgres/pg-test-15/cert           # postgres server certificates
/data/postgres/pg-test-15/conf           # patroni config, links to related config
/data/postgres/pg-test-15/data           # main data directory
/data/postgres/pg-test-15/meta           # identity information
/data/postgres/pg-test-15/stat           # stats information, summary, log report
/data/postgres/pg-test-15/change         # changing records
/data/postgres/pg-test-15/backup         # soft link to backup dir





	{{ pg_fs_bkup }}     /data/backups                            # could be a cheap & large HDD mountpoint
	/var/backups/postgres/pg-test-15/backup  # local backup repo path





# links
/pg             ->   /data/postgres/pg-test-15                # pg root link
/pg/data        ->   /data/postgres/pg-test-15/data           # real data dir
/pg/backup      ->   /var/backups/postgres/pg-test-15/backup  # base backup
```

Binary FHS

On EL releases, the default path for PostgreSQL bin is:

`bash
/usr/pgsql-${pg_version}/
`

Pigsty will create a softlink /usr/pgsql to the currently installed version specified by [pg_version](PARAM#pg_version).

`bash
/usr/pgsql -> /usr/pgsql-15
`

Therefore, the default [pg_bin_dir](PARAM#pg_bin_dir) will be /usr/pgsql/bin/, and this path is added to the PATH environment via /etc/profile.d/pgsql.sh.

`bash
export PATH="/usr/pgsql/bin:/pg/bin:$PATH"
export PGHOME=/usr/pgsql
export PGDATA=/pg/data
`

## Pgbouncer FHS

Pgbouncer is run using the Postgres user, and the config file is located in /etc/pgbouncer. The config file includes.


	pgbouncer.ini: pgbouncer main config


	database.txt: pgbouncer database list


	userlist.txt: pgbouncer user list


	useropts.txt: pgbouncer user options (user-level parameter overrides)


	pgb_hba.conf: lists the access privileges of the connection pool users




## Redis FHS

Pigsty provides essential support for Redis deployment and monitoring.

Redis binaries are installed in /bin/ using RPM-packages or copied binaries, including:

`bash
redis-server
redis-server
redis-cli
redis-sentinel
redis-check-rdb
redis-check-aof
redis-benchmark
/usr/libexec/redis-shutdown
`

For a Redis instance named redis-test-1-6379, the resources associated with it are shown below:

`bash
/usr/lib/systemd/system/redis-test-1-6379.service               # Services
/etc/redis/redis-test-1-6379.conf                               # Config
/data/redis/redis-test-1-6379                                   # Database Catalog
/data/redis/redis-test-1-6379/redis-test-1-6379.rdb             # RDB File
/data/redis/redis-test-1-6379/redis-test-1-6379.aof             # AOF file
/var/log/redis/redis-test-1-6379.log                            # Log
/var/run/redis/redis-test-1-6379.pid                            # PID
`



            

          

      

      

    

  

    
      
          
            
  # INFRA

> Pigsty has a battery-included, production-ready INFRA module, to provide ultimate observability.



## Overview

Each Pigsty deployment requires a set of infrastructure components to work properly. which including:



Component     | Port |     Domain     | Description                                    |



:—————: | :–: | :————: | ———————————————–|


Nginx            |  80  |   h.pigsty   | Web Service Portal (Also used as Yum Repo)     |

AlertManager     | 9093 |   a.pigsty   | Alert Aggregation and delivery                 |

Prometheus       | 9090 |   p.pigsty   | Monitoring Time Series Database                |

Grafana          | 3000 |   g.pigsty   | Visualization Platform                         |

Loki             | 3100 |       -        | Logging Collection Server                      |

PushGateway      | 9091 |       -        | Logging Collection Server                      |

BlackboxExporter | 9115 |       -        | Logging Collection Server                      |

Dnsmasq          |  53  |       -        | DNS Server                                     |

Chronyd          | 123  |       -        | NTP Time Server                                |

PostgreSQL       | 5432 |       -        | Pigsty CMDB & default database                 |

Ansible          |  -   |       -        | Run playbooks                                  |





Pigsty will set up these components for you on infra nodes. You can expose them to the outside world by configuring the [infra_portal](PARAM#infra_portal) parameter.

```yaml
infra_portal:  # domain names and upstream servers


home         : { domain: h.pigsty }
grafana      : { domain: g.pigsty ,endpoint: “${admin_ip}:3000” , websocket: true }
prometheus   : { domain: p.pigsty ,endpoint: “${admin_ip}:9090” }
alertmanager : { domain: a.pigsty ,endpoint: “${admin_ip}:9093” }
blackbox     : { endpoint: “${admin_ip}:9115” }
loki         : { endpoint: “${admin_ip}:3100” }
#minio        : { domain: sss.pigsty  ,endpoint: “${admin_ip}:9001” ,scheme: https ,websocket: true }




```

![pigsty-infra](https://user-images.githubusercontent.com/8587410/206972543-664ae71b-7ed1-4e82-90bd-5aa44c73bca4.gif)



## Playbooks


	[install.yml](https://github.com/vonng/pigsty/blob/master/install.yml)   : Install Pigsty on current node in one-pass


	[infra.yml](https://github.com/vonng/pigsty/blob/master/infra.yml)       : Init pigsty infrastructure on infra nodes


	[infra-rm.yml](https://github.com/vonng/pigsty/blob/master/infra-rm.yml) : Remove infrastructure components from infra nodes




[![asciicast](https://asciinema.org/a/566412.svg)](https://asciinema.org/a/566412)



## Dashboards


	[INFRA Overview](http://demo.pigsty.cc/d/infra-overview) : Overview of all infra components


	[Nginx Overview](http://demo.pigsty.cc/d/nginx-overview) : Nginx metrics & logs


	[Grafana Overview](http://demo.pigsty.cc/d/grafana-overview): Grafana metrics & logs


	[Prometheus Overview](http://demo.pigsty.cc/d/prometheus-overview): Prometheus metrics & logs


	[Loki Overview](http://demo.pigsty.cc/d/loki-overview): Loki metrics & logs


	[Logs Instance](http://demo.pigsty.cc/d/logs-instance): Logs for a single instance


	[CMDB Overview](http://demo.pigsty.cc/d/cmdb-overview): CMDB visualization


	[ETCD Overview](http://demo.pigsty.cc/d/etcd-overview): etcd metrics & logs






## Parameters

API Reference for [INFRA](PARAM#INFRA) module:


	[META](PARAM#meta): infra meta data


	[CA](PARAM#ca): self-signed CA


	[INFRA_ID](PARAM#infra_id) : Portals and identity


	[REPO](PARAM#repo): local yum repo


	[INFRA_PACKAGE](PARAM#infra_package) : packages to be installed


	[NGINX](PARAM#nginx) : nginx web server


	[DNS](PARAM#dns): dnsmasq nameserver


	[PROMETHEUS](PARAM#prometheus) : prometheus, alertmanager, pushgateway & blackbox_exporter


	[GRAFANA](PARAM#grafana) : Grafana, the visualization platform


	[LOKI](PARAM#loki) : Loki, the logging server




<details><summary>Parameters</summary>


Parameter                                                        | Section                                |    Type    | Level | Comment                                            |



|------------------------------------------------------------------|—————————————-|:----------:|:—–:|----------------------------------------------------|
| [version](PARAM#version)                                       | [META](PARAM#meta)                   |   string   |   G   | pigsty version string                              |
| [admin_ip](PARAM#admin_ip)                                     | [META](PARAM#meta)                   |     ip     |   G   | admin node ip address                              |
| [region](PARAM#region)                                         | [META](PARAM#meta)                   |    enum    |   G   | upstream mirror region: default,china,europe       |
| [proxy_env](PARAM#proxy_env)                                   | [META](PARAM#meta)                   |    dict    |   G   | global proxy env when downloading packages         |
| [ca_method](PARAM#ca_method)                                   | [CA](PARAM#ca)                       |    enum    |   G   | create,recreate,copy, create by default            |
| [ca_cn](PARAM#ca_cn)                                           | [CA](PARAM#ca)                       |   string   |   G   | ca common name, fixed as pigsty-ca                 |
| [cert_validity](PARAM#cert_validity)                           | [CA](PARAM#ca)                       |  interval  |   G   | cert validity, 20 years by default                 |
| [infra_seq](PARAM#infra_seq)                                   | [INFRA_ID](PARAM#infra_id)           |    int     |   I   | infra node identity, REQUIRED                      |
| [infra_portal](PARAM#infra_portal)                             | [INFRA_ID](PARAM#infra_id)           |    dict    |   G   | infra services exposed via portal                  |
| [repo_enabled](PARAM#repo_enabled)                             | [REPO](PARAM#repo)                   |    bool    |  G/I  | create a yum repo on this infra node?              |
| [repo_home](PARAM#repo_home)                                   | [REPO](PARAM#repo)                   |    path    |   G   | repo home dir, /www by default                   |
| [repo_name](PARAM#repo_name)                                   | [REPO](PARAM#repo)                   |   string   |   G   | repo name, pigsty by default                       |
| [repo_endpoint](PARAM#repo_endpoint)                           | [REPO](PARAM#repo)                   |    url     |   G   | access point to this repo by domain or ip:port     |
| [repo_remove](PARAM#repo_remove)                               | [REPO](PARAM#repo)                   |    bool    |  G/A  | remove existing upstream repo                      |
| [repo_modules](#repo_modules)                                  | [REPO](PARAM#repo)                   |   string   |  G/A  | which repo modules are installed in repo_upstream  |
| [repo_upstream](PARAM#repo_upstream)                           | [REPO](PARAM#repo)                   | upstream[] |   G   | where to download upstream packages                |
| [repo_packages](PARAM#repo_packages)                           | [REPO](PARAM#repo)                   |  string[]  |   G   | which packages to be included                      |
| [repo_url_packages](PARAM#repo_url_packages)                   | [REPO](PARAM#repo)                   |  string[]  |   G   | extra packages from url                            |
| [infra_packages](PARAM#infra_packages)                         | [INFRA_PACKAGE](PARAM#infra_package) |  string[]  |   G   | packages to be installed on infra nodes            |
| [infra_packages_pip](PARAM#infra_packages_pip)                 | [INFRA_PACKAGE](PARAM#infra_package) |   string   |   G   | pip installed packages for infra nodes             |
| [nginx_enabled](PARAM#nginx_enabled)                           | [NGINX](PARAM#nginx)                 |    bool    |  G/I  | enable nginx on this infra node?                   |
| [nginx_sslmode](PARAM#nginx_sslmode)                           | [NGINX](PARAM#nginx)                 |    enum    |   G   | nginx ssl mode? disable,enable,enforce             |
| [nginx_home](PARAM#nginx_home)                                 | [NGINX](PARAM#nginx)                 |    path    |   G   | nginx content dir, /www by default               |
| [nginx_port](PARAM#nginx_port)                                 | [NGINX](PARAM#nginx)                 |    port    |   G   | nginx listen port, 80 by default                   |
| [nginx_ssl_port](PARAM#nginx_ssl_port)                         | [NGINX](PARAM#nginx)                 |    port    |   G   | nginx ssl listen port, 443 by default              |
| [nginx_navbar](PARAM#nginx_navbar)                             | [NGINX](PARAM#nginx)                 |  index[]   |   G   | nginx index page navigation links                  |
| [dns_enabled](PARAM#dns_enabled)                               | [DNS](PARAM#dns)                     |    bool    |  G/I  | setup dnsmasq on this infra node?                  |
| [dns_port](PARAM#dns_port)                                     | [DNS](PARAM#dns)                     |    port    |   G   | dns server listen port, 53 by default              |
| [dns_records](PARAM#dns_records)                               | [DNS](PARAM#dns)                     |  string[]  |   G   | dynamic dns records resolved by dnsmasq            |
| [prometheus_enabled](PARAM#prometheus_enabled)                 | [PROMETHEUS](PARAM#prometheus)       |    bool    |  G/I  | enable prometheus on this infra node?              |
| [prometheus_clean](PARAM#prometheus_clean)                     | [PROMETHEUS](PARAM#prometheus)       |    bool    |  G/A  | clean prometheus data during init?                 |
| [prometheus_data](PARAM#prometheus_data)                       | [PROMETHEUS](PARAM#prometheus)       |    path    |   G   | prometheus data dir, /data/prometheus by default |
| [prometheus_sd_interval](PARAM#prometheus_sd_interval)         | [PROMETHEUS](PARAM#prometheus)       |  interval  |   G   | prometheus target refresh interval, 5s by default  |
| [prometheus_scrape_interval](PARAM#prometheus_scrape_interval) | [PROMETHEUS](PARAM#prometheus)       |  interval  |   G   | prometheus scrape & eval interval, 10s by default  |
| [prometheus_scrape_timeout](PARAM#prometheus_scrape_timeout)   | [PROMETHEUS](PARAM#prometheus)       |  interval  |   G   | prometheus global scrape timeout, 8s by default    |
| [prometheus_options](PARAM#prometheus_options)                 | [PROMETHEUS](PARAM#prometheus)       |    arg     |   G   | prometheus extra server options                    |
| [pushgateway_enabled](PARAM#pushgateway_enabled)               | [PROMETHEUS](PARAM#prometheus)       |    bool    |  G/I  | setup pushgateway on this infra node?              |
| [pushgateway_options](PARAM#pushgateway_options)               | [PROMETHEUS](PARAM#prometheus)       |    arg     |   G   | pushgateway extra server options                   |
| [blackbox_enabled](PARAM#blackbox_enabled)                     | [PROMETHEUS](PARAM#prometheus)       |    bool    |  G/I  | setup blackbox_exporter on this infra node?        |
| [blackbox_options](PARAM#blackbox_options)                     | [PROMETHEUS](PARAM#prometheus)       |    arg     |   G   | blackbox_exporter extra server options             |
| [alertmanager_enabled](PARAM#alertmanager_enabled)             | [PROMETHEUS](PARAM#prometheus)       |    bool    |  G/I  | setup alertmanager on this infra node?             |
| [alertmanager_options](PARAM#alertmanager_options)             | [PROMETHEUS](PARAM#prometheus)       |    arg     |   G   | alertmanager extra server options                  |
| [exporter_metrics_path](PARAM#exporter_metrics_path)           | [PROMETHEUS](PARAM#prometheus)       |    path    |   G   | exporter metric path, /metrics by default        |
| [exporter_install](PARAM#exporter_install)                     | [PROMETHEUS](PARAM#prometheus)       |    enum    |   G   | how to install exporter? none,yum,binary           |
| [exporter_repo_url](PARAM#exporter_repo_url)                   | [PROMETHEUS](PARAM#prometheus)       |    url     |   G   | exporter repo file url if install exporter via yum |
| [grafana_enabled](PARAM#grafana_enabled)                       | [GRAFANA](PARAM#grafana)             |    bool    |  G/I  | enable grafana on this infra node?                 |
| [grafana_clean](PARAM#grafana_clean)                           | [GRAFANA](PARAM#grafana)             |    bool    |  G/A  | clean grafana data during init?                    |
| [grafana_admin_username](PARAM#grafana_admin_username)         | [GRAFANA](PARAM#grafana)             |  username  |   G   | grafana admin username, admin by default         |
| [grafana_admin_password](PARAM#grafana_admin_password)         | [GRAFANA](PARAM#grafana)             |  password  |   G   | grafana admin password, pigsty by default        |
| [grafana_plugin_cache](PARAM#grafana_plugin_cache)             | [GRAFANA](PARAM#grafana)             |    path    |   G   | path to grafana plugins cache tarball              |
| [grafana_plugin_list](PARAM#grafana_plugin_list)               | [GRAFANA](PARAM#grafana)             |  string[]  |   G   | grafana plugins to be downloaded with grafana-cli  |
| [loki_enabled](PARAM#loki_enabled)                             | [LOKI](PARAM#loki)                   |    bool    |  G/I  | enable loki on this infra node?                    |
| [loki_clean](PARAM#loki_clean)                                 | [LOKI](PARAM#loki)                   |    bool    |  G/A  | whether remove existing loki data?                 |
| [loki_data](PARAM#loki_data)                                   | [LOKI](PARAM#loki)                   |    path    |   G   | loki data dir, /data/loki by default             |
| [loki_retention](PARAM#loki_retention)                         | [LOKI](PARAM#loki)                   |  interval  |   G   | loki log retention period, 15d by default          |

</details>



            

          

      

      

    

  

    
      
          
            
  # Get Started

> [中文/ZH](INSTALL_ZH.md) : Install Pigsty with 4 steps: [Download](#download), [Bootstrap](#bootstrap), [Configure](#configure) and [Install](#install).

## Short Version

Prepare a new node with Linux x86_64 EL compatible OS, then run as a sudo-able user:

`bash
bash -c "$(curl -fsSL http://download.pigsty.cc/get)"
cd ~/pigsty   # get pigsty source and entering dir
./bootstrap   # download bootstrap pkgs & ansible [optional]
./configure   # pre-check and config templating   [optional]
./install.yml # install pigsty according to pigsty.yml
`

Then you will have a pigsty singleton node ready, with Web Services on port 80 and Postgres on port 5432.

[![asciicast](https://asciinema.org/a/566220.svg)](https://asciinema.org/a/566220)

<details><summary>Download with Get</summary>

`bash
$ curl http://download.pigsty.cc/get | bash
...
[Checking] ===========================================
[ OK ] SOURCE from CDN due to GFW
FROM CDN    : bash -c "$(curl -fsSL http://download.pigsty.cc/get)"
FROM GITHUB : bash -c "$(curl -fsSL https://raw.githubusercontent.com/Vonng/pigsty/master/bin/get)"
[Downloading] ===========================================
[ OK ] download pigsty source code from CDN
[ OK ] $ curl -SL http://download.pigsty.cc/v2.1.0/pigsty-v2.1.0.tgz
...
MD5: abcdef1234567890abcdef1234567890  /tmp/pigsty-v2.1.0.tgz
[Extracting] ===========================================
[ OK ] extract '/tmp/pigsty-v2.1.0.tgz' to '/root/pigsty'
[ OK ] $ tar -xf /tmp/pigsty-v2.1.0.tgz -C ~;
cd ~/pigsty      # entering pigsty home directory before proceeding
[Proceeding] ===========================================
./bootstrap      # install ansible & download the optional offline packages
./configure      # preflight-check and generate config according to your env
./install.yml    # install pigsty on this node and init it as the admin node
[Reference] ===========================================
Get Started:     https://vonng.github.io/pigsty/#/INSTALL
Documentation:   https://vonng.github.io/pigsty
Github Repo:     https://github.com/Vonng/pigsty
Public Demo:     http://demo.pigsty.cc
Official Site:   https://pigsty.cc
`

</details>

<details><summary>Download with Git</summary>

You can also download pigsty source with git, don’t forget to checkout a specific version.

`bash
git clone https://github.com/Vonng/pigsty;
cd pigsty; git checkout v2.1.0
`

</details>

<details><summary>Download Directly</summary>

You can also download pigsty source & offline pkgs directly from GitHub release page.

```bash
# get from GitHub
bash -c “$(curl -fsSL https://raw.githubusercontent.com/Vonng/pigsty/master/bin/get)”

# or download tarball directly with curl
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-v2.1.0.tgz -o ~/pigsty.tgz                 # SRC
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el9.x86_64.tgz -o /tmp/pkg.tgz  # EL9
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el8.x86_64.tgz -o /tmp/pkg.tgz  # EL8
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz -o /tmp/pkg.tgz  # EL7
```

</details>



## Requirement

OS


	Linux RHEL or other compatible distributions


	Vendor: RHEL, CentOS, Rocky, AlmaLinux, …


	Version: el7, el8, el9


	Please use fresh nodes for installation to avoid unexpected issues


	It’s recommended to RockeyLinux 9 and CentOS 7.9 for production use




Node


	x86_64 architecture (aarch64/arm64 is not officially supported yet)


	1 core & 1 GB RAM (at least 2GB mem for the admin node)


	nopass ssh access to root or any sudo-able user on target nodes (including current node)


	At least 3 nodes for a serious HA deployment, or 2 nodes with some limitations




Ansible


	Ansible is required and will be installed during [bootstrap](#bootstrap) procedure


	You can also manually install with yum, and epel-release enabled






## Download

You can get & extract pigsty source via the following command:

`bash
curl -fsSL http://download.pigsty.cc/get  | bash
`

> HINT: Get the latest beta release with getb instead of get.

<details><summary>Download Pigsty Source with Specific Version</summary>

If you want to download a specific version, use the following URLs:

`bash
VERSION=v2.1.0
https://github.com/Vonng/pigsty/releases/download/${VERSION}/pigsty-${VERSION}.tgz
`

For example, Pigsty v2.1.0 source can be acquired with:

`bash
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-v2.1.0.tgz -o ~/pigsty.tgz
curl -L http://download.pigsty.cc/v2.1.0/pigsty-v2.1.0.tgz -o ~/pigsty.tgz   # China CDN Mirror
`

</details>

### Offline Packages

Pigsty downloads rpm packages from the upstream yum repo during installation.
Which can be accelerated dramatically by using a local mirror: offline packages.
It’s also extremely useful when you have no Internet available.

The [bootstrap](#bootstrap) script will ask for download the corresponding offline package (–yes|–no) and setup everything up for you.
You can also download it manually and put it under /tmp/pkg.tgz for later use.

<details><summary>Download offline packages manually</summary>

`bash
VERSION=v2.1.0
OS_VERSION=$(rpm -q --qf "%{VERSION}" $(rpm -q --whatprovides redhat-release) | grep -o '^[^.]\+')
ARCH=$(uname -m)
FILENAME=pigsty-pkg-${VERSION}.el${OS_VERSION}.${ARCH}.tgz
PKG_URL="https://github.com/Vonng/pigsty/releases/download/${VERSION}/${FILENAME}"
echo ${PKG_URL} && curl -L ${PKG_URL} -o /tmp/pkg.tgz
`

For example, Pigsty v2.1.0 on EL7.x86_64 will have the following packages:

`bash
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz  -o /tmp/pkg.tgz
curl -L http://download.pigsty.cc/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz -o /tmp/pkg.tgz  # China CDN Mirror
`

> Not all combinations of OS and architecture are supported yet. Please check the official release page.

</details>



## Bootstrap

bootstrap script will make sure one thing: ansible is ready for using.

It will also download / extract / setup the offline [packages](#offline-packages) if you choose to do so.

```bash
./boostrap [-p <path>=/tmp/pkg.tgz]   # offline pkg path (/tmp/pkg.tgz by default)


[-y|–yes] [-n|–no]       # download packages or not? (ask by default)




```

> HINT: bootstrap is OPTIONAL if you already have ansible and plan to download rpm packages from upstream directly.

<details><summary>bootstrap procedure detail</summary>


	Check preconditions


	Check local repo exists ?
* Y -> create /etc/yum.repos.d/pigsty-local.repo to enable it
* N -> Download offline package from the Internet?



	Y -> Download from Github / CDN and extract & enable it


	
	N -> Add basic os upstream repo file manually ?
	
	Y -> add according to region / releasever


	N -> leave it to user’s default configuration





















	Now we have an available repo for installing ansible
* Precedence: local pkg.tgz > downloaded pkg.tgz > upstream > user provide








	install boot utils from the available repo


	el7,8,9: nginx wget sshpass createrepo_c yum-utils python2-jmespath


	el8 extra: dnf-utils modulemd-tools python3.11-jmespath


	el9 extra: dnf-utils modulemd-tools python3.11-jmespath






	Check ansible availability.




</details>

<details><summary>bootstrap from local packages output</summary>

If /tmp/pkg.tgz already exists, bootstrap will use it directly:

`bash
bootstrap pigsty v2.1.0 begin
[ OK ] region = china
[ OK ] kernel = Linux
[ OK ] machine = x86_64
[ OK ] release = 7.9.2009
[ OK ] sudo = vagrant ok
[ OK ] cache = /tmp/pkg.tgz exists
[ OK ] repo = extract from /tmp/pkg.tgz
[ OK ] repo file = use /etc/yum.repos.d/pigsty-local.repo
[ OK ] repo cache = created
[ OK ] install el7 utils
....(yum install ansible output)
[ OK ] ansible = ansible 2.9.27
[ OK ] boostrap pigsty complete
proceed with ./configure
`

</details>

<details><summary>bootstrap download from internet output</summary>

Download pkg.tgz from Github and extract it:

```bash
bootstrap pigsty v2.1.0 begin
[ OK ] region = china
[ OK ] kernel = Linux
[ OK ] machine = x86_64
[ OK ] release = 7.9.2009
[ OK ] sudo = vagrant ok
[ IN ] Cache /tmp/pkg.tgz not exists, download? (y/n):
=> y
[ OK ] download from Github http://download.pigsty.cc/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz to /tmp/pkg.tgz



	% Total    % Received % Xferd  Average Speed   Time    Time     Time  Current
	Dload  Upload   Total   Spent    Left  Speed








100  913M  100  913M    0     0   661k      0  0:23:33  0:23:33 –:–:–  834k
[ OK ] repo = extract from /tmp/pkg.tgz
[ OK ] repo file = use /etc/yum.repos.d/pigsty-local.repo
[ OK ] repo cache = created
[ OK ] install el7 utils
…… (yum install createrepo_c sshpass unzip output)
==================================================================================================================


Package                        Arch                Version                       Repository                 Size





sshpass                        x86_64              1.06-2.el7                    pigsty-local               21 k
unzip                          x86_64              6.0-24.el7_9                  pigsty-local              172 k





	Installing for dependencies:
	createrepo_c-libs              x86_64              0.10.0-20.el7                 pigsty-local               89 k






Transaction Summary



…… (yum install ansible output)


Package                                      Arch            Version                 Repository             Size





	Installing for dependencies:
	PyYAML                                       x86_64          3.10-11.el7             pigsty-local          153 k
libyaml                                      x86_64          0.1.4-11.el7_0          pigsty-local           55 k
python-babel                                 noarch          0.9.6-8.el7             pigsty-local          1.4 M
python-backports                             x86_64          1.0-8.el7               pigsty-local          5.8 k
python-backports-ssl_match_hostname          noarch          3.5.0.1-1.el7           pigsty-local           13 k
python-cffi                                  x86_64          1.6.0-5.el7             pigsty-local          218 k
python-enum34                                noarch          1.0.4-1.el7             pigsty-local           52 k
python-idna                                  noarch          2.4-1.el7               pigsty-local           94 k
python-ipaddress                             noarch          1.0.16-2.el7            pigsty-local           34 k
python-jinja2                                noarch          2.7.2-4.el7             pigsty-local          519 k
python-markupsafe                            x86_64          0.11-10.el7             pigsty-local           25 k
python-paramiko                              noarch          2.1.1-9.el7             pigsty-local          269 k
python-ply                                   noarch          3.4-11.el7              pigsty-local          123 k
python-pycparser                             noarch          2.14-1.el7              pigsty-local          104 k
python-setuptools                            noarch          0.9.8-7.el7             pigsty-local          397 k
python-six                                   noarch          1.9.0-2.el7             pigsty-local           29 k
python2-cryptography                         x86_64          1.7.2-2.el7             pigsty-local          502 k
python2-httplib2                             noarch          0.18.1-3.el7            pigsty-local          125 k
python2-jmespath                             noarch          0.9.4-2.el7             pigsty-local           41 k
python2-pyasn1                               noarch          0.1.9-7.el7             pigsty-local          100 k







Transaction Summary

…
Complete!
[ OK ] ansible = ansible 2.9.27
[ OK ] boostrap pigsty complete
proceed with ./configure
```

</details>



## Configure

[configure](Config) will create a [pigsty.yml](https://github.com/Vonng/pigsty/blob/master/pigsty.yml) config file according to your environment.

`bash
./configure [-n|--non-interactive] [-i|--ip <ipaddr>] [-m|--mode <name>] [-r|--region <default|china|europe>]
`


	-m|–mode: Generate config from [templates](https://github.com/Vonng/pigsty/tree/master/files/pigsty) according to mode: (auto|demo|sec|citus|el8|el9|…)


	-i|–ip: Replace IP address placeholder 10.10.10.10 with your primary ipv4 address of current node.


	-r|–region: Set upstream repo mirror according to region (default|china|europe)


	-n|–non-interactive: skip interactive wizard and using default/arg values




When -n|–non-interactive is specified, you have to specify a primary IP address with -i|–ip <ipaddr> in case of multiple IP address, since there’s no default value for primary IP address in this case.

?> HINT: configure is OPTIONAL if you know how to [configure](CONFIG.md) pigsty manually.

<details><summary>configure example output</summary>

```bash
[vagrant@meta pigsty]$ ./configure
configure pigsty v2.1.0 begin
[ OK ] region = china
[ OK ] kernel = Linux
[ OK ] machine = x86_64
[ OK ] sudo = vagrant ok
[ OK ] ssh = vagrant@127.0.0.1 ok
[WARN] Multiple IP address candidates found:



	10.0.2.15           inet 10.0.2.15/24 brd 10.0.2.255 scope global noprefixroute dynamic eth0


	10.10.10.10         inet 10.10.10.10/24 brd 10.10.10.255 scope global noprefixroute eth1







[ OK ] primary_ip = 10.10.10.10 (from demo)
[ OK ] admin = vagrant@10.10.10.10 ok
[ OK ] mode = demo (vagrant demo)
[ OK ] config = demo @ 10.10.10.10
[ OK ] ansible = ansible 2.9.27
[ OK ] configure pigsty done
proceed with ./install.yml
```

</details>



## Install

You can run [install.yml](https://github.com/Vonng/pigsty/blob/master/pigsty.yml) to perform a full installation on current node

`bash
./install.yml    # install everything in one-pass
`

It’s a standard ansible playbook, you can have fine-grained control with ansible options:


	-l: limit execution targets


	-t: limit execution tasks


	-e: passing extra args


	…




Check playbooks for more available functionalities.

> WARNING: It’s very DANGEROUS to run [`install.yml`](https://github.com/Vonng/pigsty/blob/master/install.yml) on existing deployment!

<details><summary>Installation Output Example</summary>

```bash
[vagrant@meta pigsty]$ ./install.yml

PLAY [IDENTITY] ****************************************************************************************************************************

TASK [node_id : get node fact] *************************************************************************************************************
changed: [10.10.10.12]
changed: [10.10.10.11]
changed: [10.10.10.13]
changed: [10.10.10.10]
…
…
PLAY RECAP **********************************************************************************************************************************************************************
10.10.10.10                : ok=288  changed=215  unreachable=0    failed=0    skipped=64   rescued=0    ignored=0
10.10.10.11                : ok=263  changed=194  unreachable=0    failed=0    skipped=88   rescued=0    ignored=1
10.10.10.12                : ok=263  changed=194  unreachable=0    failed=0    skipped=88   rescued=0    ignored=1
10.10.10.13                : ok=153  changed=121  unreachable=0    failed=0    skipped=53   rescued=0    ignored=1
localhost                  : ok=3    changed=0    unreachable=0    failed=0    skipped=4    rescued=0    ignored=0
```

</details>



## Interface

Once installed, you’ll have 4 module [INFRA](INFRA.md), [NODE](NODE.md), [ETCD](ETCD.md) , [PGSQL](PGSQL.md) installed on the current node.


	[INFRA](INFRA.md): Monitoring infrastructure can be accessed via http://<ip>:80


	[PGSQL](PGSQL.md): PostgreSQL cluster can be accessed via default PGURL: postgres://dbuser_meta:DBUser.Meta@<ip>:5432/meta




There are several services are exposed by Nginx (configured by [infra_portal](PARAM.md#infra_portal)):



Component  | Port |    Domain    |     Comment              |     Public Demo          |



:———–: | :–: | :———-: | ———————— | ———————— |


Nginx     |  80  |  h.pigsty  | Web Service Portal, Repo |  [home.pigsty.cc](http://home.pigsty.cc) |



AlertManager  | 9093 |  a.pigsty  | Alter Aggregator         |  [a.pigsty.cc](http://a.pigsty.cc) |



Grafana    | 3000 |  g.pigsty  | Grafana Dashboard Home   |  [demo.pigsty.cc](http://demo.pigsty.cc) |



Prometheus   | 9090 |  p.pigsty  | Prometheus Web UI        |  [p.pigsty.cc](http://p.pigsty.cc) |





You can configure public domain names for these infra services or just use local static DNS records & resolver.
e.g., write records to /etc/hosts and access via DNS.

If [nginx_sslmode](PARAM.md#nginx_sslmode) is set to enabled or enforced, you can trust self-signed ca: files/pki/ca/ca.crt to use https in your browser.

`
http://g.pigsty ️-> http://10.10.10.10:80 (nginx) -> http://10.10.10.10:3000 (grafana)
`

> Default credential for grafana: username: admin, password: pigsty



## More

You can deploy & monitor more clusters with pigsty: add more nodes to pigsty.yml and run corresponding playbooks:

`bash
bin/node-add   pg-test      # init 3 nodes of cluster pg-test
bin/pgsql-add  pg-test      # init HA PGSQL Cluster pg-test
bin/redis-add  redis-ms     # init redis cluster redis-ms
`

Check [PGSQL](PGSQL.md), [NODE](NODE.md), and [REDIS](REDIS.md) for detail.




            

          

      

      

    

  

    
      
          
            
  # 快速上手

> [英文/EN](INSTALL.md) ，安装 Pigsty 需要四步: [下载](#下载), [准备](#准备), [配置](#配置) and [安装](#安装).

## 简短版本

准备一个使用 Linux x86_64 EL 7，8，9 兼容系统的全新节点，使用带有免密 sudo 权限的用户执行：

`bash
curl http://download.pigsty.cc/get | bash
`

该命令会[下载](#下载)并解压 Pigsty 源码至家目录，按提示完成 [Bootstrap](#准备)，[配置](#配置)，[安装](#安装)三个步骤即可完成安装。

`bash
cd ~/pigsty      # 进入 Pigsty 源码目录，完成后续 准备、配置、安装 三个步骤
./bootstrap      # 确保 Ansible 正常安装，如果存在 /tmp/pkg.tgz 离线软件包，便使用它。
./configure      # 执行环境检测，并生成相应的推荐配置文件，如果你知道如何配置 Pigsty 可以跳过
./install.yml    # 根据生成的配置文件开始在当前节点上执行安装，使用离线安装包大概需要10分钟完成
`

安装完成后，您可以通过 80 端口访问 WEB 界面，通过 5432 端口访问默认的 PostgreSQL 数据库服务。

[![asciicast](https://asciinema.org/a/566220.svg)](https://asciinema.org/a/566220)

<details><summary>Get脚本安装</summary>

`bash
$ curl http://download.pigsty.cc/get | bash
...
[Checking] ===========================================
[ OK ] SOURCE from CDN due to GFW
FROM CDN    : bash -c "$(curl -fsSL http://download.pigsty.cc/get)"
FROM GITHUB : bash -c "$(curl -fsSL https://raw.githubusercontent.com/Vonng/pigsty/master/bin/get)"
[Downloading] ===========================================
[ OK ] download pigsty source code from CDN
[ OK ] $ curl -SL http://download.pigsty.cc/v2.1.0/pigsty-v2.1.0.tgz
...
MD5: abcdef1234567890abcdef1234567890  /tmp/pigsty-v2.1.0.tgz
[Extracting] ===========================================
[ OK ] extract '/tmp/pigsty-v2.1.0.tgz' to '/root/pigsty'
[ OK ] $ tar -xf /tmp/pigsty-v2.1.0.tgz -C ~;
cd ~/pigsty      # entering pigsty home directory before proceeding
[Proceeding] ===========================================
./bootstrap      # install ansible & download the optional offline packages
./configure      # preflight-check and generate config according to your env
./install.yml    # install pigsty on this node and init it as the admin node
[Reference] ===========================================
Get Started:     https://vonng.github.io/pigsty/#/INSTALL
Documentation:   https://vonng.github.io/pigsty
Github Repo:     https://github.com/Vonng/pigsty
Public Demo:     http://demo.pigsty.cc
Official Site:   https://pigsty.cc
`

</details>

<details><summary>Git检出安装</summary>

You can also download pigsty source with git, don’t forget to checkout a specific version.

`bash
git clone https://github.com/Vonng/pigsty;
cd pigsty; git checkout v2.1.0
`

</details>



## 环境要求

操作系统


	Linux RHEL 或其他兼容的操作系统发行版


	Vendor: RHEL, CentOS, Rocky, AlmaLinux, …


	Version: el7, el8, el9, 或其他兼容的版本


	请使用全新的节点，以避免无谓的麻烦，1核云虚拟机也就几毛钱一小时。


	建议使用 RockyLinux 9.0 / RockyLinux 8.6 / CentOS 7.9 ，这是 Pigsty 的构建与测试环境。




机器节点


	x86_64 架构 (目前暂不支持 aarch64/arm 等架构)


	管理节点最低1核2G，自动根据节点规格优化，支持到 128C 512G 规格节点。


	普通节点最低 1核1G，推荐 2C4G 以上，支持到 128C 512G 规格节点。


	需要有公钥免密的 ssh 访问，且在目标节点上有免密`sudo`或`root`权限，包括当前节点。


	一个严肃的生产部署最少需要三个节点，目前最大部署规模为 1000+ 节点。




Ansible


	Ansible 是Pigsty的核心依赖，会在 [Bootstrap/准备](#准备) 过程中自动安装


	你也可以使用 yum 直接手动安装，但需要先启用 epel-release 源。






## 下载

您可以使用以下命令获取 Pigsty 源码包：

`bash
curl http://download.pigsty.cc/get  | bash
`

> 提示: 如果您需要下载最新的测试版本（Alpha/Beta/RC），请使用 getb 替代 get

如果您的安装环境没有互联网访问，您也可以提前下载好特定版本的源码包手工上传。

```bash
# 从 CDN 或 Github 下载源码包
curl -L http://download.pigsty.cc/v2.1.0/pigsty-v2.1.0.tgz
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-v2.1.0.tgz

# 如果 curl 不可用，git clone 也可以
git clone https://github.com/Vonng/pigsty; cd pigsty; git checkout v2.1.0
```

### 离线软件包

正常情况下，Pigsty 会从互联网上游下载所需的 RPM 包，但如果您的安装环境没有互联网访问，您可以提前下载好特定版本的离线软件包手工上传。

离线软件包可以极快地加速 Pigsty 的安装过程，省却几十分钟的下载时间，对于没有互联网访问的环境更是有用。它里面包含了 Pigsty 所需的软件及其依赖，大小在 1GB 左右。

Pigsty 会在 [Bootstrap/准备](#准备) 时，提示下载对应的离线软件包，您也可以手工下载对应系统的离线软件包以加速安装。下载后的软件包应当放置于 /tmp/pkg.tgz。

```bash
# CDN EL 7,8,9
curl -L http://download.pigsty.cc/v2.1.0/pigsty-pkg-v2.1.0.el9.x86_64.tgz -o /tmp/pkg.tgz  # EL9
curl -L http://download.pigsty.cc/v2.1.0/pigsty-pkg-v2.1.0.el8.x86_64.tgz -o /tmp/pkg.tgz  # EL8
curl -L http://download.pigsty.cc/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz -o /tmp/pkg.tgz  # EL7

# GITHUB EL 7,8,9
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el9.x86_64.tgz -o /tmp/pkg.tgz  # EL9
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el8.x86_64.tgz -o /tmp/pkg.tgz  # EL8
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz -o /tmp/pkg.tgz  # EL7
```



## 准备

准备 （bootstrap） 脚本的核心任务是确保：ansible 能用，并尽可能尝试使用离线软件包搭建本地 Yum 源。

Bootstrap 过程会用各种方式安装 ansible，如果需要的话，会提示您下载离线软件包（Ansible本身亦包含其中）。

```bash
./boostrap [-p <path>=/tmp/pkg.tgz]   # 离线软件包的下载地址 (默认是/tmp/pkg.tgz，通常不需修改)


[-y|–yes] [-n|–no]       # 直接决定 是/否 下载离线软件包 (如果不指定，会交互式询问)




```

> 提示: 如果您决定直接从上游（互联网）安装所有软件包，bootstrap 过程是可选的。

Bootstrap 的详细逻辑如下：


	检查安装的前提条件是否满足




2. 检查本地离线安装包（/tmp/pkg.tgz）是否存在？
* 是 -> 解压到 /www/pigsty 并通过 /etc/yum.repos.d/pigsty-local.repo 来启用它
* 否 -> 进一步决定是否从互联网下载离线软件包？



	是 -> 从 Github 或 CDN 下载离线软件包并解压


	
	否 -> 是否添加操作系统基础的上游源地址以供从互联网下载 ?
	
	是 -> 根据地区与EL版本写入对应的上游源：/etc/yum.repos.d/


	否 -> 用户自己搞定，或者当前系统的默认配置就带有 Ansible










	现在，我们有了一个可用的 yum repo，可以用来安装 pigsty 所需的软件包了，特别是 Ansible。


	优先级顺序: 本地的 pkg.tgz > 下载的 pkg.tgz > 原始上游 > 默认配置







3. 从上一步配置的软件源中，安装一些基本的重要软件，不同版本的软件略有不同：
* el7: ansible createrepo_c unzip wget yum-utils createrepo_c sshpass
* el8: ansible python3.11-jmespath createrepo_c unzip wget yum-utils createrepo_c sshpass modulemd-tools
* el9: ansible python3.11-jmespath createrepo_c unzip wget yum-utils createrepo_c sshpass modulemd-tools


	检查 ansible 是否成功安装。




<details><summary>从本地离线软件包 Bootstrap 的样例输出</summary>

如果离线软件包存在于 /tmp/pkg.tgz， bootstrap 会直接使用它：

`bash
bootstrap pigsty v2.1.0 begin
[ OK ] region = china
[ OK ] kernel = Linux
[ OK ] machine = x86_64
[ OK ] release = 7.9.2009
[ OK ] sudo = vagrant ok
[ OK ] cache = /tmp/pkg.tgz exists
[ OK ] repo = extract from /tmp/pkg.tgz
[ OK ] repo file = use /etc/yum.repos.d/pigsty-local.repo
[ OK ] repo cache = created
[ OK ] install el7 utils
....(yum install ansible output)
[ OK ] ansible = ansible 2.9.27
[ OK ] boostrap pigsty complete
proceed with ./configure
`

</details>

<details><summary>从互联网下载离线软件包的 Bootstrap 样例输出</summary>

从 Github/CDN 下载 pkg.tgz 并解压使用：

```bash
bootstrap pigsty v2.1.0 begin
[ OK ] region = china
[ OK ] kernel = Linux
[ OK ] machine = x86_64
[ OK ] release = 7.9.2009
[ OK ] sudo = vagrant ok
[ IN ] Cache /tmp/pkg.tgz not exists, download? (y/n):
=> y
[ OK ] download from Github http://download.pigsty.cc/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz to /tmp/pkg.tgz



	% Total    % Received % Xferd  Average Speed   Time    Time     Time  Current
	Dload  Upload   Total   Spent    Left  Speed








100  913M  100  913M    0     0   661k      0  0:23:33  0:23:33 –:–:–  834k
[ OK ] repo = extract from /tmp/pkg.tgz
[ OK ] repo file = use /etc/yum.repos.d/pigsty-local.repo
[ OK ] repo cache = created
[ OK ] install el7 utils
…… (yum install createrepo_c sshpass unzip output)
==================================================================================================================


Package                        Arch                Version                       Repository                 Size





sshpass                        x86_64              1.06-2.el7                    pigsty-local               21 k
unzip                          x86_64              6.0-24.el7_9                  pigsty-local              172 k





	Installing for dependencies:
	createrepo_c-libs              x86_64              0.10.0-20.el7                 pigsty-local               89 k






Transaction Summary



…… (yum install ansible output)


Package                                      Arch            Version                 Repository             Size





	Installing for dependencies:
	PyYAML                                       x86_64          3.10-11.el7             pigsty-local          153 k
libyaml                                      x86_64          0.1.4-11.el7_0          pigsty-local           55 k
python-babel                                 noarch          0.9.6-8.el7             pigsty-local          1.4 M
python-backports                             x86_64          1.0-8.el7               pigsty-local          5.8 k
python-backports-ssl_match_hostname          noarch          3.5.0.1-1.el7           pigsty-local           13 k
python-cffi                                  x86_64          1.6.0-5.el7             pigsty-local          218 k
python-enum34                                noarch          1.0.4-1.el7             pigsty-local           52 k
python-idna                                  noarch          2.4-1.el7               pigsty-local           94 k
python-ipaddress                             noarch          1.0.16-2.el7            pigsty-local           34 k
python-jinja2                                noarch          2.7.2-4.el7             pigsty-local          519 k
python-markupsafe                            x86_64          0.11-10.el7             pigsty-local           25 k
python-paramiko                              noarch          2.1.1-9.el7             pigsty-local          269 k
python-ply                                   noarch          3.4-11.el7              pigsty-local          123 k
python-pycparser                             noarch          2.14-1.el7              pigsty-local          104 k
python-setuptools                            noarch          0.9.8-7.el7             pigsty-local          397 k
python-six                                   noarch          1.9.0-2.el7             pigsty-local           29 k
python2-cryptography                         x86_64          1.7.2-2.el7             pigsty-local          502 k
python2-httplib2                             noarch          0.18.1-3.el7            pigsty-local          125 k
python2-jmespath                             noarch          0.9.4-2.el7             pigsty-local           41 k
python2-pyasn1                               noarch          0.1.9-7.el7             pigsty-local          100 k







Transaction Summary

…
Complete!
[ OK ] ansible = ansible 2.9.27
[ OK ] boostrap pigsty complete
proceed with ./configure
```

</details>



## 配置

配置 / [configure](CONFIG.md) 会根据您当前的环境，自动生成一个 [pigsty.yml](https://github.com/Vonng/pigsty/blob/master/pigsty.yml) 配置文件。

`bash
./configure [-n|--non-interactive] [-i|--ip <ipaddr>] [-m|--mode <name>] [-r|--region <default|china|europe>]
`


	-m|–mode: 直接指定配置[模板](https://github.com/Vonng/pigsty/tree/master/files/pigsty) : (auto|demo|sec|citus|el8|el9|…)


	-i|–ip: 用于替换IP地址占位符 10.10.10.10 的IP地址，即当前主机的首要内网IP地址（特别是在有多块网卡与多个IP地址时）


	-r|–region: 用于指定上游源的区域： (default|china|europe)


	-n|–non-interactive: 直接使用命令行参数提供首要IP地址，跳过交互式向导。




当使用 -n|–non-interactive 参数时，您需要使用 -i|–ip <ipaddr> 指定当前节点的首要IP地址，特别是在有多块网卡与多个IP地址时。

> 提示: 如果您已经了解了如何配置 Pigsty， configure 这个步骤是可选的。

请注意，在一个严肃的生产部署中，您应当修改配置文件中所有 password 类的参数。

<details><summary>configure 的样例输出</summary>

```bash
[vagrant@meta pigsty]$ ./configure
configure pigsty v2.1.0 begin
[ OK ] region = china
[ OK ] kernel = Linux
[ OK ] machine = x86_64
[ OK ] sudo = vagrant ok
[ OK ] ssh = vagrant@127.0.0.1 ok
[WARN] Multiple IP address candidates found:



	10.0.2.15           inet 10.0.2.15/24 brd 10.0.2.255 scope global noprefixroute dynamic eth0


	10.10.10.10         inet 10.10.10.10/24 brd 10.10.10.255 scope global noprefixroute eth1







[ OK ] primary_ip = 10.10.10.10 (from demo)
[ OK ] admin = vagrant@10.10.10.10 ok
[ OK ] mode = demo (vagrant demo)
[ OK ] config = demo @ 10.10.10.10
[ OK ] ansible = ansible 2.9.27
[ OK ] configure pigsty done
proceed with ./install.yml
```

</details>



## 安装

使用 [install.yml](https://github.com/Vonng/pigsty/blob/master/pigsty.yml) 剧本，默认在当前节点上完成标准的单节点 Pigsty 安装。

`bash
./install.yml    # install everything in one-pass
`

这是一个标准的 Ansible 剧本，您可以使用以下参数控制其执行的目标、任务、并传递额外的命令参数：


	-l: 限制执行的目标对象


	-t: 限制要执行的任务


	-e: 传入额外的命令行参数


	…




> 警告： 在已经初始化的环境中再次运行 install.yml 会重置整个环境，所以请小心谨慎。
>
> 您可以 chmod a-x install.yml 避免误执行此剧本。

<details><summary>安装过程的样例输出</summary>

```bash
[vagrant@meta pigsty]$ ./install.yml

PLAY [IDENTITY] ****************************************************************************************************************************

TASK [node_id : get node fact] *************************************************************************************************************
changed: [10.10.10.12]
changed: [10.10.10.11]
changed: [10.10.10.13]
changed: [10.10.10.10]
…
…
PLAY RECAP **********************************************************************************************************************************************************************
10.10.10.10                : ok=288  changed=215  unreachable=0    failed=0    skipped=64   rescued=0    ignored=0
10.10.10.11                : ok=263  changed=194  unreachable=0    failed=0    skipped=88   rescued=0    ignored=1
10.10.10.12                : ok=263  changed=194  unreachable=0    failed=0    skipped=88   rescued=0    ignored=1
10.10.10.13                : ok=153  changed=121  unreachable=0    failed=0    skipped=53   rescued=0    ignored=1
localhost                  : ok=3    changed=0    unreachable=0    failed=0    skipped=4    rescued=0    ignored=0
```

</details>



## 用户界面

当安装完成后，当前节点会安装有四个模块： [INFRA](INFRA.md), [NODE](NODE.md), [ETCD](ETCD.md) , [PGSQL](PGSQL.md) 。


	[INFRA](INFRA.md): Pigsty Web界面可以通过 80 端口访问 http://<ip>:80


	[PGSQL](PGSQL.md): 您可以使用默认连接串[访问](PGSQL-SVC.md)PGSQL数据库: postgres://dbuser_meta:DBUser.Meta@<ip>:5432/meta




一些基础设施服务组件会使用 Nginx 对外暴露 WebUI ( 可通过参数 [infra_portal](PARAM.md#infra_portal) 进行配置):



组件         | 端口 |    域名       |     说明                  |     Demo地址                                |



:———–: | :–: | :———-: | ———————— | —————————————— |


Nginx     |  80  |  h.pigsty  | Web 服务总入口，本地YUM源   |  [home.pigsty.cc](http://home.pigsty.cc) |



AlertManager  | 9093 |  a.pigsty  | 告警聚合/屏蔽页面           |  [a.pigsty.cc](http://a.pigsty.cc)       |



Grafana    | 3000 |  g.pigsty  | Grafana 监控面板          |  [demo.pigsty.cc](http://demo.pigsty.cc) |



Prometheus   | 9090 |  p.pigsty  | Prometheus 管理界面       |  [p.pigsty.cc](http://p.pigsty.cc)       |





您可以通过 IP地址 + 端口的方式直接访问这些服务，也可以通过域名来访问。我们强烈建议您通过 Nginx 域名代理访问所有组件，并对所有的端口权限进行访问控制，以避免未经授权的访问。

使用域名访问 Pigsty WebUI 时，您需要配置 DNS 服务器，或者修改 /etc/hosts 文件， 如果您使用本地沙箱， sudo make dns 会将所需的本地域名写入 /etc/hosts

例如，当您使用 http://g.pigsty 访问 Grafana 监控主页时，实际上是通过 Nginx 代理访问了 Grafana 的 WebUI：

`
http://g.pigsty ️-> http://10.10.10.10:80 (nginx) -> http://10.10.10.10:3000 (grafana)
`

> Grafana 的默认密码为: username: admin, password: pigsty

<details><summary> 如何使用 HTTPS 访问 Pigsty WebUI </summary><br>

Pigsty默认使用自动生成的自签名的CA证书为Nginx启用SSL，如果您希望使用 HTTPS 访问这些页面，而不弹窗提示”不安全”，通常有三个选择：


	在您的浏览器或操作系统中信任Pigsty自签名的CA证书： files/pki/ca/ca.crt


	如果您使用 Chrome，可以在提示不安全的窗口键入 thisisunsafe 跳过提示


	您可以考虑使用 Let’s Encrypt 或其他免费的CA证书服务，为 Pigsty Nginx 生成正式的CA证书




</details>



## 更多

你可以使用 Pigsty 部署更多的集群，管理更多的节点，例如

`bash
bin/node-add   pg-test      # 将集群 pg-test 的3个节点纳入 Pigsty 管理
bin/pgsql-add  pg-test      # 初始化一个3节点的 pg-test 高可用PG集群
bin/redis-add  redis-ms     # 初始化 Redis 集群： redis-ms
`

更多细节请参见： [PGSQL](PGSQL.md), [NODE](NODE.md), and [REDIS](REDIS.md).




            

          

      

      

    

  

    
      
          
            
  # MINIO

> [Min.IO](https://min.io/docs/minio/linux/reference/minio-mc/mc-mb.html): S3-Compatible Open-Source Multi-Cloud Object Storage

MinIO is an S3-compatible object storage server. It’s designed to be scalable, secure, and easy to use.
It has native multi-node multi-driver HA support and can store documents, pictures, videos, and backups.

Pigsty uses MinIO as an optional PostgreSQL backup storage repo, in addition to the default local posix FS repo.
If the MinIO repo is used, the MINIO module should be installed before any [PGSQL](PGSQL) modules.

MinIO requires a trusted CA to work, so you have to install it in addition to [NODE](NODE) module.



## Playbook

There’s a built-in playbook: [minio.yml](https://github.com/Vonng/pigsty/blob/master/minio.yml) for installing the MinIO cluster. But you have to [define](#configuration) it first.

`bash
./minio.yml -l minio   # install minio cluster on group 'minio'
`


	minio-id        : generate minio identity


	minio_os_user   : create os user minio


	minio_install   : install minio/mcli rpm


	minio_clean     : remove minio data (not default)


	minio_dir       : create minio directories


	minio_config    : generate minio config
- minio_conf    : minio main config
- minio_cert    : minio ssl cert
- minio_dns     : write minio dns records


	minio_launch    : launch minio service


	minio_register  : register minio to prometheus


	minio_provision : create minio aliases/buckets/users
- minio_alias   : create minio client alias
- minio_bucket  : create minio buckets
- minio_user    : create minio biz users




Trusted ca file: /etc/pki/ca.crt should exist on all nodes already. which is generated in role: ca and loaded & trusted by default in role: node.

You should install [MINIO](MINIO) module on Pigsty-managed nodes (i.e., Install [NODE](NODE) first)

[![asciicast](https://asciinema.org/a/566415.svg)](https://asciinema.org/a/566415)



## Configuration

You have to define a MinIO cluster before deploying it. There are some [parameters](#parameters) for MinIO.

And here are three typical deployment scenarios:

### Single-Node Single-Drive

Reference: [deploy-minio-single-node-single-drive](https://min.io/docs/minio/linux/operations/install-deploy-manage/deploy-minio-single-node-single-drive.html)

To define a singleton MinIO instance, it’s straightforward:

`yaml
# 1 Node 1 Driver (DEFAULT)
minio: { hosts: { 10.10.10.10: { minio_seq: 1 } }, vars: { minio_cluster: minio } }
`

The only required params are [minio_seq](PARAM#minio_seq) and [minio_cluster](PARAM#minio_cluster), which generate a unique identity for each MinIO instance.

Single-Node Single-Driver mode is for development purposes, so you can use a common dir as the data dir, which is /data/minio by default.
Beware that in multi-driver or multi-node mode, MinIO will refuse to start if using a common dir as the data dir rather than a mount point.

### Single-Node Multi-Drive

Reference: [deploy-minio-single-node-multi-drive](https://min.io/docs/minio/linux/operations/install-deploy-manage/deploy-minio-single-node-multi-drive.html)

To use multiple disks on a single node, you have to specify the [minio_data](PARAM#minio_data) in the format of {{ prefix }}{x…y}, which defines a series of disk mount points.

```yaml
minio:


hosts: { 10.10.10.10: { minio_seq: 1 } }
vars:


minio_cluster: minio         # minio cluster name, minio by default
minio_data: ‘/data{1…4}’   # minio data dir(s), use {x…y} to specify multi drivers







```

This example defines a single-node MinIO cluster with 4 drivers: /data1, /data2, /data3, /data4. You have to mount them properly before launching MinIO:

`bash
mkfs.xfs /dev/sdb; mkdir /data1; mount -t xfs /dev/sdb /data1;   # mount 1st driver, ...
`

### Multi-Node Multi-Drive

Reference: [deploy-minio-multi-node-multi-drive](https://min.io/docs/minio/linux/operations/install-deploy-manage/deploy-minio-multi-node-multi-drive.html)

The extra [minio_node](PARAM#minio_node) param will be used for a multi-node deployment:

```yaml
minio:



	hosts:
	10.10.10.10: { minio_seq: 1 }
10.10.10.11: { minio_seq: 2 }
10.10.10.12: { minio_seq: 3 }



	vars:
	minio_cluster: minio
minio_data: ‘/data{1…2}’                         # use two disk per node
minio_node: ‘${minio_cluster}-${minio_seq}.pigsty’ # minio node name pattern








```

The ${minio_cluster} and ${minio_seq} will be replaced with the value of [minio_cluster](PARAM#minio_cluster) and [minio_seq](PARAM#minio_seq) respectively and used as MinIO nodename.

### Expose Service

MinIO will serve on port 9000 by default. If a multi-node MinIO cluster is deployed, you can access its service via any node.
It would be better to expose MinIO service via a load balancer, such as the default haproxy on [NODE](NODE).

To do so, you have to define an extra service with [haproxy_services](PARAM#haproxy_services):

```yaml
minio:



	hosts:
	10.10.10.10: { minio_seq: 1 , nodename: minio-1 }
10.10.10.11: { minio_seq: 2 , nodename: minio-2 }
10.10.10.12: { minio_seq: 3 , nodename: minio-3 }



	vars:
	minio_cluster: minio
node_cluster: minio
minio_data: ‘/data{1…2}’         # use two disk per node
minio_node: ‘${minio_cluster}-${minio_seq}.pigsty’ # minio node name pattern
haproxy_services:                  # EXPOSING MINIO SERVICE WITH HAPROXY



	name: minio                    # [REQUIRED] service name, unique
port: 9002                     # [REQUIRED] service port, unique
options:                       # [OPTIONAL] minio health check



	option httpchk


	option http-keep-alive


	http-check send meth OPTIONS uri /minio/health/live


	http-check expect status 200








	servers:
	
	{ name: minio-1 ,ip: 10.10.10.10 ,port: 9000 ,options: ‘check-ssl ca-file /etc/pki/ca.crt check port 9000’ }


	{ name: minio-2 ,ip: 10.10.10.11 ,port: 9000 ,options: ‘check-ssl ca-file /etc/pki/ca.crt check port 9000’ }


	{ name: minio-3 ,ip: 10.10.10.12 ,port: 9000 ,options: ‘check-ssl ca-file /etc/pki/ca.crt check port 9000’ }






















```

### Access Service

To use the [exposed service](#expose-service), you have to update/append the MinIO credential in the [pgbackrest_repo](PARAM#pgbackrest_repo) section:

```yaml
# This is the newly added HA MinIO Repo definition, USE THIS INSTEAD!
minio_ha:


type: s3
s3_endpoint: minio-1.pigsty   # s3_endpoint could be any load balancer: 10.10.10.1{0,1,2}, or domain names point to any of the 3 nodes
s3_region: us-east-1          # you could use external domain name: sss.pigsty , which resolve to any members  (minio_domain)
s3_bucket: pgsql              # instance & nodename can be used : minio-1.pigsty minio-1.pigsty minio-1.pigsty minio-1 minio-2 minio-3
s3_key: pgbackrest            # Better using a new password for MinIO pgbackrest user
s3_key_secret: S3User.SomeNewPassWord
s3_uri_style: path
path: /pgbackrest
storage_port: 9002            # Use the load balancer port 9002 instead of default 9000 (direct access)
storage_ca_file: /etc/pki/ca.crt
bundle: y
cipher_type: aes-256-cbc      # Better using a new cipher password for your production environment
cipher_pass: pgBackRest.With.Some.Extra.PassWord.And.Salt.${pg_cluster}
retention_full_type: time
retention_full: 14




```

### Expose Admin

MinIO will serve an admin web portal on port 9001 by default.

It’s not wise to expose the admin portal to the public, but if you wish to do so, add MinIO to the [infra_portal](PARAM#infra_portal) and refresh the nginx server:

```yaml
infra_portal:   # domain names and upstream servers


# …         # MinIO admin page require HTTPS / Websocket to work
minio1       : { domain: sss.pigsty  ,endpoint: 10.10.10.10:9001 ,scheme: https ,websocket: true }
minio2       : { domain: sss2.pigsty ,endpoint: 10.10.10.11:9001 ,scheme: https ,websocket: true }
minio3       : { domain: sss3.pigsty ,endpoint: 10.10.10.12:9001 ,scheme: https ,websocket: true }




```

Check the MinIO demo [config](https://github.com/Vonng/pigsty/blob/master/files/pigsty/minio.yml) and special [Vagrantfile](https://github.com/Vonng/pigsty/blob/master/vagrant/spec/minio.rb) for more details.



## Administration

Here are some common MinIO mcli commands for reference, check [MinIO Client](https://min.io/docs/minio/linux/reference/minio-mc.html) for more details.

Set Alias

`bash
mcli alias ls  # list minio alias (there's a sss by default)
mcli alias set sss https://sss.pigsty:9000 minioadmin minioadmin              # root user
mcli alias set pgbackrest https://sss.pigsty:9000 pgbackrest S3User.Backup    # backup user
`

User Admin

`bash
mcli admin user list sss     # list all users on sss
set +o history # hide password in history and create minio user
mcli admin user add sss dba S3User.DBA
mcli admin user add sss pgbackrest S3User.Backup
set -o history
`

Bucket CRUD

`bash
mcli ls sss/          # list buckets of alias 'sss'
mcli mb --ignore-existing sss/hello  # create a bucket named 'hello'
mcli rb --force sss/hello            # remove bucket 'hello' with force
`

Object CRUD

`bash
mcli cp -r /www/pigsty/*.rpm sss/infra/repo/         # upload files to bucket 'infra' with prefix 'repo'
mcli cp sss/infra/repo/pg_exporter-0.5.0.x86_64.rpm /tmp/  # download file from minio to local
`



## Dashboards

There are two dashboards for [MINIO](MINIO) module.


	[MinIO Overview](http://demo.pigsty.cc/d/minio-overview): Overview of a MinIO cluster


	[MinIO Instance](http://demo.pigsty.cc/d/minio-instance): Detail information about a MinIO instance






## Parameters

There are 15 parameters in [MINIO](PARAM#MINIO) module.


Parameter                                    |   Type   | Level | Comment                                                 |



|----------------------------------------------|:——–:|:-----:|———————————————————|
| [minio_seq](PARAM#minio_seq)               |   int    |   I   | minio instance identifier, REQUIRED                     |
| [minio_cluster](PARAM#minio_cluster)       |  string  |   C   | minio cluster name, minio by default                    |
| [minio_clean](PARAM#minio_clean)           |   bool   | G/C/A | cleanup minio during init?, false by default            |
| [minio_user](PARAM#minio_user)             | username |   C   | minio os user, minio by default                       |
| [minio_node](PARAM#minio_node)             |  string  |   C   | minio node name pattern                                 |
| [minio_data](PARAM#minio_data)             |   path   |   C   | minio data dir(s), use {x…y} to specify multi drivers |
| [minio_domain](PARAM#minio_domain)         |  string  |   G   | minio external domain name, sss.pigsty by default     |
| [minio_port](PARAM#minio_port)             |   port   |   C   | minio service port, 9000 by default                     |
| [minio_admin_port](PARAM#minio_admin_port) |   port   |   C   | minio console port, 9001 by default                     |
| [minio_access_key](PARAM#minio_access_key) | username |   C   | root access key, minioadmin by default                |
| [minio_secret_key](PARAM#minio_secret_key) | password |   C   | root secret key, minioadmin by default                |
| [minio_extra_vars](PARAM#minio_extra_vars) |  string  |   C   | extra environment variables for minio server            |
| [minio_alias](PARAM#minio_alias)           |  string  |   G   | alias name for local minio deployment                   |
| [minio_buckets](PARAM#minio_buckets)       | bucket[] |   C   | list of minio bucket to be created                      |
| [minio_users](PARAM#minio_users)           |  user[]  |   C   | list of minio user to be created                        |



            

          

      

      

    

  

    
      
          
            
  # NODE

> Tune nodes into the desired state and monitor it.



## Concept

Node is an abstraction of hardware resources, which can be bare metal, virtual machines, or even k8s pods.

There are different types of nodes in Pigsty:


	Common nodes, nodes that managed by Pigsty


	Admin node, the node where pigsty is installed and issue admin commands


	The Infra node, the node where the INFRA module is installed, admin node are usually the first of all infra nodes.




Common Node

You can manage nodes with Pigsty, and install modules on them. The node.yml playbook will adjust the node to desired state.

Some services will be added to all nodes by default:



Component   | Port | Description                      |



:———–: | :–: | ——————————– |

Node Exporter | 9100 | Node Monitoring Metrics Exporter |

HAProxy Admin | 9101 | HAProxy admin page               |


Promtail    | 9080 | Log collecting agent             |





Admin Node

There is one and only one admin node in a pigsty deployment, which is specified by [admin_ip](PARAM#admin_ip). It is set to the local primary IP during [configure](INSTALL#configure).

The node will have ssh / sudo access to all other nodes, which is critical; ensure it’s fully secured.

INFRA Node

A pigsty deployment may have one or more infra nodes, usually 2 ~ 3, in a large production environment.

The infra group specifies infra nodes in the inventory. And infra nodes will have [INFRA](INFRA) module installed (DNS, Nginx, Prometheus, Grafana, etc…),

The admin node is also the default and first infra node, and infra nodes can be used as ‘backup’ admin nodes.

PGSQL Node

The node with [PGSQL](PGSQL) module installed is called a PGSQL node. The node and pg instance is 1:1 deployed. And node instance can be borrowed from corresponding pg instances with [node_id_from_pg](PARAM#node_id_from_pg).



Component      | Port | Description                                  |



:—————-: | :–: | ———————————————|




Postgres      | 5432 | Pigsty CMDB                                  |



Pgbouncer      | 6432 | Pgbouncer Connection Pooling Service         |


Patroni       | 8008 | Patroni HA Component                         |





Haproxy Primary   | 5433 | Primary connection pool: Read/Write Service  |

Haproxy Replica   | 5434 | Replica connection pool: Read-only Service   |

Haproxy Default   | 5436 | Primary Direct Connect Service               |

Haproxy Offline   | 5438 | Offline Direct Connect: Offline Read Service |



Haproxy service  | 543x | Customized Services                          |


Haproxy Admin    | 9101 | Monitoring metrics and traffic management    |


PG Exporter     | 9630 | PG Monitoring Metrics Exporter               |





PGBouncer Exporter | 9631 | PGBouncer Monitoring Metrics Exporter        |


Node Exporter    | 9100 | Node Monitoring Metrics Exporter             |



Promtail      | 9080 | Collect Postgres, Pgbouncer, Patroni logs    |



vip-manager     |  -   | Bind VIP to the primary                      |









## Administration

Add Node

To add a node into Pigsty, you need to have nopass ssh/sudo access to the node

`bash
bin/node-add [ip...]      # add node to pigsty:  ./node.yml -l <cls|ip|group>
`

Remove Node

To remove a node from Pigsty, you can use the following:

`bash
bin/node-rm [ip...]       # remove node from pigsty: ./node-rm.yml -l <cls|ip|group>
`

Create Admin

If the current user does not have nopass ssh/sudo access to the node, you can use another admin user to bootstrap the node:

`bash
node.yml -t node_admin -k -K -e ansible_user=<another admin>   # input ssh/sudo password for another admin
`



## Playbooks


	[node.yml](https://github.com/vonng/pigsty/blob/master/node.yml) : Init node for pigsty


	[node-rm.yml](https://github.com/vonng/pigsty/blob/master/node-rm.yml) : Remove node from pigsty




[![asciicast](https://asciinema.org/a/568807.svg)](https://asciinema.org/a/568807)



## Dashboards

There are four dashboards for [NODE](NODE) module.


	[NODE Overview](http://demo.pigsty.cc/d/node-overview): Overview of all nodes


	[NODE Cluster](http://demo.pigsty.cc/d/node-cluster): Detail information about a node cluster


	[NODE Instance](http://demo.pigsty.cc/d/node-instance): Detail information about a Node instance


	[NODE HAProxy](http://demo.pigsty.cc/d/node-haproxy): Detail information about haproxy service on the node






## Parameters

There are 9 sections, 58 parameters about [NODE](PARAM#node) module.


	[NODE_ID](PARAM#node_id)             : Node identity parameters


	[NODE_DNS](PARAM#node_dns)           : Node Domain Name Resolution


	[NODE_PACKAGE](PARAM#node_package)   : Upstream Repo & Install Packages


	[NODE_TUNE](PARAM#node_tune)         : Node Tuning & Features


	[NODE_ADMIN](PARAM#node_admin)       : Admin User & SSH Keys


	[NODE_TIME](PARAM#node_time)         : Timezone, NTP, Crontab


	[HAPROXY](PARAM#haproxy)             : Expose services with HAProxy


	[NODE_EXPORTER](PARAM#node_exporter) : Node monitoring agent


	[PROMTAIL](PARAM#promtail)           : Promtail logging agent




<details><summary>Parameters</summary>


Parameter                                                  | Section                                |   Type    | Level | Comment                                                     |



|------------------------------------------------------------|—————————————-|:---------:|:—–:|-------------------------------------------------------------|
| [nodename](PARAM#nodename)                               | [NODE_ID](PARAM#node_id)             |  string   |   I   | node instance identity, use hostname if missing, optional   |
| [node_cluster](PARAM#node_cluster)                       | [NODE_ID](PARAM#node_id)             |  string   |   C   | node cluster identity, use ‘nodes’ if missing, optional     |
| [nodename_overwrite](PARAM#nodename_overwrite)           | [NODE_ID](PARAM#node_id)             |   bool    |   C   | overwrite node’s hostname with nodename?                    |
| [nodename_exchange](PARAM#nodename_exchange)             | [NODE_ID](PARAM#node_id)             |   bool    |   C   | exchange nodename among play hosts?                         |
| [node_id_from_pg](PARAM#node_id_from_pg)                 | [NODE_ID](PARAM#node_id)             |   bool    |   C   | use postgres identity as node identity if applicable?       |
| [node_default_etc_hosts](PARAM#node_default_etc_hosts)   | [NODE_DNS](PARAM#node_dns)           | string[]  |   G   | static dns records in /etc/hosts                          |
| [node_etc_hosts](PARAM#node_etc_hosts)                   | [NODE_DNS](PARAM#node_dns)           | string[]  |   C   | extra static dns records in /etc/hosts                    |
| [node_dns_method](PARAM#node_dns_method)                 | [NODE_DNS](PARAM#node_dns)           |   enum    |   C   | how to handle dns servers: add,none,overwrite               |
| [node_dns_servers](PARAM#node_dns_servers)               | [NODE_DNS](PARAM#node_dns)           | string[]  |   C   | dynamic nameserver in /etc/resolv.conf                    |
| [node_dns_options](PARAM#node_dns_options)               | [NODE_DNS](PARAM#node_dns)           | string[]  |   C   | dns resolv options in /etc/resolv.conf                    |
| [node_repo_method](PARAM#node_repo_method)               | [NODE_PACKAGE](PARAM#node_package)   |   enum    |  C/A  | how to setup node repo: none,local,public,both              |
| [node_repo_remove](PARAM#node_repo_remove)               | [NODE_PACKAGE](PARAM#node_package)   |   bool    |  C/A  | remove existing repo on node?                               |
| [node_repo_local_urls](PARAM#node_repo_local_urls)       | [NODE_PACKAGE](PARAM#node_package)   | string[]  |   C   | local repo url, if node_repo_method = local,both            |
| [node_packages](PARAM#node_packages)                     | [NODE_PACKAGE](PARAM#node_package)   | string[]  |   C   | packages to be installed current nodes                      |
| [node_default_packages](PARAM#node_default_packages)     | [NODE_PACKAGE](PARAM#node_package)   | string[]  |   G   | default packages to be installed on all nodes               |
| [node_disable_firewall](PARAM#node_disable_firewall)     | [NODE_TUNE](PARAM#node_tune)         |   bool    |   C   | disable node firewall? true by default                      |
| [node_disable_selinux](PARAM#node_disable_selinux)       | [NODE_TUNE](PARAM#node_tune)         |   bool    |   C   | disable node selinux? true by default                       |
| [node_disable_numa](PARAM#node_disable_numa)             | [NODE_TUNE](PARAM#node_tune)         |   bool    |   C   | disable node numa, reboot required                          |
| [node_disable_swap](PARAM#node_disable_swap)             | [NODE_TUNE](PARAM#node_tune)         |   bool    |   C   | disable node swap, use with caution                         |
| [node_static_network](PARAM#node_static_network)         | [NODE_TUNE](PARAM#node_tune)         |   bool    |   C   | preserve dns resolver settings after reboot                 |
| [node_disk_prefetch](PARAM#node_disk_prefetch)           | [NODE_TUNE](PARAM#node_tune)         |   bool    |   C   | setup disk prefetch on HDD to increase performance          |
| [node_kernel_modules](PARAM#node_kernel_modules)         | [NODE_TUNE](PARAM#node_tune)         | string[]  |   C   | kernel modules to be enabled on this node                   |
| [node_hugepage_count](PARAM#node_hugepage_count)         | [NODE_TUNE](PARAM#node_tune)         |    int    |   C   | number of 2MB hugepage, take precedence over ratio          |
| [node_hugepage_ratio](PARAM#node_hugepage_ratio)         | [NODE_TUNE](PARAM#node_tune)         |   float   |   C   | node mem hugepage ratio, 0 disable it by default            |
| [node_overcommit_ratio](PARAM#node_overcommit_ratio)     | [NODE_TUNE](PARAM#node_tune)         |    int    |   C   | node mem overcommit ratio (50-100), 0 disable it by default |
| [node_tune](PARAM#node_tune)                             | [NODE_TUNE](PARAM#node_tune)         |   enum    |   C   | node tuned profile: none,oltp,olap,crit,tiny                |
| [node_sysctl_params](PARAM#node_sysctl_params)           | [NODE_TUNE](PARAM#node_tune)         |   dict    |   C   | sysctl parameters in k:v format in addition to tuned        |
| [node_data](PARAM#node_data)                             | [NODE_ADMIN](PARAM#node_admin)       |   path    |   C   | node main data directory, /data by default                |
| [node_admin_enabled](PARAM#node_admin_enabled)           | [NODE_ADMIN](PARAM#node_admin)       |   bool    |   C   | create a admin user on target node?                         |
| [node_admin_uid](PARAM#node_admin_uid)                   | [NODE_ADMIN](PARAM#node_admin)       |    int    |   C   | uid and gid for node admin user                             |
| [node_admin_username](PARAM#node_admin_username)         | [NODE_ADMIN](PARAM#node_admin)       | username  |   C   | name of node admin user, dba by default                   |
| [node_admin_ssh_exchange](PARAM#node_admin_ssh_exchange) | [NODE_ADMIN](PARAM#node_admin)       |   bool    |   C   | exchange admin ssh key among node cluster                   |
| [node_admin_pk_current](PARAM#node_admin_pk_current)     | [NODE_ADMIN](PARAM#node_admin)       |   bool    |   C   | add current user’s ssh pk to admin authorized_keys          |
| [node_admin_pk_list](PARAM#node_admin_pk_list)           | [NODE_ADMIN](PARAM#node_admin)       | string[]  |   C   | ssh public keys to be added to admin user                   |
| [node_timezone](PARAM#node_timezone)                     | [NODE_TIME](PARAM#node_time)         |  string   |   C   | setup node timezone, empty string to skip                   |
| [node_ntp_enabled](PARAM#node_ntp_enabled)               | [NODE_TIME](PARAM#node_time)         |   bool    |   C   | enable chronyd time sync service?                           |
| [node_ntp_servers](PARAM#node_ntp_servers)               | [NODE_TIME](PARAM#node_time)         | string[]  |   C   | ntp servers in /etc/chrony.conf                           |
| [node_crontab_overwrite](PARAM#node_crontab_overwrite)   | [NODE_TIME](PARAM#node_time)         |   bool    |   C   | overwrite or append to /etc/crontab?                      |
| [node_crontab](PARAM#node_crontab)                       | [NODE_TIME](PARAM#node_time)         | string[]  |   C   | crontab entries in /etc/crontab                           |
| [haproxy_enabled](PARAM#haproxy_enabled)                 | [HAPROXY](PARAM#haproxy)             |   bool    |   C   | enable haproxy on this node?                                |
| [haproxy_clean](PARAM#haproxy_clean)                     | [HAPROXY](PARAM#haproxy)             |   bool    | G/C/A | cleanup all existing haproxy config?                        |
| [haproxy_reload](PARAM#haproxy_reload)                   | [HAPROXY](PARAM#haproxy)             |   bool    |   A   | reload haproxy after config?                                |
| [haproxy_auth_enabled](PARAM#haproxy_auth_enabled)       | [HAPROXY](PARAM#haproxy)             |   bool    |   G   | enable authentication for haproxy admin page                |
| [haproxy_admin_username](PARAM#haproxy_admin_username)   | [HAPROXY](PARAM#haproxy)             | username  |   G   | haproxy admin username, admin by default                  |
| [haproxy_admin_password](PARAM#haproxy_admin_password)   | [HAPROXY](PARAM#haproxy)             | password  |   G   | haproxy admin password, pigsty by default                 |
| [haproxy_exporter_port](PARAM#haproxy_exporter_port)     | [HAPROXY](PARAM#haproxy)             |   port    |   C   | haproxy admin/exporter port, 9101 by default                |
| [haproxy_client_timeout](PARAM#haproxy_client_timeout)   | [HAPROXY](PARAM#haproxy)             | interval  |   C   | client side connection timeout, 24h by default              |
| [haproxy_server_timeout](PARAM#haproxy_server_timeout)   | [HAPROXY](PARAM#haproxy)             | interval  |   C   | server side connection timeout, 24h by default              |
| [haproxy_services](PARAM#haproxy_services)               | [HAPROXY](PARAM#haproxy)             | service[] |   C   | list of haproxy service to be exposed on node               |
| [node_exporter_enabled](PARAM#node_exporter_enabled)     | [NODE_EXPORTER](PARAM#node_exporter) |   bool    |   C   | setup node_exporter on this node?                           |
| [node_exporter_port](PARAM#node_exporter_port)           | [NODE_EXPORTER](PARAM#node_exporter) |   port    |   C   | node exporter listen port, 9100 by default                  |
| [node_exporter_options](PARAM#node_exporter_options)     | [NODE_EXPORTER](PARAM#node_exporter) |    arg    |   C   | extra server options for node_exporter                      |
| [promtail_enabled](PARAM#promtail_enabled)               | [PROMTAIL](PARAM#promtail)           |   bool    |   C   | enable promtail logging collector?                          |
| [promtail_clean](PARAM#promtail_clean)                   | [PROMTAIL](PARAM#promtail)           |   bool    |  G/A  | purge existing promtail status file during init?            |
| [promtail_port](PARAM#promtail_port)                     | [PROMTAIL](PARAM#promtail)           |   port    |   C   | promtail listen port, 9080 by default                       |
| [promtail_positions](PARAM#promtail_positions)           | [PROMTAIL](PARAM#promtail)           |   path    |   C   | promtail position status file path                          |

</details>



            

          

      

      

    

  

    
      
          
            
  # Parameter

There are 265 parameters in Pigsty describing all aspect of the deployment.


ID  | Name                                                            | Module            | Section                           | Type        | Level | Comment                                                                       |



|-----|—————————————————————–|-------------------|———————————–|-------------|——-|-------------------------------------------------------------------------------|
| 101 | [version](#version)                                           | [INFRA](#infra) | [META](#meta)                   | string      | G     | pigsty version string                                                         |
| 102 | [admin_ip](#admin_ip)                                         | [INFRA](#infra) | [META](#meta)                   | ip          | G     | admin node ip address                                                         |
| 103 | [region](#region)                                             | [INFRA](#infra) | [META](#meta)                   | enum        | G     | upstream mirror region: default,china,europe                                  |
| 104 | [proxy_env](#proxy_env)                                       | [INFRA](#infra) | [META](#meta)                   | dict        | G     | global proxy env when downloading packages                                    |
| 105 | [ca_method](#ca_method)                                       | [INFRA](#infra) | [CA](#ca)                       | enum        | G     | create,recreate,copy, create by default                                       |
| 106 | [ca_cn](#ca_cn)                                               | [INFRA](#infra) | [CA](#ca)                       | string      | G     | ca common name, fixed as pigsty-ca                                            |
| 107 | [cert_validity](#cert_validity)                               | [INFRA](#infra) | [CA](#ca)                       | interval    | G     | cert validity, 20 years by default                                            |
| 108 | [infra_seq](#infra_seq)                                       | [INFRA](#infra) | [INFRA_ID](#infra_id)           | int         | I     | infra node identity, REQUIRED                                                 |
| 109 | [infra_portal](#infra_portal)                                 | [INFRA](#infra) | [INFRA_ID](#infra_id)           | dict        | G     | infra services exposed via portal                                             |
| 110 | [repo_enabled](#repo_enabled)                                 | [INFRA](#infra) | [REPO](#repo)                   | bool        | G/I   | create a yum repo on this infra node?                                         |
| 111 | [repo_home](#repo_home)                                       | [INFRA](#infra) | [REPO](#repo)                   | path        | G     | repo home dir, /www by default                                              |
| 112 | [repo_name](#repo_name)                                       | [INFRA](#infra) | [REPO](#repo)                   | string      | G     | repo name, pigsty by default                                                  |
| 113 | [repo_endpoint](#repo_endpoint)                               | [INFRA](#infra) | [REPO](#repo)                   | url         | G     | access point to this repo by domain or ip:port                                |
| 114 | [repo_remove](#repo_remove)                                   | [INFRA](#infra) | [REPO](#repo)                   | bool        | G/A   | remove existing upstream repo                                                 |
| 115 | [repo_modules](#repo_modules)                                 | [INFRA](#infra) | [REPO](#repo)                   | string      | G/A   | which repo modules are installed in repo_upstream                             |
| 116 | [repo_upstream](#repo_upstream)                               | [INFRA](#infra) | [REPO](#repo)                   | upstream[]  | G     | where to download upstream packages                                           |
| 117 | [repo_packages](#repo_packages)                               | [INFRA](#infra) | [REPO](#repo)                   | string[]    | G     | which packages to be included                                                 |
| 118 | [repo_url_packages](#repo_url_packages)                       | [INFRA](#infra) | [REPO](#repo)                   | string[]    | G     | extra packages from url                                                       |
| 120 | [infra_packages](#infra_packages)                             | [INFRA](#infra) | [INFRA_PACKAGE](#infra_package) | string[]    | G     | packages to be installed on infra nodes                                       |
| 121 | [infra_packages_pip](#infra_packages_pip)                     | [INFRA](#infra) | [INFRA_PACKAGE](#infra_package) | string      | G     | pip installed packages for infra nodes                                        |
| 130 | [nginx_enabled](#nginx_enabled)                               | [INFRA](#infra) | [NGINX](#nginx)                 | bool        | G/I   | enable nginx on this infra node?                                              |
| 131 | [nginx_sslmode](#nginx_sslmode)                               | [INFRA](#infra) | [NGINX](#nginx)                 | enum        | G     | nginx ssl mode? disable,enable,enforce                                        |
| 132 | [nginx_home](#nginx_home)                                     | [INFRA](#infra) | [NGINX](#nginx)                 | path        | G     | nginx content dir, /www by default                                          |
| 133 | [nginx_port](#nginx_port)                                     | [INFRA](#infra) | [NGINX](#nginx)                 | port        | G     | nginx listen port, 80 by default                                              |
| 134 | [nginx_ssl_port](#nginx_ssl_port)                             | [INFRA](#infra) | [NGINX](#nginx)                 | port        | G     | nginx ssl listen port, 443 by default                                         |
| 135 | [nginx_navbar](#nginx_navbar)                                 | [INFRA](#infra) | [NGINX](#nginx)                 | index[]     | G     | nginx index page navigation links                                             |
| 140 | [dns_enabled](#dns_enabled)                                   | [INFRA](#infra) | [DNS](#dns)                     | bool        | G/I   | setup dnsmasq on this infra node?                                             |
| 141 | [dns_port](#dns_port)                                         | [INFRA](#infra) | [DNS](#dns)                     | port        | G     | dns server listen port, 53 by default                                         |
| 142 | [dns_records](#dns_records)                                   | [INFRA](#infra) | [DNS](#dns)                     | string[]    | G     | dynamic dns records resolved by dnsmasq                                       |
| 150 | [prometheus_enabled](#prometheus_enabled)                     | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | bool        | G/I   | enable prometheus on this infra node?                                         |
| 151 | [prometheus_clean](#prometheus_clean)                         | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | bool        | G/A   | clean prometheus data during init?                                            |
| 152 | [prometheus_data](#prometheus_data)                           | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | path        | G     | prometheus data dir, /data/prometheus by default                            |
| 153 | [prometheus_sd_interval](#prometheus_sd_interval)             | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | interval    | G     | prometheus target refresh interval, 5s by default                             |
| 154 | [prometheus_scrape_interval](#prometheus_scrape_interval)     | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | interval    | G     | prometheus scrape & eval interval, 10s by default                             |
| 155 | [prometheus_scrape_timeout](#prometheus_scrape_timeout)       | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | interval    | G     | prometheus global scrape timeout, 8s by default                               |
| 156 | [prometheus_options](#prometheus_options)                     | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | arg         | G     | prometheus extra server options                                               |
| 157 | [pushgateway_enabled](#pushgateway_enabled)                   | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | bool        | G/I   | setup pushgateway on this infra node?                                         |
| 158 | [pushgateway_options](#pushgateway_options)                   | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | arg         | G     | pushgateway extra server options                                              |
| 159 | [blackbox_enabled](#blackbox_enabled)                         | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | bool        | G/I   | setup blackbox_exporter on this infra node?                                   |
| 160 | [blackbox_options](#blackbox_options)                         | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | arg         | G     | blackbox_exporter extra server options                                        |
| 161 | [alertmanager_enabled](#alertmanager_enabled)                 | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | bool        | G/I   | setup alertmanager on this infra node?                                        |
| 162 | [alertmanager_options](#alertmanager_options)                 | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | arg         | G     | alertmanager extra server options                                             |
| 163 | [exporter_metrics_path](#exporter_metrics_path)               | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | path        | G     | exporter metric path, /metrics by default                                   |
| 164 | [exporter_install](#exporter_install)                         | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | enum        | G     | how to install exporter? none,yum,binary                                      |
| 165 | [exporter_repo_url](#exporter_repo_url)                       | [INFRA](#infra) | [PROMETHEUS](#prometheus)       | url         | G     | exporter repo file url if install exporter via yum                            |
| 170 | [grafana_enabled](#grafana_enabled)                           | [INFRA](#infra) | [GRAFANA](#grafana)             | bool        | G/I   | enable grafana on this infra node?                                            |
| 171 | [grafana_clean](#grafana_clean)                               | [INFRA](#infra) | [GRAFANA](#grafana)             | bool        | G/A   | clean grafana data during init?                                               |
| 172 | [grafana_admin_username](#grafana_admin_username)             | [INFRA](#infra) | [GRAFANA](#grafana)             | username    | G     | grafana admin username, admin by default                                    |
| 173 | [grafana_admin_password](#grafana_admin_password)             | [INFRA](#infra) | [GRAFANA](#grafana)             | password    | G     | grafana admin password, pigsty by default                                   |
| 174 | [grafana_plugin_cache](#grafana_plugin_cache)                 | [INFRA](#infra) | [GRAFANA](#grafana)             | path        | G     | path to grafana plugins cache tarball                                         |
| 175 | [grafana_plugin_list](#grafana_plugin_list)                   | [INFRA](#infra) | [GRAFANA](#grafana)             | string[]    | G     | grafana plugins to be downloaded with grafana-cli                             |
| 176 | [loki_enabled](#loki_enabled)                                 | [INFRA](#infra) | [LOKI](#loki)                   | bool        | G/I   | enable loki on this infra node?                                               |
| 177 | [loki_clean](#loki_clean)                                     | [INFRA](#infra) | [LOKI](#loki)                   | bool        | G/A   | whether remove existing loki data?                                            |
| 178 | [loki_data](#loki_data)                                       | [INFRA](#infra) | [LOKI](#loki)                   | path        | G     | loki data dir, /data/loki by default                                        |
| 179 | [loki_retention](#loki_retention)                             | [INFRA](#infra) | [LOKI](#loki)                   | interval    | G     | loki log retention period, 15d by default                                     |
| 201 | [nodename](#nodename)                                         | [NODE](#node)   | [NODE_ID](#node_id)             | string      | I     | node instance identity, use hostname if missing, optional                     |
| 202 | [node_cluster](#node_cluster)                                 | [NODE](#node)   | [NODE_ID](#node_id)             | string      | C     | node cluster identity, use ‘nodes’ if missing, optional                       |
| 203 | [nodename_overwrite](#nodename_overwrite)                     | [NODE](#node)   | [NODE_ID](#node_id)             | bool        | C     | overwrite node’s hostname with nodename?                                      |
| 204 | [nodename_exchange](#nodename_exchange)                       | [NODE](#node)   | [NODE_ID](#node_id)             | bool        | C     | exchange nodename among play hosts?                                           |
| 205 | [node_id_from_pg](#node_id_from_pg)                           | [NODE](#node)   | [NODE_ID](#node_id)             | bool        | C     | use postgres identity as node identity if applicable?                         |
| 210 | [node_default_etc_hosts](#node_default_etc_hosts)             | [NODE](#node)   | [NODE_DNS](#node_dns)           | string[]    | G     | static dns records in /etc/hosts                                            |
| 211 | [node_etc_hosts](#node_etc_hosts)                             | [NODE](#node)   | [NODE_DNS](#node_dns)           | string[]    | C     | extra static dns records in /etc/hosts                                      |
| 212 | [node_dns_method](#node_dns_method)                           | [NODE](#node)   | [NODE_DNS](#node_dns)           | enum        | C     | how to handle dns servers: add,none,overwrite                                 |
| 213 | [node_dns_servers](#node_dns_servers)                         | [NODE](#node)   | [NODE_DNS](#node_dns)           | string[]    | C     | dynamic nameserver in /etc/resolv.conf                                      |
| 214 | [node_dns_options](#node_dns_options)                         | [NODE](#node)   | [NODE_DNS](#node_dns)           | string[]    | C     | dns resolv options in /etc/resolv.conf                                      |
| 220 | [node_repo_method](#node_repo_method)                         | [NODE](#node)   | [NODE_PACKAGE](#node_package)   | enum        | C     | how to setup node repo: none,local,public,both                                |
| 221 | [node_repo_remove](#node_repo_remove)                         | [NODE](#node)   | [NODE_PACKAGE](#node_package)   | bool        | C     | remove existing repo on node?                                                 |
| 222 | [node_repo_local_urls](#node_repo_local_urls)                 | [NODE](#node)   | [NODE_PACKAGE](#node_package)   | string[]    | C     | local repo url, if node_repo_method = local,both                              |
| 223 | [node_packages](#node_packages)                               | [NODE](#node)   | [NODE_PACKAGE](#node_package)   | string[]    | C     | packages to be installed current nodes                                        |
| 224 | [node_default_packages](#node_default_packages)               | [NODE](#node)   | [NODE_PACKAGE](#node_package)   | string[]    | G     | default packages to be installed on all nodes                                 |
| 230 | [node_disable_firewall](#node_disable_firewall)               | [NODE](#node)   | [NODE_TUNE](#node_tune)         | bool        | C     | disable node firewall? true by default                                        |
| 231 | [node_disable_selinux](#node_disable_selinux)                 | [NODE](#node)   | [NODE_TUNE](#node_tune)         | bool        | C     | disable node selinux? true by default                                         |
| 232 | [node_disable_numa](#node_disable_numa)                       | [NODE](#node)   | [NODE_TUNE](#node_tune)         | bool        | C     | disable node numa, reboot required                                            |
| 233 | [node_disable_swap](#node_disable_swap)                       | [NODE](#node)   | [NODE_TUNE](#node_tune)         | bool        | C     | disable node swap, use with caution                                           |
| 234 | [node_static_network](#node_static_network)                   | [NODE](#node)   | [NODE_TUNE](#node_tune)         | bool        | C     | preserve dns resolver settings after reboot                                   |
| 235 | [node_disk_prefetch](#node_disk_prefetch)                     | [NODE](#node)   | [NODE_TUNE](#node_tune)         | bool        | C     | setup disk prefetch on HDD to increase performance                            |
| 236 | [node_kernel_modules](#node_kernel_modules)                   | [NODE](#node)   | [NODE_TUNE](#node_tune)         | string[]    | C     | kernel modules to be enabled on this node                                     |
| 237 | [node_hugepage_count](#node_hugepage_count)                   | [NODE](#node)   | [NODE_TUNE](#node_tune)         | int         | C     | number of 2MB hugepage, take precedence over ratio                            |
| 238 | [node_hugepage_ratio](#node_hugepage_ratio)                   | [NODE](#node)   | [NODE_TUNE](#node_tune)         | float       | C     | node mem hugepage ratio, 0 disable it by default                              |
| 239 | [node_overcommit_ratio](#node_overcommit_ratio)               | [NODE](#node)   | [NODE_TUNE](#node_tune)         | float       | C     | node mem overcommit ratio, 0 disable it by default                            |
| 240 | [node_tune](#node_tune)                                       | [NODE](#node)   | [NODE_TUNE](#node_tune)         | enum        | C     | node tuned profile: none,oltp,olap,crit,tiny                                  |
| 241 | [node_sysctl_params](#node_sysctl_params)                     | [NODE](#node)   | [NODE_TUNE](#node_tune)         | dict        | C     | sysctl parameters in k:v format in addition to tuned                          |
| 250 | [node_data](#node_data)                                       | [NODE](#node)   | [NODE_ADMIN](#node_admin)       | path        | C     | node main data directory, /data by default                                  |
| 251 | [node_admin_enabled](#node_admin_enabled)                     | [NODE](#node)   | [NODE_ADMIN](#node_admin)       | bool        | C     | create a admin user on target node?                                           |
| 252 | [node_admin_uid](#node_admin_uid)                             | [NODE](#node)   | [NODE_ADMIN](#node_admin)       | int         | C     | uid and gid for node admin user                                               |
| 253 | [node_admin_username](#node_admin_username)                   | [NODE](#node)   | [NODE_ADMIN](#node_admin)       | username    | C     | name of node admin user, dba by default                                     |
| 254 | [node_admin_ssh_exchange](#node_admin_ssh_exchange)           | [NODE](#node)   | [NODE_ADMIN](#node_admin)       | bool        | C     | exchange admin ssh key among node cluster                                     |
| 255 | [node_admin_pk_current](#node_admin_pk_current)               | [NODE](#node)   | [NODE_ADMIN](#node_admin)       | bool        | C     | add current user’s ssh pk to admin authorized_keys                            |
| 256 | [node_admin_pk_list](#node_admin_pk_list)                     | [NODE](#node)   | [NODE_ADMIN](#node_admin)       | string[]    | C     | ssh public keys to be added to admin user                                     |
| 260 | [node_timezone](#node_timezone)                               | [NODE](#node)   | [NODE_TIME](#node_time)         | string      | C     | setup node timezone, empty string to skip                                     |
| 261 | [node_ntp_enabled](#node_ntp_enabled)                         | [NODE](#node)   | [NODE_TIME](#node_time)         | bool        | C     | enable chronyd time sync service?                                             |
| 262 | [node_ntp_servers](#node_ntp_servers)                         | [NODE](#node)   | [NODE_TIME](#node_time)         | string[]    | C     | ntp servers in /etc/chrony.conf                                             |
| 263 | [node_crontab_overwrite](#node_crontab_overwrite)             | [NODE](#node)   | [NODE_TIME](#node_time)         | bool        | C     | overwrite or append to /etc/crontab?                                        |
| 264 | [node_crontab](#node_crontab)                                 | [NODE](#node)   | [NODE_TIME](#node_time)         | string[]    | C     | crontab entries in /etc/crontab                                             |
| 270 | [haproxy_enabled](#haproxy_enabled)                           | [NODE](#node)   | [HAPROXY](#haproxy)             | bool        | C     | enable haproxy on this node?                                                  |
| 271 | [haproxy_clean](#haproxy_clean)                               | [NODE](#node)   | [HAPROXY](#haproxy)             | bool        | G/C/A | cleanup all existing haproxy config?                                          |
| 272 | [haproxy_reload](#haproxy_reload)                             | [NODE](#node)   | [HAPROXY](#haproxy)             | bool        | A     | reload haproxy after config?                                                  |
| 273 | [haproxy_auth_enabled](#haproxy_auth_enabled)                 | [NODE](#node)   | [HAPROXY](#haproxy)             | bool        | G     | enable authentication for haproxy admin page                                  |
| 274 | [haproxy_admin_username](#haproxy_admin_username)             | [NODE](#node)   | [HAPROXY](#haproxy)             | username    | G     | haproxy admin username, admin by default                                    |
| 275 | [haproxy_admin_password](#haproxy_admin_password)             | [NODE](#node)   | [HAPROXY](#haproxy)             | password    | G     | haproxy admin password, pigsty by default                                   |
| 276 | [haproxy_exporter_port](#haproxy_exporter_port)               | [NODE](#node)   | [HAPROXY](#haproxy)             | port        | C     | haproxy admin/exporter port, 9101 by default                                  |
| 277 | [haproxy_client_timeout](#haproxy_client_timeout)             | [NODE](#node)   | [HAPROXY](#haproxy)             | interval    | C     | client side connection timeout, 24h by default                                |
| 278 | [haproxy_server_timeout](#haproxy_server_timeout)             | [NODE](#node)   | [HAPROXY](#haproxy)             | interval    | C     | server side connection timeout, 24h by default                                |
| 279 | [haproxy_services](#haproxy_services)                         | [NODE](#node)   | [HAPROXY](#haproxy)             | service[]   | C     | list of haproxy service to be exposed on node                                 |
| 280 | [node_exporter_enabled](#node_exporter_enabled)               | [NODE](#node)   | [NODE_EXPORTER](#node_exporter) | bool        | C     | setup node_exporter on this node?                                             |
| 281 | [node_exporter_port](#node_exporter_port)                     | [NODE](#node)   | [NODE_EXPORTER](#node_exporter) | port        | C     | node exporter listen port, 9100 by default                                    |
| 282 | [node_exporter_options](#node_exporter_options)               | [NODE](#node)   | [NODE_EXPORTER](#node_exporter) | arg         | C     | extra server options for node_exporter                                        |
| 283 | [promtail_enabled](#promtail_enabled)                         | [NODE](#node)   | [PROMTAIL](#promtail)           | bool        | C     | enable promtail logging collector?                                            |
| 284 | [promtail_clean](#promtail_clean)                             | [NODE](#node)   | [PROMTAIL](#promtail)           | bool        | G/A   | purge existing promtail status file during init?                              |
| 285 | [promtail_port](#promtail_port)                               | [NODE](#node)   | [PROMTAIL](#promtail)           | port        | C     | promtail listen port, 9080 by default                                         |
| 286 | [promtail_positions](#promtail_positions)                     | [NODE](#node)   | [PROMTAIL](#promtail)           | path        | C     | promtail position status file path                                            |
| 401 | [docker_enabled](#docker_enabled)                             | [NODE](#node)   | [DOCKER](#docker)               | bool        | C     | enable docker on this node?                                                   |
| 402 | [docker_cgroups_driver](#docker_cgroups_driver)               | [NODE](#node)   | [DOCKER](#docker)               | enum        | C     | docker cgroup fs driver: cgroupfs,systemd                                     |
| 403 | [docker_registry_mirrors](#docker_registry_mirrors)           | [NODE](#node)   | [DOCKER](#docker)               | string[]    | C     | docker registry mirror list                                                   |
| 404 | [docker_image_cache](#docker_image_cache)                     | [NODE](#node)   | [DOCKER](#docker)               | path        | C     | docker image cache dir, /tmp/docker by default                              |
| 501 | [etcd_seq](#etcd_seq)                                         | [ETCD](#etcd)   | [ETCD](#etcd)                   | int         | I     | etcd instance identifier, REQUIRED                                            |
| 502 | [etcd_cluster](#etcd_cluster)                                 | [ETCD](#etcd)   | [ETCD](#etcd)                   | string      | C     | etcd cluster & group name, etcd by default                                    |
| 503 | [etcd_safeguard](#etcd_safeguard)                             | [ETCD](#etcd)   | [ETCD](#etcd)                   | bool        | G/C/A | prevent purging running etcd instance?                                        |
| 504 | [etcd_clean](#etcd_clean)                                     | [ETCD](#etcd)   | [ETCD](#etcd)                   | bool        | G/C/A | purging existing etcd during initialization?                                  |
| 505 | [etcd_data](#etcd_data)                                       | [ETCD](#etcd)   | [ETCD](#etcd)                   | path        | C     | etcd data directory, /data/etcd by default                                    |
| 506 | [etcd_port](#etcd_port)                                       | [ETCD](#etcd)   | [ETCD](#etcd)                   | port        | C     | etcd client port, 2379 by default                                             |
| 507 | [etcd_peer_port](#etcd_peer_port)                             | [ETCD](#etcd)   | [ETCD](#etcd)                   | port        | C     | etcd peer port, 2380 by default                                               |
| 508 | [etcd_init](#etcd_init)                                       | [ETCD](#etcd)   | [ETCD](#etcd)                   | enum        | C     | etcd initial cluster state, new or existing                                   |
| 509 | [etcd_election_timeout](#etcd_election_timeout)               | [ETCD](#etcd)   | [ETCD](#etcd)                   | int         | C     | etcd election timeout, 1000ms by default                                      |
| 510 | [etcd_heartbeat_interval](#etcd_heartbeat_interval)           | [ETCD](#etcd)   | [ETCD](#etcd)                   | int         | C     | etcd heartbeat interval, 100ms by default                                     |
| 601 | [minio_seq](#minio_seq)                                       | [MINIO](#minio) | [MINIO](#minio)                 | int         | I     | minio instance identifier, REQUIRED                                           |
| 602 | [minio_cluster](#minio_cluster)                               | [MINIO](#minio) | [MINIO](#minio)                 | string      | C     | minio cluster name, minio by default                                          |
| 603 | [minio_clean](#minio_clean)                                   | [MINIO](#minio) | [MINIO](#minio)                 | bool        | G/C/A | cleanup minio during init?, false by default                                  |
| 604 | [minio_user](#minio_user)                                     | [MINIO](#minio) | [MINIO](#minio)                 | username    | C     | minio os user, minio by default                                             |
| 605 | [minio_node](#minio_node)                                     | [MINIO](#minio) | [MINIO](#minio)                 | string      | C     | minio node name pattern                                                       |
| 606 | [minio_data](#minio_data)                                     | [MINIO](#minio) | [MINIO](#minio)                 | path        | C     | minio data dir(s), use {x…y} to specify multi drivers                       |
| 607 | [minio_domain](#minio_domain)                                 | [MINIO](#minio) | [MINIO](#minio)                 | string      | G     | minio service domain name, sss.pigsty by default                            |
| 608 | [minio_port](#minio_port)                                     | [MINIO](#minio) | [MINIO](#minio)                 | port        | C     | minio service port, 9000 by default                                           |
| 609 | [minio_admin_port](#minio_admin_port)                         | [MINIO](#minio) | [MINIO](#minio)                 | port        | C     | minio console port, 9001 by default                                           |
| 610 | [minio_access_key](#minio_access_key)                         | [MINIO](#minio) | [MINIO](#minio)                 | username    | C     | root access key, minioadmin by default                                      |
| 611 | [minio_secret_key](#minio_secret_key)                         | [MINIO](#minio) | [MINIO](#minio)                 | password    | C     | root secret key, minioadmin by default                                      |
| 612 | [minio_extra_vars](#minio_extra_vars)                         | [MINIO](#minio) | [MINIO](#minio)                 | string      | C     | extra environment variables for minio server                                  |
| 613 | [minio_alias](#minio_alias)                                   | [MINIO](#minio) | [MINIO](#minio)                 | string      | G     | alias name for local minio deployment                                         |
| 614 | [minio_buckets](#minio_buckets)                               | [MINIO](#minio) | [MINIO](#minio)                 | bucket[]    | C     | list of minio bucket to be created                                            |
| 615 | [minio_users](#minio_users)                                   | [MINIO](#minio) | [MINIO](#minio)                 | user[]      | C     | list of minio user to be created                                              |
| 701 | [redis_cluster](#redis_cluster)                               | [REDIS](#redis) | [REDIS](#redis)                 | string      | C     | redis cluster name, required identity parameter                               |
| 702 | [redis_instances](#redis_instances)                           | [REDIS](#redis) | [REDIS](#redis)                 | dict        | I     | redis instances definition on this redis node                                 |
| 703 | [redis_node](#redis_node)                                     | [REDIS](#redis) | [REDIS](#redis)                 | int         | I     | redis node sequence number, node int id required                              |
| 710 | [redis_fs_main](#redis_fs_main)                               | [REDIS](#redis) | [REDIS](#redis)                 | path        | C     | redis main data mountpoint, /data by default                                |
| 711 | [redis_exporter_enabled](#redis_exporter_enabled)             | [REDIS](#redis) | [REDIS](#redis)                 | bool        | C     | install redis exporter on redis nodes?                                        |
| 712 | [redis_exporter_port](#redis_exporter_port)                   | [REDIS](#redis) | [REDIS](#redis)                 | port        | C     | redis exporter listen port, 9121 by default                                   |
| 713 | [redis_exporter_options](#redis_exporter_options)             | [REDIS](#redis) | [REDIS](#redis)                 | string      | C/I   | cli args and extra options for redis exporter                                 |
| 720 | [redis_safeguard](#redis_safeguard)                           | [REDIS](#redis) | [REDIS](#redis)                 | bool        | C     | prevent purging running redis instance?                                       |
| 721 | [redis_clean](#redis_clean)                                   | [REDIS](#redis) | [REDIS](#redis)                 | bool        | C     | purging existing redis during init?                                           |
| 722 | [redis_rmdata](#redis_rmdata)                                 | [REDIS](#redis) | [REDIS](#redis)                 | bool        | A     | remove redis data when purging redis server?                                  |
| 723 | [redis_mode](#redis_mode)                                     | [REDIS](#redis) | [REDIS](#redis)                 | enum        | C     | redis mode: standalone,cluster,sentinel                                       |
| 724 | [redis_conf](#redis_conf)                                     | [REDIS](#redis) | [REDIS](#redis)                 | string      | C     | redis config template path, except sentinel                                   |
| 725 | [redis_bind_address](#redis_bind_address)                     | [REDIS](#redis) | [REDIS](#redis)                 | ip          | C     | redis bind address, empty string will use host ip                             |
| 726 | [redis_max_memory](#redis_max_memory)                         | [REDIS](#redis) | [REDIS](#redis)                 | size        | C/I   | max memory used by each redis instance                                        |
| 727 | [redis_mem_policy](#redis_mem_policy)                         | [REDIS](#redis) | [REDIS](#redis)                 | enum        | C     | redis memory eviction policy                                                  |
| 728 | [redis_password](#redis_password)                             | [REDIS](#redis) | [REDIS](#redis)                 | password    | C     | redis password, empty string will disable password                            |
| 729 | [redis_rdb_save](#redis_rdb_save)                             | [REDIS](#redis) | [REDIS](#redis)                 | string[]    | C     | redis rdb save directives, disable with empty list                            |
| 730 | [redis_aof_enabled](#redis_aof_enabled)                       | [REDIS](#redis) | [REDIS](#redis)                 | bool        | C     | enable redis append only file?                                                |
| 731 | [redis_rename_commands](#redis_rename_commands)               | [REDIS](#redis) | [REDIS](#redis)                 | dict        | C     | rename redis dangerous commands                                               |
| 732 | [redis_cluster_replicas](#redis_cluster_replicas)             | [REDIS](#redis) | [REDIS](#redis)                 | int         | C     | replica number for one master in redis cluster                                |
| 801 | [pg_mode](#pg_mode)                                           | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | enum        | C     | pgsql cluster mode: pgsql,citus,gpsql                                         |
| 802 | [pg_cluster](#pg_cluster)                                     | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | string      | C     | pgsql cluster name, REQUIRED identity parameter                               |
| 803 | [pg_seq](#pg_seq)                                             | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | int         | I     | pgsql instance seq number, REQUIRED identity parameter                        |
| 804 | [pg_role](#pg_role)                                           | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | enum        | I     | pgsql role, REQUIRED, could be primary,replica,offline                        |
| 805 | [pg_instances](#pg_instances)                                 | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | dict        | I     | define multiple pg instances on node in {port:ins_vars} format              |
| 806 | [pg_upstream](#pg_upstream)                                   | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | ip          | I     | repl upstream ip addr for standby cluster or cascade replica                  |
| 807 | [pg_shard](#pg_shard)                                         | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | string      | C     | pgsql shard name, optional identity for sharding clusters                     |
| 808 | [pg_group](#pg_group)                                         | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | int         | C     | pgsql shard index number, optional identity for sharding clusters             |
| 809 | [gp_role](#gp_role)                                           | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | enum        | C     | greenplum role of this cluster, could be master or segment                    |
| 810 | [pg_exporters](#pg_exporters)                                 | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | dict        | C     | additional pg_exporters to monitor remote postgres instances                  |
| 811 | [pg_offline_query](#pg_offline_query)                         | [PGSQL](#pgsql) | [PG_ID](#pg_id)                 | bool        | I     | set to true to enable offline query on this instance                          |
| 820 | [pg_users](#pg_users)                                         | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | user[]      | C     | postgres business users                                                       |
| 821 | [pg_databases](#pg_databases)                                 | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | database[]  | C     | postgres business databases                                                   |
| 822 | [pg_services](#pg_services)                                   | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | service[]   | C     | postgres business services                                                    |
| 823 | [pg_hba_rules](#pg_hba_rules)                                 | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | hba[]       | C     | business hba rules for postgres                                               |
| 824 | [pgb_hba_rules](#pgb_hba_rules)                               | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | hba[]       | C     | business hba rules for pgbouncer                                              |
| 831 | [pg_replication_username](#pg_replication_username)           | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | username    | G     | postgres replication username, replicator by default                        |
| 832 | [pg_replication_password](#pg_replication_password)           | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | password    | G     | postgres replication password, DBUser.Replicator by default                 |
| 833 | [pg_admin_username](#pg_admin_username)                       | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | username    | G     | postgres admin username, dbuser_dba by default                              |
| 834 | [pg_admin_password](#pg_admin_password)                       | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | password    | G     | postgres admin password in plain text, DBUser.DBA by default                |
| 835 | [pg_monitor_username](#pg_monitor_username)                   | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | username    | G     | postgres monitor username, dbuser_monitor by default                        |
| 836 | [pg_monitor_password](#pg_monitor_password)                   | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | password    | G     | postgres monitor password, DBUser.Monitor by default                        |
| 837 | [pg_dbsu_password](#pg_dbsu_password)                         | [PGSQL](#pgsql) | [PG_BUSINESS](#pg_business)     | password    | G/C   | postgres dbsu password, empty string disable it by default                    |
| 840 | [pg_dbsu](#pg_dbsu)                                           | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | username    | C     | os dbsu name, postgres by default, better not change it                       |
| 841 | [pg_dbsu_uid](#pg_dbsu_uid)                                   | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | int         | C     | os dbsu uid and gid, 26 for default postgres users and groups                 |
| 842 | [pg_dbsu_sudo](#pg_dbsu_sudo)                                 | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | enum        | C     | dbsu sudo privilege, none,limit,all,nopass. limit by default                  |
| 843 | [pg_dbsu_home](#pg_dbsu_home)                                 | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | path        | C     | postgresql home directory, /var/lib/pgsql by default                        |
| 844 | [pg_dbsu_ssh_exchange](#pg_dbsu_ssh_exchange)                 | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | bool        | C     | exchange postgres dbsu ssh key among same pgsql cluster                       |
| 845 | [pg_version](#pg_version)                                     | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | enum        | C     | postgres major version to be installed, 15 by default                         |
| 846 | [pg_bin_dir](#pg_bin_dir)                                     | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | path        | C     | postgres binary dir, /usr/pgsql/bin by default                              |
| 847 | [pg_log_dir](#pg_log_dir)                                     | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | path        | C     | postgres log dir, /pg/log/postgres by default                               |
| 848 | [pg_packages](#pg_packages)                                   | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | string[]    | C     | pg packages to be installed, ${pg_version} will be replaced                 |
| 849 | [pg_extensions](#pg_extensions)                               | [PGSQL](#pgsql) | [PG_INSTALL](#pg_install)       | string[]    | C     | pg extensions to be installed, ${pg_version} will be replaced               |
| 850 | [pg_safeguard](#pg_safeguard)                                 | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | bool        | G/C/A | prevent purging running postgres instance? false by default                   |
| 851 | [pg_clean](#pg_clean)                                         | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | bool        | G/C/A | purging existing postgres during pgsql init? true by default                  |
| 852 | [pg_data](#pg_data)                                           | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | path        | C     | postgres data directory, /pg/data by default                                |
| 853 | [pg_fs_main](#pg_fs_main)                                     | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | path        | C     | mountpoint/path for postgres main data, /data by default                    |
| 854 | [pg_fs_bkup](#pg_fs_bkup)                                     | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | path        | C     | mountpoint/path for pg backup data, /data/backup by default                 |
| 855 | [pg_storage_type](#pg_storage_type)                           | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | storage type for pg main data, SSD,HDD, SSD by default                        |
| 856 | [pg_dummy_filesize](#pg_dummy_filesize)                       | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | size        | C     | size of /pg/dummy, hold 64MB disk space for emergency use                   |
| 857 | [pg_listen](#pg_listen)                                       | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | ip(s)       | C/I   | postgres/pgbouncer listen addresses, comma separated list                     |
| 858 | [pg_port](#pg_port)                                           | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | port        | C     | postgres listen port, 5432 by default                                         |
| 859 | [pg_localhost](#pg_localhost)                                 | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | path        | C     | postgres unix socket dir for localhost connection                             |
| 860 | [pg_namespace](#pg_namespace)                                 | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | path        | C     | top level key namespace in etcd, used by patroni & vip                        |
| 861 | [patroni_enabled](#patroni_enabled)                           | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | bool        | C     | if disabled, no postgres cluster will be created during init                  |
| 862 | [patroni_mode](#patroni_mode)                                 | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | patroni working mode: default,pause,remove                                    |
| 863 | [patroni_port](#patroni_port)                                 | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | port        | C     | patroni listen port, 8008 by default                                          |
| 864 | [patroni_log_dir](#patroni_log_dir)                           | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | path        | C     | patroni log dir, /pg/log/patroni by default                                 |
| 865 | [patroni_ssl_enabled](#patroni_ssl_enabled)                   | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | bool        | G     | secure patroni RestAPI communications with SSL?                               |
| 866 | [patroni_watchdog_mode](#patroni_watchdog_mode)               | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | patroni watchdog mode: automatic,required,off. off by default                 |
| 867 | [patroni_username](#patroni_username)                         | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | username    | C     | patroni restapi username, postgres by default                               |
| 868 | [patroni_password](#patroni_password)                         | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | password    | C     | patroni restapi password, Patroni.API by default                            |
| 869 | [patroni_citus_db](#patroni_citus_db)                         | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | string      | C     | citus database managed by patroni, postgres by default                        |
| 870 | [pg_conf](#pg_conf)                                           | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | config template: oltp,olap,crit,tiny. oltp.yml by default                   |
| 871 | [pg_max_conn](#pg_max_conn)                                   | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | int         | C     | postgres max connections, auto will use recommended value                   |
| 872 | [pg_shared_buffer_ratio](#pg_shared_buffer_ratio)             | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | float       | C     | postgres shared buffer memory ratio, 0.25 by default, 0.1~0.4                 |
| 873 | [pg_rto](#pg_rto)                                             | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | int         | C     | recovery time objective in seconds,  30s by default                         |
| 874 | [pg_rpo](#pg_rpo)                                             | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | int         | C     | recovery point objective in bytes, 1MiB at most by default                  |
| 875 | [pg_libs](#pg_libs)                                           | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | string      | C     | preloaded libraries, pg_stat_statements,auto_explain by default             |
| 876 | [pg_delay](#pg_delay)                                         | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | interval    | I     | replication apply delay for standby cluster leader                            |
| 877 | [pg_checksum](#pg_checksum)                                   | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | bool        | C     | enable data checksum for postgres cluster?                                    |
| 878 | [pg_pwd_enc](#pg_pwd_enc)                                     | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | passwords encryption algorithm: md5,scram-sha-256                             |
| 879 | [pg_encoding](#pg_encoding)                                   | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | database cluster encoding, UTF8 by default                                  |
| 880 | [pg_locale](#pg_locale)                                       | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | database cluster local, C by default                                        |
| 881 | [pg_lc_collate](#pg_lc_collate)                               | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | database cluster collate, C by default                                      |
| 882 | [pg_lc_ctype](#pg_lc_ctype)                                   | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | database character type, en_US.UTF8 by default                              |
| 890 | [pgbouncer_enabled](#pgbouncer_enabled)                       | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | bool        | C     | if disabled, pgbouncer will not be launched on pgsql host                     |
| 891 | [pgbouncer_port](#pgbouncer_port)                             | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | port        | C     | pgbouncer listen port, 6432 by default                                        |
| 892 | [pgbouncer_log_dir](#pgbouncer_log_dir)                       | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | path        | C     | pgbouncer log dir, /pg/log/pgbouncer by default                             |
| 893 | [pgbouncer_auth_query](#pgbouncer_auth_query)                 | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | bool        | C     | query postgres to retrieve unlisted business users?                           |
| 894 | [pgbouncer_poolmode](#pgbouncer_poolmode)                     | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | pooling mode: transaction,session,statement, transaction by default           |
| 895 | [pgbouncer_sslmode](#pgbouncer_sslmode)                       | [PGSQL](#pgsql) | [PG_BOOTSTRAP](#pg_bootstrap)   | enum        | C     | pgbouncer client ssl mode, disable by default                                 |
| 900 | [pg_provision](#pg_provision)                                 | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | bool        | C     | provision postgres cluster after bootstrap                                    |
| 901 | [pg_init](#pg_init)                                           | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | string      | G/C   | provision init script for cluster template, pg-init by default              |
| 902 | [pg_default_roles](#pg_default_roles)                         | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | role[]      | G/C   | default roles and users in postgres cluster                                   |
| 903 | [pg_default_privileges](#pg_default_privileges)               | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | string[]    | G/C   | default privileges when created by admin user                                 |
| 904 | [pg_default_schemas](#pg_default_schemas)                     | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | string[]    | G/C   | default schemas to be created                                                 |
| 905 | [pg_default_extensions](#pg_default_extensions)               | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | extension[] | G/C   | default extensions to be created                                              |
| 906 | [pg_reload](#pg_reload)                                       | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | bool        | A     | reload postgres after hba changes                                             |
| 907 | [pg_default_hba_rules](#pg_default_hba_rules)                 | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | hba[]       | G/C   | postgres default host-based authentication rules                              |
| 908 | [pgb_default_hba_rules](#pgb_default_hba_rules)               | [PGSQL](#pgsql) | [PG_PROVISION](#pg_provision)   | hba[]       | G/C   | pgbouncer default host-based authentication rules                             |
| 910 | [pgbackrest_enabled](#pgbackrest_enabled)                     | [PGSQL](#pgsql) | [PG_BACKUP](#pg_backup)         | bool        | C     | enable pgbackrest on pgsql host?                                              |
| 911 | [pgbackrest_clean](#pgbackrest_clean)                         | [PGSQL](#pgsql) | [PG_BACKUP](#pg_backup)         | bool        | C     | remove pg backup data during init?                                            |
| 912 | [pgbackrest_log_dir](#pgbackrest_log_dir)                     | [PGSQL](#pgsql) | [PG_BACKUP](#pg_backup)         | path        | C     | pgbackrest log dir, /pg/log/pgbackrest by default                           |
| 913 | [pgbackrest_method](#pgbackrest_method)                       | [PGSQL](#pgsql) | [PG_BACKUP](#pg_backup)         | enum        | C     | pgbackrest repo method: local,minio,etc…                                    |
| 914 | [pgbackrest_repo](#pgbackrest_repo)                           | [PGSQL](#pgsql) | [PG_BACKUP](#pg_backup)         | dict        | G/C   | pgbackrest repo: https://pgbackrest.org/configuration.html#section-repository |
| 921 | [pg_weight](#pg_weight)                                       | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | int         | I     | relative load balance weight in service, 100 by default, 0-255                |
| 922 | [pg_service_provider](#pg_service_provider)                   | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | string      | G/C   | dedicate haproxy node group name, or empty string for local nodes by default  |
| 923 | [pg_default_service_dest](#pg_default_service_dest)           | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | enum        | G/C   | default service destination if svc.dest=’default’                             |
| 924 | [pg_default_services](#pg_default_services)                   | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | service[]   | G/C   | postgres default service definitions                                          |
| 931 | [pg_vip_enabled](#pg_vip_enabled)                             | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | bool        | C     | enable a l2 vip for pgsql primary? false by default                           |
| 932 | [pg_vip_address](#pg_vip_address)                             | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | cidr4       | C     | vip address in <ipv4>/<mask> format, require if vip is enabled              |
| 933 | [pg_vip_interface](#pg_vip_interface)                         | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | string      | C/I   | vip network interface to listen, eth0 by default                              |
| 934 | [pg_dns_suffix](#pg_dns_suffix)                               | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | string      | C     | pgsql dns suffix, ‘’ by default                                               |
| 935 | [pg_dns_target](#pg_dns_target)                               | [PGSQL](#pgsql) | [PG_SERVICE](#pg_service)       | enum        | C     | auto, primary, vip, none, or ad hoc ip                                        |
| 940 | [pg_exporter_enabled](#pg_exporter_enabled)                   | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | bool        | C     | enable pg_exporter on pgsql hosts?                                            |
| 941 | [pg_exporter_config](#pg_exporter_config)                     | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | string      | C     | pg_exporter configuration file name                                           |
| 942 | [pg_exporter_cache_ttls](#pg_exporter_cache_ttls)             | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | string      | C     | pg_exporter collector ttl stage in seconds, ‘1,10,60,300’ by default          |
| 943 | [pg_exporter_port](#pg_exporter_port)                         | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | port        | C     | pg_exporter listen port, 9630 by default                                      |
| 944 | [pg_exporter_params](#pg_exporter_params)                     | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | string      | C     | extra url parameters for pg_exporter dsn                                      |
| 945 | [pg_exporter_url](#pg_exporter_url)                           | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | pgurl       | C     | overwrite auto-generate pg dsn if specified                                   |
| 946 | [pg_exporter_auto_discovery](#pg_exporter_auto_discovery)     | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | bool        | C     | enable auto database discovery? enabled by default                            |
| 947 | [pg_exporter_exclude_database](#pg_exporter_exclude_database) | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | string      | C     | csv of database that WILL NOT be monitored during auto-discovery              |
| 948 | [pg_exporter_include_database](#pg_exporter_include_database) | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | string      | C     | csv of database that WILL BE monitored during auto-discovery                  |
| 949 | [pg_exporter_connect_timeout](#pg_exporter_connect_timeout)   | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | int         | C     | pg_exporter connect timeout in ms, 200 by default                             |
| 950 | [pg_exporter_options](#pg_exporter_options)                   | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | arg         | C     | overwrite extra options for pg_exporter                                       |
| 951 | [pgbouncer_exporter_enabled](#pgbouncer_exporter_enabled)     | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | bool        | C     | enable pgbouncer_exporter on pgsql hosts?                                     |
| 952 | [pgbouncer_exporter_port](#pgbouncer_exporter_port)           | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | port        | C     | pgbouncer_exporter listen port, 9631 by default                               |
| 953 | [pgbouncer_exporter_url](#pgbouncer_exporter_url)             | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | pgurl       | C     | overwrite auto-generate pgbouncer dsn if specified                            |
| 954 | [pgbouncer_exporter_options](#pgbouncer_exporter_options)     | [PGSQL](#pgsql) | [PG_EXPORTER](#pg_exporter)     | arg         | C     | overwrite extra options for pgbouncer_exporter                                |



# INFRA

Parameters about pigsty infrastructure components: local yum repo, nginx, dnsmasq, prometheus, grafana, loki, alertmanager, pushgateway, blackbox_exporter, etc…



## META

This section contains some metadata of current pigsty deployments, such as version string, admin node IP address, repo mirror [region](#region) and http(s) proxy when downloading pacakges.


	```yaml
	version: v2.1.0                   # pigsty version string
admin_ip: 10.10.10.10             # admin node ip address
region: default                   # upstream mirror region: default,china,europe
proxy_env:                        # global proxy env when downloading packages


no_proxy: “localhost,127.0.0.1,10.0.0.0/8,192.168.0.0/16,*.pigsty,*.aliyun.com,mirrors.*,*.myqcloud.com,*.tsinghua.edu.cn”
# http_proxy:  # set your proxy here: e.g http://user:pass@proxy.xxx.com
# https_proxy: # set your proxy here: e.g http://user:pass@proxy.xxx.com
# all_proxy:   # set your proxy here: e.g http://user:pass@proxy.xxx.com








```

### version

name: version, type: string, level: G

pigsty version string

default value:v2.1.0

It will be used for pigsty introspection & content rendering.

### admin_ip

name: admin_ip, type: ip, level: G

admin node ip address

default value:10.10.10.10

Node with this ip address will be treated as admin node, usually point to the first node that install Pigsty.

The default value 10.10.10.10 is a placeholder which will be replaced during [configure](INSTALL#Configure)

This parameter is referenced by many other parameters, such as:


	[infra_portal](#infra_portal)


	[repo_endpoint](#repo_endpoint)


	[dns_records](#dns_records)


	[node_default_etc_hosts](#node_default_etc_hosts)


	[node_etc_hosts](#node_etc_hosts)


	[node_repo_local_urls](#node_repo_local_urls)




The exact string ${admin_ip} will be replaced with the actual admin_ip for above parameters.

### region

name: region, type: enum, level: G

upstream mirror region: default,china,europe

default value: default

If a region other than default is set, and there’s a corresponding entry in repo_upstream.[repo].baseurl, it will be used instead of default.

For example, if china is used,  pigsty will use China mirrors designated in [repo_upstream](#repo_upstream) if applicable.

### proxy_env

name: proxy_env, type: dict, level: G

global proxy env when downloading packages

default value:

```yaml
proxy_env: # global proxy env when downloading packages


http_proxy: ‘http://username:password@proxy.address.com’
https_proxy: ‘http://username:password@proxy.address.com’
all_proxy: ‘http://username:password@proxy.address.com’
no_proxy: “localhost,127.0.0.1,10.0.0.0/8,192.168.0.0/16,*.pigsty,*.aliyun.com,mirrors.aliyuncs.com,mirrors.tuna.tsinghua.edu.cn,mirrors.zju.edu.cn”




```

It’s quite important to use http proxy in restricted production environment, or your Internet access is blocked (e.g. Mainland China)



## CA

Self-Signed CA used by pigsty. It is required to support advanced security features.

`yaml
ca_method: create                 # create,recreate,copy, create by default
ca_cn: pigsty-ca                  # ca common name, fixed as pigsty-ca
cert_validity: 7300d              # cert validity, 20 years by default
`

### ca_method

name: ca_method, type: enum, level: G

available options: create,recreate,copy

default value: create


	create: Create a new CA public-private key pair if not exists, use if exists


	recreate: Always re-create a new CA public-private key pair


	copy: Copy the existing CA public and private keys from local files/pki/ca, abort if missing




If you already have a pair of ca.crt and ca.key, put them under files/pki/ca and set ca_method to copy.

### ca_cn

name: ca_cn, type: string, level: G

ca common name, not recommending to change it.

default value: pigsty-ca

you can check that with  openssl x509 -text -in /etc/pki/ca.crt

### cert_validity

name: cert_validity, type: interval, level: G

cert validity, 20 years by default, which is enough for most scenarios

default value: 7300d



## INFRA_ID

Infrastructure identity and portal definition.

```yaml
#infra_seq: 1                     # infra node identity, explicitly required
infra_portal:                     # infra services exposed via portal


home         : { domain: h.pigsty }
grafana      : { domain: g.pigsty ,endpoint: “${admin_ip}:3000” ,websocket: true }
prometheus   : { domain: p.pigsty ,endpoint: “${admin_ip}:9090” }
alertmanager : { domain: a.pigsty ,endpoint: “${admin_ip}:9093” }
blackbox     : { endpoint: “${admin_ip}:9115” }
loki         : { endpoint: “${admin_ip}:3100” }




```

### infra_seq

name: infra_seq, type: int, level: I

infra node identity, REQUIRED, no default value, you have to assign it explicitly.

### infra_portal

name: infra_portal, type: dict, level: G

infra services exposed via portal

default value will expose home, grafana, prometheus, alertmanager via nginx with corresponding domain names.

```yaml
infra_portal:                     # infra services exposed via portal


home         : { domain: h.pigsty }
grafana      : { domain: g.pigsty ,endpoint: “${admin_ip}:3000” ,websocket: true }
prometheus   : { domain: p.pigsty ,endpoint: “${admin_ip}:9090” }
alertmanager : { domain: a.pigsty ,endpoint: “${admin_ip}:9093” }
blackbox     : { endpoint: “${admin_ip}:9115” }
loki         : { endpoint: “${admin_ip}:3100” }




```

Each record contains three subsections: key as name, representing the component name, the external access domain, and the internal TCP port, respectively.
and the value contains domain, and endpoint,


	The name definition of the default record is fixed and referenced by other modules, so do not modify the default entry names.


	The domain is the domain name that should be used for external access to this upstream server. domain names will be added to Nginx SSL cert SAN.


	The endpoint is an internally reachable TCP port. and ${admin_ip} will be replaced with actual [admin_ip](#admin_ip) in runtime.


	If websocket is set to true, http protocol will be auto upgraded for ws connections.


	If scheme is given (http or https), it will be used as part of proxy_pass URL.






## REPO

This section is about local yum repo, which is used by all other modules.

Pigsty is installed on a meta node. Pigsty pulls up a localYum repo for the current environment to install RPM packages.

During initialization, Pigsty downloads all packages and their dependencies (specified by [repo_packages](#repo_packages)) from the Internet upstream repo (specified by [repo_upstream](#repo_upstream)) to [{{ nginx_home }}](#nginx_home) / [{{ repo_name }}](#repo_name)  (default is /www/pigsty). The total size of all dependent software is about 1GB or so.

When creating a localYum repo, Pigsty will skip the software download phase if the directory already exists and if there is a marker file named repo_complete in the dir.

If the download speed of some packages is too slow, you can set the download proxy to complete the first download by using the [proxy_env](#proxy_env) config entry or directly download the pre-packaged [offline package](/en/docs/deploy/software/offline).

The offline package is a zip archive of the {{ nginx_home }}/{{ repo_name }} dir pkg.tgz. During configure, if Pigsty finds the offline package /tmp/pkg.tgz, it will extract it to {{ nginx_home }}/{{ repo_name }}, skipping the software download step during installation.

The default offline package is based on CentOS 7.9.2011 x86_64; if you use a different OS, there may be RPM package conflict and dependency error problems; please refer to the FAQ to solve.

``yaml
repo_enabled: true                # create a yum repo on this infra node?
repo_home: /www                   # repo home dir, `/www by default
repo_name: pigsty                 # repo name, pigsty by default
repo_endpoint: http://${admin_ip}:80 # access point to this repo by domain or ip:port
repo_remove: true                 # remove existing upstream repo
repo_modules: node,infra,pgsql,redis # which repo modules are installed in repo_upstream
repo_upstream:                    # where to download #



	{ name: base           ,description: ‘EL 7 Base’         ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/os/$basearch/’                    , china: ‘https://mirrors.tuna.tsinghua.edu.cn/centos/$releasever/os/$basearch/’       , europe: ‘https://mirrors.xtom.de/centos/$releasever/os/$basearch/’           }}


	{ name: updates        ,description: ‘EL 7 Updates’      ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/updates/$basearch/’               , china: ‘https://mirrors.tuna.tsinghua.edu.cn/centos/$releasever/updates/$basearch/’  , europe: ‘https://mirrors.xtom.de/centos/$releasever/updates/$basearch/’      }}


	{ name: extras         ,description: ‘EL 7 Extras’       ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/extras/$basearch/’                , china: ‘https://mirrors.tuna.tsinghua.edu.cn/centos/$releasever/extras/$basearch/’   , europe: ‘https://mirrors.xtom.de/centos/$releasever/extras/$basearch/’       }}


	{ name: epel           ,description: ‘EL 7 EPEL’         ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://download.fedoraproject.org/pub/epel/$releasever/$basearch/’            , china: ‘https://mirrors.tuna.tsinghua.edu.cn/epel/$releasever/$basearch/’            , europe: ‘https://mirrors.xtom.de/epel/$releasever/$basearch/’                }}


	{ name: centos-sclo    ,description: ‘EL 7 SCLo’         ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/sclo/$basearch/sclo/’             , china: ‘https://mirrors.aliyun.com/centos/$releasever/sclo/$basearch/sclo/’          , europe: ‘https://mirrors.xtom.de/centos/$releasever/sclo/$basearch/sclo/’    }}


	{ name: centos-sclo-rh ,description: ‘EL 7 SCLo rh’      ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/sclo/$basearch/rh/’               , china: ‘https://mirrors.aliyun.com/centos/$releasever/sclo/$basearch/rh/’            , europe: ‘https://mirrors.xtom.de/centos/$releasever/sclo/$basearch/rh/’      }}


	{ name: baseos         ,description: ‘EL 8+ BaseOS’      ,module: node  ,releases: [  8,9] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/BaseOS/$basearch/os/’         , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/BaseOS/$basearch/os/’      , europe: ‘https://mirrors.xtom.de/rocky/$releasever/BaseOS/$basearch/os/’     }}


	{ name: appstream      ,description: ‘EL 8+ AppStream’   ,module: node  ,releases: [  8,9] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/AppStream/$basearch/os/’      , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/AppStream/$basearch/os/’   , europe: ‘https://mirrors.xtom.de/rocky/$releasever/AppStream/$basearch/os/’  }}


	{ name: extras         ,description: ‘EL 8+ Extras’      ,module: node  ,releases: [  8,9] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/extras/$basearch/os/’         , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/extras/$basearch/os/’      , europe: ‘https://mirrors.xtom.de/rocky/$releasever/extras/$basearch/os/’     }}


	{ name: epel           ,description: ‘EL 8+ EPEL’        ,module: node  ,releases: [  8,9] ,baseurl: { default: ‘http://download.fedoraproject.org/pub/epel/$releasever/Everything/$basearch/’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/epel/$releasever/Everything/$basearch/’ , europe: ‘https://mirrors.xtom.de/epel/$releasever/Everything/$basearch/’     }}


	{ name: powertools     ,description: ‘EL 8 PowerTools’   ,module: node  ,releases: [  8  ] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/PowerTools/$basearch/os/’     , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/PowerTools/$basearch/os/’  , europe: ‘https://mirrors.xtom.de/rocky/$releasever/PowerTools/$basearch/os/’ }}


	{ name: crb            ,description: ‘EL 9 CRB’          ,module: node  ,releases: [    9] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/CRB/$basearch/os/’            , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/CRB/$basearch/os/’         , europe: ‘https://mirrors.xtom.de/rocky/$releasever/CRB/$basearch/os/’        }}


	{ name: grafana        ,description: ‘Grafana’           ,module: infra ,releases: [7,8,9] ,baseurl: { default: ‘https://rpm.grafana.com’ }} #, china: ‘https://mirrors.tuna.tsinghua.edu.cn/grafana/yum/rpm’ }}


	{ name: prometheus     ,description: ‘Prometheus’        ,module: infra ,releases: [7,8,9] ,baseurl: { default: ‘https://packagecloud.io/prometheus-rpm/release/el/$releasever/$basearch’ }}


	{ name: nginx          ,description: ‘Nginx Repo’        ,module: infra ,releases: [7,8,9] ,baseurl: { default: ‘https://nginx.org/packages/centos/$releasever/$basearch/’                }}


	{ name: docker-ce      ,description: ‘Docker CE’         ,module: infra ,releases: [7,8,9] ,baseurl: { default: ‘https://download.docker.com/linux/centos/$releasever/$basearch/stable’                  , china: ‘https://mirrors.tuna.tsinghua.edu.cn/docker-ce/linux/centos/$releasever/$basearch/stable’           , europe: ‘https://mirrors.xtom.de/docker-ce/linux/centos/$releasever/$basearch/stable’       }}


	{ name: pgdg-common    ,description: ‘PostgreSQL Common’ ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/common/redhat/rhel-$releasever-$basearch’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/common/redhat/rhel-$releasever-$basearch’ , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/common/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg-extras    ,description: ‘PostgreSQL Extra’  ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/common/pgdg-rhel$releasever-extras/redhat/rhel-$releasever-$basearch’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/common/pgdg-rhel$releasever-extras/redhat/rhel-$releasever-$basearch’ , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/common/pgdg-rhel$releasever-extras/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg-el8fix    ,description: ‘PostgreSQL EL8FIX’ ,module: pgsql ,releases: [  8  ] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/common/pgdg-centos8-sysupdates/redhat/rhel-8-x86_64/’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/common/pgdg-centos8-sysupdates/redhat/rhel-8-x86_64/’ , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/common/pgdg-centos8-sysupdates/redhat/rhel-8-x86_64/’ }}


	{ name: pgdg12         ,description: ‘PostgreSQL 12’     ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/12/redhat/rhel-$releasever-$basearch’     , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/12/redhat/rhel-$releasever-$basearch’     , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/12/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg13         ,description: ‘PostgreSQL 13’     ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/13/redhat/rhel-$releasever-$basearch’     , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/13/redhat/rhel-$releasever-$basearch’     , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/13/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg14         ,description: ‘PostgreSQL 14’     ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/14/redhat/rhel-$releasever-$basearch’     , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/14/redhat/rhel-$releasever-$basearch’     , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/14/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg15         ,description: ‘PostgreSQL 15’     ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/15/redhat/rhel-$releasever-$basearch’     , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/15/redhat/rhel-$releasever-$basearch’     , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/15/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg16beta     ,description: ‘PostgreSQL 16 Beta’,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/testing/16/redhat/rhel-$releasever-$basearch’, china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/testing/16/redhat/rhel-$releasever-$basearch’ , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/testing/16/redhat/rhel-$releasever-$basearch’ }}


	{ name: timescaledb    ,description: ‘TimescaleDB’       ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://packagecloud.io/timescale/timescaledb/el/$releasever/$basearch’  }}


	{ name: citus          ,description: ‘Citus Community’   ,module: pgsql ,releases: [7    ] ,baseurl: { default: ‘https://repos.citusdata.com/community/el/$releasever/$basearch’          }}


	{ name: remi           ,description: ‘Remi Redis’        ,module: redis ,releases: [7,8,9] ,baseurl: { default: ‘http://rpms.remirepo.net/enterprise/$releasever/remi/$basearch/’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/remi/enterprise/$releasever/remi/$basearch/’ }}








	repo_packages:                    # which packages to be included
	
	grafana loki logcli promtail


	prometheus2 alertmanager pushgateway blackbox_exporter node_exporter redis_exporter


	nginx nginx_exporter wget createrepo_c sshpass mtail dnsmasq docker-ce docker-compose-plugin etcd


	ansible python3.11-jmespath python3 python3-pip python3-requests


	lz4 unzip bzip2 zlib yum dnf-utils pv jq git ncdu make patch bash lsof wget uuid tuned chrony perf flamegraph nvme-cli numactl grubby sysstat iotop htop modulemd-tools


	netcat socat rsync ftp lrzsz s3cmd net-tools tcpdump ipvsadm bind-utils telnet audit ca-certificates openssl openssh-clients readline vim-minimal haproxy redis


	postgresql15* citus_15* pglogical_15* wal2json_15* pg_repack_15* pgvector_15* timescaledb-2-postgresql-15* postgis33_15* timescaledb-tools passwordcheck_cracklib_15* pg_cron_15*


	postgresql14* citus_14* pglogical_14* wal2json_14* pg_repack_14* pgvector_14* timescaledb-2-postgresql-14* postgis33_14 postgis33_14-devel postgis33_14-utils passwordcheck_cracklib_14* pg_cron_14*


	postgresql13* citus_13* pglogical_13* wal2json_13* pg_repack_13* pgvector_13* timescaledb-2-postgresql-13* postgis33_13 postgis33_13-devel postgis33_13-utils passwordcheck_cracklib_13* pg_cron_13*


	postgresql12* citus_12* pglogical_12* wal2json_12* pg_repack_12* pgvector_12* timescaledb-2-postgresql-12* postgis33_12 postgis33_12-devel postgis33_12-utils passwordcheck_cracklib_12* pg_cron_12*


	postgresql16* # beta


	patroni patroni-etcd pgbouncer pgbadger pgbackrest tail_n_mail pgloader pg_activity libuser openldap-compat annobin gcc-plugin-annobin


	orafce_15* mysqlcompat_15 mongo_fdw_15* tds_fdw_15* mysql_fdw_15 hdfs_fdw_15 sqlite_fdw_15 pgbouncer_fdw_15 multicorn2_15* sequential_uuids_15


	powa_15* pg_stat_kcache_15* pg_stat_monitor_15* pg_qualstats_15 pg_track_settings_15 pg_wait_sampling_15 system_stats_15 logerrors_15 pg_top_15


	plprofiler_15* plproxy_15 plsh_15* pldebugger_15 plpgsql_check_15*  pgtt_15 pgq_15* pgsql_tweaks_15 count_distinct_15 hypopg_15


	timestamp9_15* semver_15* prefix_15* rum_15 geoip_15 periods_15 ip4r_15 tdigest_15 hll_15 pgmp_15 extra_window_functions_15 topn_15


	pg_comparator_15 pg_ivm_15* pgsodium_15* pgfincore_15* ddlx_15 credcheck_15 safeupdate_15 pg_squeeze_15* passwordcheck_cracklib_15


	pg_fkpart_15 pg_jobmon_15 pg_partman_15 pg_permissions_15 pgaudit17_15 pgexportdoc_15 pgimportdoc_15 pg_statement_rollback_15*


	pg_background_15 e-maj_15 pg_catcheck_15 pg_prioritize_15 pgcopydb_15 pg_filedump_15 pgcryptokey_15






	repo_url_packages:                # extra packages from url
	
	https://github.com/Vonng/pg_exporter/releases/download/v0.5.0/pg_exporter-0.5.0.x86_64.rpm


	https://github.com/cybertec-postgresql/vip-manager/releases/download/v2.1.0/vip-manager_2.1.0_Linux_x86_64.rpm


	https://github.com/dalibo/pev2/releases/download/v1.8.0/index.html


	https://dl.min.io/server/minio/release/linux-amd64/archive/minio-20230518000536.0.0.x86_64.rpm


	https://dl.min.io/client/mc/release/linux-amd64/archive/mcli-20230518165900.0.0.x86_64.rpm


	https://rpmfind.net/linux/remi/enterprise/9/modular/x86_64/redis-7.0.11-1.el9.remi.x86_64.rpm








```

### repo_enabled

name: repo_enabled, type: bool, level: G/I

create a yum repo on this infra node? default value: true

If you have multiple infra nodes, you can disable yum repo on other standby nodes to reduce Internet traffic.

### repo_home

name: repo_home, type: path, level: G

repo home dir, /www by default

### repo_name

name: repo_name, type: string, level: G

repo name, pigsty by default, it is not wise to change this value

### repo_endpoint

name: repo_endpoint, type: url, level: G

access point to this repo by domain or ip:port

default value: http://${admin_ip}:80

### repo_remove

name: repo_remove, type: bool, level: G/A

remove existing upstream repo, default value: true

If you want to keep existing upstream repo, set this value to false.

### repo_modules

name: repo_modules, type: string, level: G/A

which repo modules are installed in repo_upstream, default value: node,infra,pgsql,redis

This is a comma separated value string, it is used to filter entries in [repo_upstream] with corresponding module field.

### repo_upstream

name: repo_upstream, type: upstream[], level: G

where to download upstream packages

default values:

```yaml
repo_upstream:                    # where to download #



	{ name: base           ,description: ‘EL 7 Base’         ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/os/$basearch/’                    , china: ‘https://mirrors.tuna.tsinghua.edu.cn/centos/$releasever/os/$basearch/’       , europe: ‘https://mirrors.xtom.de/centos/$releasever/os/$basearch/’           }}


	{ name: updates        ,description: ‘EL 7 Updates’      ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/updates/$basearch/’               , china: ‘https://mirrors.tuna.tsinghua.edu.cn/centos/$releasever/updates/$basearch/’  , europe: ‘https://mirrors.xtom.de/centos/$releasever/updates/$basearch/’      }}


	{ name: extras         ,description: ‘EL 7 Extras’       ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/extras/$basearch/’                , china: ‘https://mirrors.tuna.tsinghua.edu.cn/centos/$releasever/extras/$basearch/’   , europe: ‘https://mirrors.xtom.de/centos/$releasever/extras/$basearch/’       }}


	{ name: epel           ,description: ‘EL 7 EPEL’         ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://download.fedoraproject.org/pub/epel/$releasever/$basearch/’            , china: ‘https://mirrors.tuna.tsinghua.edu.cn/epel/$releasever/$basearch/’            , europe: ‘https://mirrors.xtom.de/epel/$releasever/$basearch/’                }}


	{ name: centos-sclo    ,description: ‘EL 7 SCLo’         ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/sclo/$basearch/sclo/’             , china: ‘https://mirrors.aliyun.com/centos/$releasever/sclo/$basearch/sclo/’          , europe: ‘https://mirrors.xtom.de/centos/$releasever/sclo/$basearch/sclo/’    }}


	{ name: centos-sclo-rh ,description: ‘EL 7 SCLo rh’      ,module: node  ,releases: [7    ] ,baseurl: { default: ‘http://mirror.centos.org/centos/$releasever/sclo/$basearch/rh/’               , china: ‘https://mirrors.aliyun.com/centos/$releasever/sclo/$basearch/rh/’            , europe: ‘https://mirrors.xtom.de/centos/$releasever/sclo/$basearch/rh/’      }}


	{ name: baseos         ,description: ‘EL 8+ BaseOS’      ,module: node  ,releases: [  8,9] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/BaseOS/$basearch/os/’         , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/BaseOS/$basearch/os/’      , europe: ‘https://mirrors.xtom.de/rocky/$releasever/BaseOS/$basearch/os/’     }}


	{ name: appstream      ,description: ‘EL 8+ AppStream’   ,module: node  ,releases: [  8,9] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/AppStream/$basearch/os/’      , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/AppStream/$basearch/os/’   , europe: ‘https://mirrors.xtom.de/rocky/$releasever/AppStream/$basearch/os/’  }}


	{ name: extras         ,description: ‘EL 8+ Extras’      ,module: node  ,releases: [  8,9] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/extras/$basearch/os/’         , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/extras/$basearch/os/’      , europe: ‘https://mirrors.xtom.de/rocky/$releasever/extras/$basearch/os/’     }}


	{ name: epel           ,description: ‘EL 8+ EPEL’        ,module: node  ,releases: [  8,9] ,baseurl: { default: ‘http://download.fedoraproject.org/pub/epel/$releasever/Everything/$basearch/’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/epel/$releasever/Everything/$basearch/’ , europe: ‘https://mirrors.xtom.de/epel/$releasever/Everything/$basearch/’     }}


	{ name: powertools     ,description: ‘EL 8 PowerTools’   ,module: node  ,releases: [  8  ] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/PowerTools/$basearch/os/’     , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/PowerTools/$basearch/os/’  , europe: ‘https://mirrors.xtom.de/rocky/$releasever/PowerTools/$basearch/os/’ }}


	{ name: crb            ,description: ‘EL 9 CRB’          ,module: node  ,releases: [    9] ,baseurl: { default: ‘https://dl.rockylinux.org/pub/rocky/$releasever/CRB/$basearch/os/’            , china: ‘https://mirrors.aliyun.com/rockylinux/$releasever/CRB/$basearch/os/’         , europe: ‘https://mirrors.xtom.de/rocky/$releasever/CRB/$basearch/os/’        }}


	{ name: grafana        ,description: ‘Grafana’           ,module: infra ,releases: [7,8,9] ,baseurl: { default: ‘https://rpm.grafana.com’ }} #, china: ‘https://mirrors.tuna.tsinghua.edu.cn/grafana/yum/rpm’ }}


	{ name: prometheus     ,description: ‘Prometheus’        ,module: infra ,releases: [7,8,9] ,baseurl: { default: ‘https://packagecloud.io/prometheus-rpm/release/el/$releasever/$basearch’ }}


	{ name: nginx          ,description: ‘Nginx Repo’        ,module: infra ,releases: [7,8,9] ,baseurl: { default: ‘https://nginx.org/packages/centos/$releasever/$basearch/’                }}


	{ name: docker-ce      ,description: ‘Docker CE’         ,module: infra ,releases: [7,8,9] ,baseurl: { default: ‘https://download.docker.com/linux/centos/$releasever/$basearch/stable’                  , china: ‘https://mirrors.tuna.tsinghua.edu.cn/docker-ce/linux/centos/$releasever/$basearch/stable’           , europe: ‘https://mirrors.xtom.de/docker-ce/linux/centos/$releasever/$basearch/stable’       }}


	{ name: pgdg-common    ,description: ‘PostgreSQL Common’ ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/common/redhat/rhel-$releasever-$basearch’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/common/redhat/rhel-$releasever-$basearch’ , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/common/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg-extras    ,description: ‘PostgreSQL Extra’  ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/common/pgdg-rhel$releasever-extras/redhat/rhel-$releasever-$basearch’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/common/pgdg-rhel$releasever-extras/redhat/rhel-$releasever-$basearch’ , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/common/pgdg-rhel$releasever-extras/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg-el8fix    ,description: ‘PostgreSQL EL8FIX’ ,module: pgsql ,releases: [  8  ] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/common/pgdg-centos8-sysupdates/redhat/rhel-8-x86_64/’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/common/pgdg-centos8-sysupdates/redhat/rhel-8-x86_64/’ , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/common/pgdg-centos8-sysupdates/redhat/rhel-8-x86_64/’ }}


	{ name: pgdg12         ,description: ‘PostgreSQL 12’     ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/12/redhat/rhel-$releasever-$basearch’     , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/12/redhat/rhel-$releasever-$basearch’     , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/12/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg13         ,description: ‘PostgreSQL 13’     ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/13/redhat/rhel-$releasever-$basearch’     , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/13/redhat/rhel-$releasever-$basearch’     , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/13/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg14         ,description: ‘PostgreSQL 14’     ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/14/redhat/rhel-$releasever-$basearch’     , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/14/redhat/rhel-$releasever-$basearch’     , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/14/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg15         ,description: ‘PostgreSQL 15’     ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/15/redhat/rhel-$releasever-$basearch’     , china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/15/redhat/rhel-$releasever-$basearch’     , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/15/redhat/rhel-$releasever-$basearch’ }}


	{ name: pgdg16beta     ,description: ‘PostgreSQL 16 Beta’,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://download.postgresql.org/pub/repos/yum/testing/16/redhat/rhel-$releasever-$basearch’, china: ‘https://mirrors.tuna.tsinghua.edu.cn/postgresql/repos/yum/testing/16/redhat/rhel-$releasever-$basearch’ , europe: ‘https://mirrors.xtom.de/postgresql/repos/yum/testing/16/redhat/rhel-$releasever-$basearch’ }}


	{ name: timescaledb    ,description: ‘TimescaleDB’       ,module: pgsql ,releases: [7,8,9] ,baseurl: { default: ‘https://packagecloud.io/timescale/timescaledb/el/$releasever/$basearch’  }}


	{ name: citus          ,description: ‘Citus Community’   ,module: pgsql ,releases: [7    ] ,baseurl: { default: ‘https://repos.citusdata.com/community/el/$releasever/$basearch’          }}


	{ name: remi           ,description: ‘Remi Redis’        ,module: redis ,releases: [7,8,9] ,baseurl: { default: ‘http://rpms.remirepo.net/enterprise/$releasever/remi/$basearch/’ , china: ‘https://mirrors.tuna.tsinghua.edu.cn/remi/enterprise/$releasever/remi/$basearch/’ }}







```

### repo_packages

name: repo_packages, type: string[], level: G

which packages to be included

default values:

```yaml
repo_packages:                    # which packages to be included



	grafana loki logcli promtail


	prometheus2 alertmanager pushgateway blackbox_exporter node_exporter redis_exporter


	nginx nginx_exporter wget createrepo_c sshpass mtail dnsmasq docker-ce docker-compose-plugin etcd


	ansible python3.11-jmespath python3 python3-pip python3-requests


	lz4 unzip bzip2 zlib yum dnf-utils pv jq git ncdu make patch bash lsof wget uuid tuned chrony perf flamegraph nvme-cli numactl grubby sysstat iotop htop modulemd-tools


	netcat socat rsync ftp lrzsz s3cmd net-tools tcpdump ipvsadm bind-utils telnet audit ca-certificates openssl openssh-clients readline vim-minimal haproxy redis


	postgresql15* citus_15* pglogical_15* wal2json_15* pg_repack_15* pgvector_15* timescaledb-2-postgresql-15* postgis33_15* timescaledb-tools passwordcheck_cracklib_15* pg_cron_15*


	postgresql14* citus_14* pglogical_14* wal2json_14* pg_repack_14* pgvector_14* timescaledb-2-postgresql-14* postgis33_14 postgis33_14-devel postgis33_14-utils passwordcheck_cracklib_14* pg_cron_14*


	postgresql13* citus_13* pglogical_13* wal2json_13* pg_repack_13* pgvector_13* timescaledb-2-postgresql-13* postgis33_13 postgis33_13-devel postgis33_13-utils passwordcheck_cracklib_13* pg_cron_13*


	postgresql12* citus_12* pglogical_12* wal2json_12* pg_repack_12* pgvector_12* timescaledb-2-postgresql-12* postgis33_12 postgis33_12-devel postgis33_12-utils passwordcheck_cracklib_12* pg_cron_12*


	postgresql16* # beta


	patroni patroni-etcd pgbouncer pgbadger pgbackrest tail_n_mail pgloader pg_activity libuser openldap-compat annobin gcc-plugin-annobin


	orafce_15* mysqlcompat_15 mongo_fdw_15* tds_fdw_15* mysql_fdw_15 hdfs_fdw_15 sqlite_fdw_15 pgbouncer_fdw_15 multicorn2_15* sequential_uuids_15


	powa_15* pg_stat_kcache_15* pg_stat_monitor_15* pg_qualstats_15 pg_track_settings_15 pg_wait_sampling_15 system_stats_15 logerrors_15 pg_top_15


	plprofiler_15* plproxy_15 plsh_15* pldebugger_15 plpgsql_check_15*  pgtt_15 pgq_15* pgsql_tweaks_15 count_distinct_15 hypopg_15


	timestamp9_15* semver_15* prefix_15* rum_15 geoip_15 periods_15 ip4r_15 tdigest_15 hll_15 pgmp_15 extra_window_functions_15 topn_15


	pg_comparator_15 pg_ivm_15* pgsodium_15* pgfincore_15* ddlx_15 credcheck_15 safeupdate_15 pg_squeeze_15* passwordcheck_cracklib_15


	pg_fkpart_15 pg_jobmon_15 pg_partman_15 pg_permissions_15 pgaudit17_15 pgexportdoc_15 pgimportdoc_15 pg_statement_rollback_15*


	pg_background_15 e-maj_15 pg_catcheck_15 pg_prioritize_15 pgcopydb_15 pg_filedump_15 pgcryptokey_15







```

Each line is a set of package names separated by spaces, where the specified software will be downloaded via repotrack.

EL7, 8, 9 packages are slightly different, here are some ad hoc packages:


	EL7:  docker-compose citus112_15*


	EL8:  modulemd-tools python3.11-jmespath haproxy redis docker-compose-plugin  citus_15* flamegraph


	EL9:  modulemd-tools python3.11-jmespath  haproxy redis docker-compose-plugin citus_15* flamegraph libuser openldap-compat annobin gcc-plugin-annobin




### repo_url_packages

name: repo_url_packages, type: string[], level: G

extra packages from url

default value:

```yaml
repo_url_packages:                # extra packages from url



	https://github.com/Vonng/pg_exporter/releases/download/v0.5.0/pg_exporter-0.5.0.x86_64.rpm


	https://github.com/cybertec-postgresql/vip-manager/releases/download/v2.1.0/vip-manager_2.1.0_Linux_x86_64.rpm


	https://github.com/dalibo/pev2/releases/download/v1.8.0/index.html


	https://dl.min.io/server/minio/release/linux-amd64/archive/minio-20230518000536.0.0.x86_64.rpm


	https://dl.min.io/client/mc/release/linux-amd64/archive/mcli-20230518165900.0.0.x86_64.rpm


	https://rpmfind.net/linux/remi/enterprise/9/modular/x86_64/redis-7.0.11-1.el9.remi.x86_64.rpm







```

Currently, these packages are downloaded via url rather than upstream yum repo


	pg_exporter: Required, core components of the monitor system.


	vip-manager: Required, package required to enable L2 VIP for managing VIP.


	pev2: Optional, PostgreSQL execution plan visualization


	minio/mcli: Optional, Setup minio clusters for PostgreSQL backup cente


	redis: Optional




haproxy.el7 is missing in official rpm

`bash
- https://github.com/philyuchkoff/HAProxy-2-RPM-builder/releases/download/2.7.6/haproxy-2.7.6-1.el7.x86_64.rpm # haproxy.el7
`



## INFRA_PACKAGE

These packages are installed on infra nodes only, including common rpm pacakges, and pip packages.

```yaml
infra_packages:                   # packages to be installed on infra nodes



	grafana,loki,prometheus2,alertmanager,pushgateway,blackbox_exporter,nginx_exporter,redis_exporter,pg_exporter


	nginx,ansible,python3-requests,redis,mcli,logcli,postgresql15







infra_packages_pip: ‘’            # pip installed packages for infra nodes
```

### infra_packages

name: infra_packages, type: string[], level: G

packages to be installed on infra nodes

default value:

```yaml
infra_packages:                   # packages to be installed on infra nodes



	grafana,loki,prometheus2,alertmanager,pushgateway,blackbox_exporter,nginx_exporter,redis_exporter,pg_exporter


	nginx,ansible,python3-requests,redis,mcli,logcli,postgresql15







```

### infra_packages_pip

name: infra_packages_pip, type: string, level: G

pip installed packages for infra nodes, default value is empty string



## NGINX

Pigsty exposes all Web services through Nginx: Home Page, Grafana, Prometheus, AlertManager, etc…,
and other optional tools such as PGWe, Jupyter Lab, Pgadmin, Bytebase ,and other static resource & report such as pev, schemaspy & pgbadger

This nginx also serves as a local yum repo.

``yaml
nginx_enabled: true               # enable nginx on this infra node?
nginx_sslmode: enable             # nginx ssl mode? disable,enable,enforce
nginx_home: /www                  # nginx content dir, `/www by default
nginx_port: 80                    # nginx listen port, 80 by default
nginx_ssl_port: 443               # nginx ssl listen port, 443 by default
nginx_navbar:                     # nginx index page navigation links



	{ name: CA Cert ,url: ‘/ca.crt’   ,desc: ‘pigsty self-signed ca.crt’   }


	{ name: Package ,url: ‘/pigsty’   ,desc: ‘local yum repo packages’     }


	{ name: PG Logs ,url: ‘/logs’     ,desc: ‘postgres raw csv logs’       }


	{ name: Reports ,url: ‘/report’   ,desc: ‘pgbadger summary report’     }


	{ name: Explain ,url: ‘/pigsty/pev.html’ ,desc: ‘postgres explain visualizer’ }




```




### nginx_enabled

name: nginx_enabled, type: bool, level: G/I

enable nginx on this infra node? default value: true

### nginx_sslmode

name: nginx_sslmode, type: enum, level: G

nginx ssl mode? disable,enable,enforce

default value: enable


	disable: listen on default port only


	enable: serve both http / https requests


	enforce: all links are rendered as https://




### nginx_home

name: nginx_home, type: path, level: G

nginx content dir, /www by default

Nginx root directory which contains static resource and repo resource. It’s wise to set this value same as [repo_home](#repo_home) so that local repo content is automatically served.

### nginx_port

name: nginx_port, type: port, level: G

nginx listen port, 80 by default

### nginx_ssl_port

name: nginx_ssl_port, type: port, level: G

nginx ssl listen port, 443 by default

### nginx_navbar

name: nginx_navbar, type: index[], level: G

nginx index page navigation links

default value:

```yaml
nginx_navbar:                     # nginx index page navigation links



	{ name: CA Cert ,url: ‘/ca.crt’   ,desc: ‘pigsty self-signed ca.crt’   }


	{ name: Package ,url: ‘/pigsty’   ,desc: ‘local yum repo packages’     }


	{ name: PG Logs ,url: ‘/logs’     ,desc: ‘postgres raw csv logs’       }


	{ name: Reports ,url: ‘/report’   ,desc: ‘pgbadger summary report’     }


	{ name: Explain ,url: ‘/pigsty/pev.html’ ,desc: ‘postgres explain visualizer’ }







```

Each record is rendered as a navigation link to the Pigsty home page App drop-down menu, and the apps are all optional, mounted by default on the Pigsty default server under http://pigsty/.

The url parameter specifies the URL PATH for the app, with the exception that if the ${grafana} string is present in the URL, it will be automatically replaced with the Grafana domain name defined in [infra_portal](#infra_portal).



## DNS

You can set a default DNSMASQ server on infra nodes to serve DNS inquiry.

All records on infra node’s  /etc/hosts.d/* will be resolved.

You have to add nameserver {{ admin_ip }} to your /etc/resolv to use this dns server

For pigsty managed node, the default “${admin_ip}” in [node_dns_servers](#node_dns_servers) will do the trick.

```yaml
dns_enabled: true                 # setup dnsmasq on this infra node?
dns_port: 53                      # dns server listen port, 53 by default
dns_records:                      # dynamic dns records resolved by dnsmasq



	“${admin_ip} h.pigsty a.pigsty p.pigsty g.pigsty”


	“${admin_ip} api.pigsty adm.pigsty cli.pigsty ddl.pigsty lab.pigsty git.pigsty sss.pigsty wiki.pigsty”







```

### dns_enabled

name: dns_enabled, type: bool, level: G/I

setup dnsmasq on this infra node? default value: true

### dns_port

name: dns_port, type: port, level: G

dns server listen port, 53 by default

### dns_records

name: dns_records, type: string[], level: G

dynamic dns records resolved by dnsmasq, Some auxiliary domain names will be written to /etc/hosts.d/default by default

```yaml
dns_records:                      # dynamic dns records resolved by dnsmasq



	“${admin_ip} h.pigsty a.pigsty p.pigsty g.pigsty”


	“${admin_ip} api.pigsty adm.pigsty cli.pigsty ddl.pigsty lab.pigsty git.pigsty sss.pigsty wiki.pigsty”







```



## PROMETHEUS

Prometheus is used as time-series database for metrics scrape, storage & analysis.

`yaml
prometheus_enabled: true          # enable prometheus on this infra node?
prometheus_clean: true            # clean prometheus data during init?
prometheus_data: /data/prometheus # prometheus data dir, `/data/prometheus` by default
prometheus_sd_interval: 5s        # prometheus target refresh interval, 5s by default
prometheus_scrape_interval: 10s   # prometheus scrape & eval interval, 10s by default
prometheus_scrape_timeout: 8s     # prometheus global scrape timeout, 8s by default
prometheus_options: '--storage.tsdb.retention.time=15d' # prometheus extra server options
pushgateway_enabled: true         # setup pushgateway on this infra node?
pushgateway_options: '--persistence.interval=1m' # pushgateway extra server options
blackbox_enabled: true            # setup blackbox_exporter on this infra node?
blackbox_options: ''              # blackbox_exporter extra server options
alertmanager_enabled: true        # setup alertmanager on this infra node?
alertmanager_options: ''          # alertmanager extra server options
exporter_metrics_path: /metrics   # exporter metric path, `/metrics` by default
exporter_install: none            # how to install exporter? none,yum,binary
exporter_repo_url: ''             # exporter repo file url if install exporter via yum
`

### prometheus_enabled

name: prometheus_enabled, type: bool, level: G/I

enable prometheus on this infra node?

default value: true

### prometheus_clean

name: prometheus_clean, type: bool, level: G/A

clean prometheus data during init? default value: true

### prometheus_data

name: prometheus_data, type: path, level: G

prometheus data dir, /data/prometheus by default

### prometheus_sd_interval

name: prometheus_sd_interval, type: interval, level: G

prometheus target refresh interval, 5s by default

### prometheus_scrape_interval

name: prometheus_scrape_interval, type: interval, level: G

prometheus scrape & eval interval, 10s by default

### prometheus_scrape_timeout

name: prometheus_scrape_timeout, type: interval, level: G

prometheus global scrape timeout, 8s by default

DO NOT set this larger than [prometheus_scrape_interval](#prometheus_scrape_interval)

### prometheus_options

name: prometheus_options, type: arg, level: G

prometheus extra server options

default value: –storage.tsdb.retention.time=15d

Extra cli args for prometheus server, the default value will set up a 15-day data retention to limit disk usage.

### pushgateway_enabled

name: pushgateway_enabled, type: bool, level: G/I

setup pushgateway on this infra node? default value: true

### pushgateway_options

name: pushgateway_options, type: arg, level: G

pushgateway extra server options, default value: –persistence.interval=1m

### blackbox_enabled

name: blackbox_enabled, type: bool, level: G/I

setup blackbox_exporter on this infra node? default value: true

### blackbox_options

name: blackbox_options, type: arg, level: G

blackbox_exporter extra server options, default value is empty string

### alertmanager_enabled

name: alertmanager_enabled, type: bool, level: G/I

setup alertmanager on this infra node? default value: true

### alertmanager_options

name: alertmanager_options, type: arg, level: G

alertmanager extra server options, default value is empty string

### exporter_metrics_path

name: exporter_metrics_path, type: path, level: G

exporter metric path, /metrics by default

### exporter_install

name: exporter_install, type: enum, level: G

how to install exporter? none,yum,binary

default value: none

Specify how to install Exporter:


	none: No installation, (by default, the Exporter has been previously installed by the [node.pkgs](#node_default_packages) task)


	yum: Install using yum (if yum installation is enabled, run yum to install [node_exporter](#node_exporter) and [pg_exporter](#pg_exporter) before deploying Exporter)


	binary: Install using a copy binary (copy [node_exporter](#node_exporter) and [pg_exporter](#pg_exporter) binary directly from the meta node, not recommended)




When installing with yum, if exporter_repo_url is specified (not empty), the installation will first install the REPO file under that URL into /etc/yum.repos.d. This feature allows you to install Exporter directly without initializing the node infrastructure.
It is not recommended for regular users to use binary installation. This mode is usually used for emergency troubleshooting and temporary problem fixes.

`bash
<meta>:<pigsty>/files/node_exporter ->  <target>:/usr/bin/node_exporter
<meta>:<pigsty>/files/pg_exporter   ->  <target>:/usr/bin/pg_exporter
`

### exporter_repo_url

name: exporter_repo_url, type: url, level: G

exporter repo file url if install exporter via yum

default value is empty string

Default is empty; when [exporter_install](#exporter_install) is yum, the repo specified by this parameter will be added to the node source list.



## GRAFANA

Grafana is the visualization platform for Pigsty’s monitoring system.

It can also be used as a low code data visualization environment

``yaml
grafana_enabled: true             # enable grafana on this infra node?
grafana_clean: true               # clean grafana data during init?
grafana_admin_username: admin     # grafana admin username, `admin by default
grafana_admin_password: pigsty    # grafana admin password, pigsty by default
grafana_plugin_cache: /www/pigsty/plugins.tgz # path to grafana plugins cache tarball
grafana_plugin_list:              # grafana plugins to be downloaded with grafana-cli



	volkovlabs-echarts-panel


	volkovlabs-image-panel


	volkovlabs-form-panel


	volkovlabs-grapi-datasource


	marcusolsson-dynamictext-panel


	marcusolsson-treemap-panel


	marcusolsson-calendar-panel


	marcusolsson-static-datasource







loki_enabled: true                # enable loki on this infra node?
loki_clean: false                 # whether remove existing loki data?
loki_data: /data/loki             # loki data dir, /data/loki by default
loki_retention: 15d               # loki log retention period, 15d by default
```

### grafana_enabled

name: grafana_enabled, type: bool, level: G/I

enable grafana on this infra node? default value: true

### grafana_clean

name: grafana_clean, type: bool, level: G/A

clean grafana data during init? default value: true

### grafana_admin_username

name: grafana_admin_username, type: username, level: G

grafana admin username, admin by default

### grafana_admin_password

name: grafana_admin_password, type: password, level: G

grafana admin password, pigsty by default

default value: pigsty

!> WARNING: Change this to a strong password before deploying to production environment

### grafana_plugin_cache

name: grafana_plugin_cache, type: path, level: G

path to grafana plugins cache tarball

default value: /www/pigsty/plugins.tgz

If that cache exists, pigsty use that instead of downloading plugins from the Internet

### grafana_plugin_list

name: grafana_plugin_list, type: string[], level: G

grafana plugins to be downloaded with grafana-cli

default value:

```yaml
grafana_plugin_list:              # grafana plugins to be downloaded with grafana-cli



	volkovlabs-echarts-panel


	volkovlabs-image-panel


	volkovlabs-form-panel


	volkovlabs-grapi-datasource


	marcusolsson-dynamictext-panel


	marcusolsson-treemap-panel


	marcusolsson-calendar-panel


	marcusolsson-static-datasource







```

Which will install echarts panel & treemap panel for grafana



## LOKI

### loki_enabled

name: loki_enabled, type: bool, level: G/I

enable loki on this infra node? default value: true

### loki_clean

name: loki_clean, type: bool, level: G/A

whether remove existing loki data? default value: false

### loki_data

name: loki_data, type: path, level: G

loki data dir, default value: /data/loki

### loki_retention

name: loki_retention, type: interval, level: G

loki log retention period, 15d by default



# NODE

Node module are tuning target nodes into desired state and take it into the Pigsty monitor system.



## NODE_ID

Each node has identity parameters that are configured through the parameters in <cluster>.hosts and <cluster>.vars.

Pigsty uses IP as a unique identifier for database nodes. This IP must be the IP that the database instance listens to and serves externally, But it would be inappropriate to use a public IP address!

This is very important. The IP is the inventory_hostname of the host in the inventory, which is reflected as the key in the <cluster>.hosts object.

You can use ansible_* parameters to overwrite ssh behavior, e.g. connect via domain name / alias, but the primary IPv4 is still the core identity of the node.

[nodename](#nodename) and [node_cluster](#node_cluster) are not mandatory; [nodename](#nodename) will use the node’s current hostname by default, while [node_cluster](#node_cluster) will use the fixed default value: nodes.

If [node_id_from_pg](#node_id_from_pg) is enabled, the node will borrow [PGSQL](PGSQL) [identity](#pg_id) and use it as Node’s identity, i.e. [node_cluster](#node_cluster) is set to [pg_cluster](#pg_cluster) if applicable, and [nodename](#nodename) is set to ${pg_cluster}-${pg_seq}. If [nodename_overwrite](#nodename_overwrite) is enabled, node’s hostname will be overwritten by [nodename](#nodename)

Pigsty labels a node with identity parameters in the monitoring system. Which maps nodename to ins, and node_cluster into cls.


Name               |   Type   | Level | Necessity    | Comment               |



|:-------------------------------:|:——–:|:-----:|————–|-----------------------|
|      inventory_hostname       |   ip   | - | Required | Node IP           |
|     [nodename](#nodename)     | string | I | Optional     | Node Name         |
| [node_cluster](#node_cluster) | string | C | Optional     | Node cluster name |

The following cluster config declares a three-node node cluster:

```yaml
node-test:



	hosts:
	10.10.10.11: { nodename: node-test-1 }
10.10.10.12: { nodename: node-test-2 }
10.10.10.13: { nodename: node-test-3 }



	vars:
	node_cluster: node-test








```

Default values:

`yaml
#nodename:           # [INSTANCE] # node instance identity, use hostname if missing, optional
node_cluster: nodes   # [CLUSTER] # node cluster identity, use 'nodes' if missing, optional
nodename_overwrite: true          # overwrite node's hostname with nodename?
nodename_exchange: false          # exchange nodename among play hosts?
node_id_from_pg: true             # use postgres identity as node identity if applicable?
`

### nodename

name: nodename, type: string, level: I

node instance identity, use hostname if missing, optional

no default value, Null or empty string means nodename will be set to node’s current hostname.

If [node_id_from_pg](#node_id_from_pg) is true, [nodename](#nodename) will try to use ${pg_cluster}-${pg_seq} first, if PGSQL is not defined on this node, it will fall back to default HOSTNAME.

If [nodename_overwrite](#nodename_overwrite) is true, the node name will also be used as the HOSTNAME.

### node_cluster

name: node_cluster, type: string, level: C

node cluster identity, use ‘nodes’ if missing, optional

default values: nodes

If [node_id_from_pg](#node_id_from_pg) is true, [node_cluster](#nodename) will try to use ${pg_cluster}-${pg_seq} first, if PGSQL is not defined on this node, it will fall back to default HOSTNAME.

If [nodename_overwrite](#nodename_overwrite) is true, the node name will also be used as the HOSTNAME.

### nodename_overwrite

name: nodename_overwrite, type: bool, level: C

overwrite node’s hostname with nodename?

default value is true, a non-empty node name [nodename](#nodename) will override the hostname of the current node.

No changes are made to the hostname if the [nodename](#nodename) parameter is undefined, empty, or an empty string.

### nodename_exchange

name: nodename_exchange, type: bool, level: C

exchange nodename among play hosts?

default value is false

When this parameter is enabled, node names are exchanged between the same group of nodes executing the node.yml playbook, written to /etc/hosts.

### node_id_from_pg

name: node_id_from_pg, type: bool, level: C

use postgres identity as node identity if applicable?

default value is true

Boworrow PostgreSQL cluster & instance identity if application.

It’s useful to use same identity for postgres & node if there’s a 1:1 relationship



## NODE_DNS

Pigsty configs static DNS records and dynamic DNS resolver for nodes.

If you already have a DNS server, set [node_dns_method](#node_dns_method) to none to disable dynamic DNS setup.

``yaml
node_default_etc_hosts:           # static dns records in `/etc/hosts



	“${admin_ip} h.pigsty a.pigsty p.pigsty g.pigsty”







node_etc_hosts: []                # extra static dns records in /etc/hosts
node_dns_method: add              # how to handle dns servers: add,none,overwrite
node_dns_servers: [‘${admin_ip}’] # dynamic nameserver in /etc/resolv.conf
node_dns_options:                 # dns resolv options in /etc/resolv.conf



	options single-request-reopen timeout:1







```

### node_default_etc_hosts

name: node_default_etc_hosts, type: string[], level: G

static dns records in /etc/hosts

default value:

`yaml
["${admin_ip} h.pigsty a.pigsty p.pigsty g.pigsty"]
`

[node_default_etc_hosts](#node_default_etc_hosts) is an array. Each element is a DNS record with format <ip> <name>.

It is used for global static DNS records. You can use [node_etc_hosts](#node_etc_hosts) for ad hoc records for each cluster.

Make sure to write a DNS record like 10.10.10.10 h.pigsty a.pigsty p.pigsty g.pigsty to /etc/hosts to ensure that the local yum repo can be accessed using the domain name before the DNS Nameserver starts.

### node_etc_hosts

name: node_etc_hosts, type: string[], level: C

extra static dns records in /etc/hosts

default values: []

Same as [node_default_etc_hosts](#node_default_etc_hosts), but in addition to it.

### node_dns_method

name: node_dns_method, type: enum, level: C

how to handle dns servers: add,none,overwrite

default values: add


	add: Append the records in [node_dns_servers](#node_dns_servers) to /etc/resolv.conf and keep the existing DNS servers. (default)


	overwrite: Overwrite /etc/resolv.conf with the record in [node_dns_servers](#node_dns_servers)


	none: If a DNS server is provided in the production env, the DNS server config can be skipped.




### node_dns_servers

name: node_dns_servers, type: string[], level: C

dynamic nameserver in /etc/resolv.conf

default values: [“${admin_ip}”] , the default nameserver on admin node will be added to /etc/resolv.conf as the first nameserver.

### node_dns_options

name: node_dns_options, type: string[], level: C

dns resolv options in /etc/resolv.conf

default value:

`yaml
["options single-request-reopen timeout:1"]
`



## NODE_PACKAGE

This section is about upstream yum repos & packages to be installed.

```yaml
node_repo_method: local           # how to setup node repo: none,local,public,both
node_repo_remove: true            # remove existing repo on node?
node_repo_local_urls:             # local repo url, if node_repo_method = local,both



	http://${admin_ip}/pigsty.repo







node_packages: [ ]                # packages to be installed current nodes
node_default_packages:            # default packages to be installed on all nodes



	lz4,unzip,bzip2,zlib,yum,pv,jq,git,ncdu,make,patch,bash,lsof,wget,uuid,tuned,chrony,nvme-cli,numactl,grubby,sysstat,iotop,htop,yum,yum-utils


	wget,netcat,socat,rsync,ftp,lrzsz,s3cmd,net-tools,tcpdump,ipvsadm,bind-utils,telnet,dnsmasq,audit,ca-certificates,openssl,openssh-clients,readline,vim-minimal


	node_exporter,etcd,mtail,python3,python3-pip,python3-idna,python3-requests,haproxy







```

### node_repo_method

name: node_repo_method, type: enum, level: C/A

how to setup node repo: none, local, public, both, default values: local

Which repos are added to /etc/yum.repos.d on target nodes ?


	local: Use the local yum repo on the admin node, default behavior.


	public: Add public upstream repo directly to the target nodes, use this if you have Internet access.


	both: Add both local repo and public repo. Useful when some rpm are missing


	none: do not add any repo to target nodes.




### node_repo_remove

name: node_repo_remove, type: bool, level: C/A

remove existing repo on node?

default value is true, and thus Pigsty will move existing repo file in /etc/yum.repos.d to a backup dir: /etc/yum.repos.d/backup before adding upstream repos

### node_repo_local_urls

name: node_repo_local_urls, type: string[], level: C

local repo url, if node_repo_method = local

default values: [“http://${admin_ip}/pigsty.repo”]

When [node_repo_method](#node_repo_method) = local, the Repo file URLs listed here will be downloaded to /etc/yum.repos.d.

### node_packages

name: node_packages, type: string[], level: C

packages to be installed current nodes

default values: []

Like [node_packages_default](#node_default_packages), but in addition to it. designed for overwriting in cluster/instance level.

### node_default_packages

name: node_default_packages, type: string[], level: G

default packages to be installed on all nodes

default value:

```yaml
node_default_packages:            # default packages to be installed on all nodes



	lz4,unzip,bzip2,zlib,yum,pv,jq,git,ncdu,make,patch,bash,lsof,wget,uuid,tuned,chrony,nvme-cli,numactl,grubby,sysstat,iotop,htop,yum,yum-utils


	wget,netcat,socat,rsync,ftp,lrzsz,s3cmd,net-tools,tcpdump,ipvsadm,bind-utils,telnet,dnsmasq,audit,ca-certificates,openssl,openssh-clients,readline,vim-minimal


	node_exporter,etcd,mtail,python3,python3-pip,python3-idna,python3-requests,haproxy







```



## NODE_TUNE

Configure tuned templates, features, kernel modules, sysctl params on node.

`yaml
node_disable_firewall: true       # disable node firewall? true by default
node_disable_selinux: true        # disable node selinux? true by default
node_disable_numa: false          # disable node numa, reboot required
node_disable_swap: false          # disable node swap, use with caution
node_static_network: true         # preserve dns resolver settings after reboot
node_disk_prefetch: false         # setup disk prefetch on HDD to increase performance
node_kernel_modules: [ softdog, br_netfilter, ip_vs, ip_vs_rr, ip_vs_wrr, ip_vs_sh ]
node_hugepage_count: 0            # number of 2MB hugepage, take precedence over ratio
node_hugepage_ratio: 0            # node mem hugepage ratio, 0 disable it by default
node_overcommit_ratio: 0          # node mem overcommit ratio, 0 disable it by default
node_tune: oltp                   # node tuned profile: none,oltp,olap,crit,tiny
node_sysctl_params: { }           # sysctl parameters in k:v format in addition to tuned
`

### node_disable_firewall

name: node_disable_firewall, type: bool, level: C

disable node firewall? true by default

default value is true

### node_disable_selinux

name: node_disable_selinux, type: bool, level: C

disable node selinux? true by default

default value is true

### node_disable_numa

name: node_disable_numa, type: bool, level: C

disable node numa, reboot required

default value is false

Boolean flag, default is not off. Note that turning off NUMA requires a reboot of the machine before it can take effect!

If you don’t know how to set the CPU affinity, it is recommended to turn off NUMA.

### node_disable_swap

name: node_disable_swap, type: bool, level: C

disable node swap, use with caution

default value is false

But turning off SWAP is not recommended. But SWAP should be disabled when your node is used for a Kubernetes deployment.

If there is enough memory and the database is deployed exclusively. it may slightly improve performance

### node_static_network

name: node_static_network, type: bool, level: C

preserve dns resolver settings after reboot, default value is true

Enabling static networking means that machine reboots will not overwrite your DNS Resolv config with NIC changes. It is recommended to enable it in production environment.

### node_disk_prefetch

name: node_disk_prefetch, type: bool, level: C

setup disk prefetch on HDD to increase performance

default value is false, Consider enable this when using HDD.

### node_kernel_modules

name: node_kernel_modules, type: string[], level: C

kernel modules to be enabled on this node

default value:

`yaml
node_kernel_modules: [ softdog, br_netfilter, ip_vs, ip_vs_rr, ip_vs_wrr, ip_vs_sh ]
`

An array consisting of kernel module names declaring the kernel modules that need to be installed on the node.

### node_hugepage_count

name: node_hugepage_count, type: int, level: C

number of 2MB hugepage, take precedence over ratio, 0 by default

Take precedence over [node_hugepage_ratio](#node_hugepage_ratio). If a non-zero value is given, it will be written to /etc/sysctl.d/hugepage.conf

If node_hugepage_count and node_hugepage_ratio are both 0 (default), hugepage will be disabled at all.

Negative value will not work, and number higher than 90% node mem will be ceil to 90% of node mem.

It should slightly larger than [pg_shared_buffer_ratio](#pg_shared_buffer_ratio), if not zero.

### node_hugepage_ratio

name: node_hugepage_ratio, type: float, level: C

node mem hugepage ratio, 0 disable it by default, valid range: 0 ~ 0.40

default values: 0, which will set vm.nr_hugepages=0 and not use HugePage at all.

Percent of this memory will be allocated as HugePage, and reserved for PostgreSQL.

It should be equal or slightly larger than [pg_shared_buffer_ratio](#pg_shared_buffer_ratio), if not zero.

For example, if you have default 25% mem for postgres shard buffers, you can set this value to 27 ~ 30.  Wasted hugepage can be reclaimed later with /pg/bin/pg-tune-hugepage

### node_overcommit_ratio

name: node_overcommit_ratio, type: int, level: C

node mem overcommit ratio, 0 disable it by default. this is an integer from 0 to 100+ .

default values: 0, which will set vm.overcommit_memory=0, otherwise vm.overcommit_memory=2 will be used,
and this value will be used as vm.overcommit_ratio.

It is recommended to set use a vm.overcommit_ratio on dedicated pgsql nodes. e.g. 50 ~ 100.

### node_tune

name: node_tune, type: enum, level: C

node tuned profile: none,oltp,olap,crit,tiny

default values: oltp


	tiny: Micro Virtual Machine (1 ~ 3 Core, 1 ~ 8 GB Mem)


	oltp: Regular OLTP templates with optimized latency


	`olap `: Regular OLAP templates to optimize throughput


	crit: Core financial business templates, optimizing the number of dirty pages




Usually, the database tuning template [pg_conf](#pg_conf) should be paired with the node tuning template: [node_tune](#node_tune)

### node_sysctl_params

name: node_sysctl_params, type: dict, level: C

sysctl parameters in k:v format in addition to tuned

default values: {}

Dictionary K-V structure, Key is kernel sysctl parameter name, Value is the parameter value.

You can also define sysctl parameters with tuned profile



## NODE_ADMIN

This section is about admin users and it’s credentials.

`yaml
node_data: /data                  # node main data directory, `/data` by default
node_admin_enabled: true          # create a admin user on target node?
node_admin_uid: 88                # uid and gid for node admin user
node_admin_username: dba          # name of node admin user, `dba` by default
node_admin_ssh_exchange: true     # exchange admin ssh key among node cluster
node_admin_pk_current: true       # add current user's ssh pk to admin authorized_keys
node_admin_pk_list: []            # ssh public keys to be added to admin user
`

### node_data

name: node_data, type: path, level: C

node main data directory, /data by default

default values: /data

If specified, this path will be used as major data disk mountpoint. And a dir will be created and throwing a warning if path not exists.

The data dir is owned by root with mode 0777.

### node_admin_enabled

name: node_admin_enabled, type: bool, level: C

create a admin user on target node?

default value is true


	Create an admin user on each node (password-free sudo and ssh), an admin user named dba (uid=88) will be created by default,
	which can access other nodes in the env and perform sudo from the meta node via SSH password-free.





### node_admin_uid

name: node_admin_uid, type: int, level: C

uid and gid for node admin user

default values: 88

### node_admin_username

name: node_admin_username, type: username, level: C

name of node admin user, dba by default

default values: dba

### node_admin_ssh_exchange

name: node_admin_ssh_exchange, type: bool, level: C

exchange admin ssh key among node cluster

default value is true

When enabled, Pigsty will exchange SSH public keys between members during playbook execution, allowing admins [node_admin_username](#node_admin_username) to access each other from different nodes.

### node_admin_pk_current

name: node_admin_pk_current, type: bool, level: C

add current user’s ssh pk to admin authorized_keys

default value is true

When enabled, on the current node, the SSH public key (~/.ssh/id_rsa.pub) of the current user is copied to the authorized_keys of the target node admin user.

When deploying in a production env, be sure to pay attention to this parameter, which installs the default public key of the user currently executing the command to the admin user of all machines.

### node_admin_pk_list

name: node_admin_pk_list, type: string[], level: C

ssh public keys to be added to admin user

default values: []

Each element of the array is a string containing the key written to the admin user ~/.ssh/authorized_keys, and the user with the corresponding private key can log in as an admin user.

When deploying in production envs, be sure to note this parameter and add only trusted keys to this list.



## NODE_TIME

``yaml
node_timezone: ‘’                 # setup node timezone, empty string to skip
node_ntp_enabled: true            # enable chronyd time sync service?
node_ntp_servers:                 # ntp servers in `/etc/chrony.conf



	pool pool.ntp.org iburst







node_crontab_overwrite: true      # overwrite or append to /etc/crontab?
node_crontab: [ ]                 # crontab entries in /etc/crontab
```

### node_timezone

name: node_timezone, type: string, level: C

setup node timezone, empty string to skip

default value is empty string, which will not change the default timezone (usually UTC)

### node_ntp_enabled

name: node_ntp_enabled, type: bool, level: C

enable chronyd time sync service?

default value is true, and thus Pigsty will override the node’s /etc/chrony.conf by with [node_ntp_servers](#node_ntp_servers).

If you already a NTP server configured, just set to false to leave it be.

### node_ntp_servers

name: node_ntp_servers, type: string[], level: C

ntp servers in /etc/chrony.conf

default value:  [“pool pool.ntp.org iburst”]

It only takes effect if [node_ntp_enabled](#node_ntp_enabled) is true.

You can use ${admin_ip} to sync time with ntp server on admin node rather than public ntp server.

`yaml
node_ntp_servers: [ 'pool ${admin_ip} iburst' ]
`

### node_crontab_overwrite

name: node_crontab_overwrite, type: bool, level: C

overwrite or append to /etc/crontab?

default value is true, and pigsty will render records in [node_crontab](#node_crontab) in overwrite mode rather than appending to it.

### node_crontab

name: node_crontab, type: string[], level: C

crontab entries in /etc/crontab

default values: []



## HAPROXY

HAProxy is installed on every node by default, exposing services in a NodePort manner.

It is used by [PGSQL](PGSQL) [Service](PGSQL-SERVICE).

`yaml
haproxy_enabled: true             # enable haproxy on this node?
haproxy_clean: false              # cleanup all existing haproxy config?
haproxy_reload: true              # reload haproxy after config?
haproxy_auth_enabled: true        # enable authentication for haproxy admin page
haproxy_admin_username: admin     # haproxy admin username, `admin` by default
haproxy_admin_password: pigsty    # haproxy admin password, `pigsty` by default
haproxy_exporter_port: 9101       # haproxy admin/exporter port, 9101 by default
haproxy_client_timeout: 24h       # client side connection timeout, 24h by default
haproxy_server_timeout: 24h       # server side connection timeout, 24h by default
haproxy_services: []              # list of haproxy service to be exposed on node
`

### haproxy_enabled

name: haproxy_enabled, type: bool, level: C

enable haproxy on this node?

default value is true

### haproxy_clean

name: haproxy_clean, type: bool, level: G/C/A

cleanup all existing haproxy config?

default value is false

### haproxy_reload

name: haproxy_reload, type: bool, level: A

reload haproxy after config?

default value is true, it will reload haproxy after config change.

If you wish to check before apply, you can turn off this with cli args and check it.

### haproxy_auth_enabled

name: haproxy_auth_enabled, type: bool, level: G

enable authentication for haproxy admin page

default value is true, which will require a http basic auth for admin page.

disable it is not recommended, since your traffic control will be exposed

### haproxy_admin_username

name: haproxy_admin_username, type: username, level: G

haproxy admin username, admin by default

default values: admin

### haproxy_admin_password

name: haproxy_admin_password, type: password, level: G

haproxy admin password, pigsty by default

default values: pigsty

### haproxy_exporter_port

name: haproxy_exporter_port, type: port, level: C

haproxy admin/exporter port, 9101 by default

default values: 9101

### haproxy_client_timeout

name: haproxy_client_timeout, type: interval, level: C

client side connection timeout, 24h by default

default values: 24h

### haproxy_server_timeout

name: haproxy_server_timeout, type: interval, level: C

server side connection timeout, 24h by default

default values: 24h

### haproxy_services

name: haproxy_services, type: service[], level: C

list of haproxy service to be exposed on node

default values: [], each element is a service definition, here is an ad hoc haproxy service example:

```yaml
haproxy_services:                   # list of haproxy service


# expose pg-test read only replicas
- name: pg-test-ro                # [REQUIRED] service name, unique


port: 5440                      # [REQUIRED] service port, unique
ip: “*”                         # [OPTIONAL] service listen addr, “*” by default
protocol: tcp                   # [OPTIONAL] service protocol, ‘tcp’ by default
balance: leastconn              # [OPTIONAL] load balance algorithm, roundrobin by default (or leastconn)
maxconn: 20000                  # [OPTIONAL] max allowed front-end connection, 20000 by default
default: ‘inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100’
options:



	option httpchk


	option http-keep-alive


	http-check send meth OPTIONS uri /read-only


	http-check expect status 200








	servers:
	
	{ name: pg-test-1 ,ip: 10.10.10.11 , port: 5432 , options: check port 8008 , backup: true }


	{ name: pg-test-2 ,ip: 10.10.10.12 , port: 5432 , options: check port 8008 }


	{ name: pg-test-3 ,ip: 10.10.10.13 , port: 5432 , options: check port 8008 }














```

It will be rendered to /etc/haproxy/<service.name>.cfg and take effect after reload.



## NODE_EXPORTER

`yaml
node_exporter_enabled: true       # setup node_exporter on this node?
node_exporter_port: 9100          # node exporter listen port, 9100 by default
node_exporter_options: '--no-collector.softnet --no-collector.nvme --collector.ntp --collector.tcpstat --collector.processes'
`

### node_exporter_enabled

name: node_exporter_enabled, type: bool, level: C

setup node_exporter on this node?

default value is true

### node_exporter_port

name: node_exporter_port, type: port, level: C

node exporter listen port, 9100 by default

default values: 9100

### node_exporter_options

name: node_exporter_options, type: arg, level: C

extra server options for node_exporter

default value: –no-collector.softnet –no-collector.nvme –collector.ntp –collector.tcpstat –collector.processes

Pigsty enables ntp, tcpstat, processes three extra metrics, collectors, by default, and disables softnet, nvme metrics collectors by default.



## PROMTAIL

Promtail will collect logs from other modules, and send them to [LOKI](#loki)


	
	INFRA: Infra logs, collected only on meta nodes.
	
	nginx-access: /var/log/nginx/access.log


	nginx-error: /var/log/nginx/error.log


	grafana: /var/log/grafana/grafana.log










	
	NODES: Host node logs, collected on all nodes.
	
	syslog: /var/log/messages


	dmesg: /var/log/dmesg


	cron: /var/log/cron










	
	PGSQL: PostgreSQL logs, collected when a node is defined with pg_cluster.
	
	postgres: /pg/log/postgres/*.csv


	patroni: /pg/log/patroni.log


	pgbouncer: /pg/log/pgbouncer/pgbouncer.log


	pgbackrest: /pg/log/pgbackrest/*.log










	
	REDIS: Redis logs, collected when a node is defined with redis_cluster.
	
	redis: /var/log/redis/*.log












!> Log directory are customizable according to [pg_log_dir](#pg_log_dir), [patroni_log_dir](#patroni_log_dir), [pgbouncer_log_dir](#pgbouncer_log_dir), [pgbackrest_log_dir](#pgbackrest_log_dir)

`yaml
promtail_enabled: true            # enable promtail logging collector?
promtail_clean: false             # purge existing promtail status file during init?
promtail_port: 9080               # promtail listen port, 9080 by default
promtail_positions: /var/log/positions.yaml # promtail position status file path
`

### promtail_enabled

name: promtail_enabled, type: bool, level: C

enable promtail logging collector?

default value is true

### promtail_clean

name: promtail_clean, type: bool, level: G/A

purge existing promtail status file during init?

default value is false, if you choose to clean, Pigsty will remove the existing state file defined by [promtail_positions](#promtail_positions)
which means that Promtail will recollect all logs on the current node and send them to Loki again.

### promtail_port

name: promtail_port, type: port, level: C

promtail listen port, 9080 by default

default values: 9080

### promtail_positions

name: promtail_positions, type: path, level: C

promtail position status file path

default values: /var/log/positions.yaml

Promtail records the consumption offsets of all logs, which are periodically written to the file specified by [promtail_positions](#promtail_positions).



# DOCKER

You can install docker on nodes with [docker.yml](https://github.com/Vonng/pigsty/blob/master/docker.yml)

`yaml
docker_enabled: false             # enable docker on this node?
docker_cgroups_driver: systemd    # docker cgroup fs driver: cgroupfs,systemd
docker_registry_mirrors: []       # docker registry mirror list
docker_image_cache: /tmp/docker   # docker image cache dir, `/tmp/docker` by default
`

### docker_enabled

name: docker_enabled, type: bool, level: C

enable docker on this node? default value is false

### docker_cgroups_driver

name: docker_cgroups_driver, type: enum, level: C

docker cgroup fs driver, could be cgroupfs or systemd, default values: systemd

### docker_registry_mirrors

name: docker_registry_mirrors, type: string[], level: C

docker registry mirror list, default values: [], Example:

`yaml
[ "https://mirror.ccs.tencentyun.com" ]         # tencent cloud mirror, intranet only
["https://registry.cn-hangzhou.aliyuncs.com"]   # aliyun cloud mirror, login required
`

### docker_image_cache

name: docker_image_cache, type: path, level: C

docker image cache dir, /tmp/docker by default.

The local docker image cache with .tgz suffix under this directory will be loaded into docker one by one:

`bash
cat {{ docker_image_cache }}/*.tgz | gzip -d -c - | docker load
`



# ETCD

[ETCD](ETCD) is a distributed, reliable key-value store for the most critical data of a distributed system,
and pigsty use etcd as DCS, Which is critical to PostgreSQL High-Availability.

Pigsty has a hard coded group name etcd for etcd cluster, it can be an existing & external etcd cluster, or a new etcd cluster created by pigsty with etcd.yml.

`yaml
#etcd_seq: 1                      # etcd instance identifier, explicitly required
#etcd_cluster: etcd               # etcd cluster & group name, etcd by default
etcd_safeguard: false             # prevent purging running etcd instance?
etcd_clean: true                  # purging existing etcd during initialization?
etcd_data: /data/etcd             # etcd data directory, /data/etcd by default
etcd_port: 2379                   # etcd client port, 2379 by default
etcd_peer_port: 2380              # etcd peer port, 2380 by default
etcd_init: new                    # etcd initial cluster state, new or existing
etcd_election_timeout: 1000       # etcd election timeout, 1000ms by default
etcd_heartbeat_interval: 100      # etcd heartbeat interval, 100ms by default
`

### etcd_seq

name: etcd_seq, type: int, level: I

etcd instance identifier, REQUIRED

no default value, you have to specify it explicitly. Here is a 3-node etcd cluster example:

```yaml
etcd: # dcs service for postgres/patroni ha consensus



	hosts:  # 1 node for testing, 3 or 5 for production
	10.10.10.10: { etcd_seq: 1 }  # etcd_seq required
10.10.10.11: { etcd_seq: 2 }  # assign from 1 ~ n
10.10.10.12: { etcd_seq: 3 }  # odd number please



	vars: # cluster level parameter override roles/etcd
	etcd_cluster: etcd  # mark etcd cluster name etcd
etcd_safeguard: false # safeguard against purging
etcd_clean: true # purge etcd during init process








```

### etcd_cluster

name: etcd_cluster, type: string, level: C

etcd cluster & group name, etcd by default

default values: etcd, which is a fixed group name, can be useful when you want to use deployed some extra etcd clusters

### etcd_safeguard

name: etcd_safeguard, type: bool, level: G/C/A

prevent purging running etcd instance? default value is false

If enabled, running etcd instance will not be purged by etcd.yml playbook.

### etcd_clean

name: etcd_clean, type: bool, level: G/C/A

purging existing etcd during initialization? default value is true

If enabled, running etcd instance will be purged by etcd.yml playbook, which makes etcd.yml a truly idempotent playbook.

But if [etcd_safeguard](#etcd_safeguard) is enabled, it will still abort on any running etcd instance.

### etcd_data

name: etcd_data, type: path, level: C

etcd data directory, /data/etcd by default

### etcd_port

name: etcd_port, type: port, level: C

etcd client port, 2379 by default

### etcd_peer_port

name: etcd_peer_port, type: port, level: C

etcd peer port, 2380 by default

### etcd_init

name: etcd_init, type: enum, level: C

etcd initial cluster state, new or existing

default values: new, which will create a standalone new etcd cluster.

The value existing is used when trying to [add new member](ETCD-ADMIN#add-member) to existing etcd cluster.

### etcd_election_timeout

name: etcd_election_timeout, type: int, level: C

etcd election timeout, 1000 (ms) by default

### etcd_heartbeat_interval

name: etcd_heartbeat_interval, type: int, level: C

etcd heartbeat interval, 100 (ms) by default



# MINIO

Minio is a S3 compatible object storage service. Which is used as an optional central backup storage repo for PostgreSQL.

But you can use it for other purpose, such as storing large files, document, pictures & videos.

``yaml
#minio_seq: 1                     # minio instance identifier, REQUIRED
minio_cluster: minio              # minio cluster name, minio by default
minio_clean: false                # cleanup minio during init?, false by default
minio_user: minio                 # minio os user, `minio by default
minio_node: ‘${minio_cluster}-${minio_seq}.pigsty’ # minio node name pattern
minio_data: ‘/data/minio’         # minio data dir(s), use {x…y} to specify multi drivers
minio_domain: sss.pigsty          # minio external domain name, sss.pigsty by default
minio_port: 9000                  # minio service port, 9000 by default
minio_admin_port: 9001            # minio console port, 9001 by default
minio_access_key: minioadmin      # root access key, minioadmin by default
minio_secret_key: minioadmin      # root secret key, minioadmin by default
minio_extra_vars: ‘’              # extra environment variables
minio_alias: sss                  # alias name for local minio deployment
minio_buckets: [ { name: pgsql }, { name: infra },  { name: redis } ]
minio_users:



	{ access_key: dba , secret_key: S3User.DBA, policy: consoleAdmin }


	{ access_key: pgbackrest , secret_key: S3User.Backup, policy: readwrite }







```

### minio_seq

name: minio_seq, type: int, level: I

minio instance identifier, REQUIRED identity parameters. no default value, you have to assign it manually

### minio_cluster

name: minio_cluster, type: string, level: C

minio cluster name, minio by default. This is useful when deploying multiple MinIO clusters

### minio_clean

name: minio_clean, type: bool, level: G/C/A

cleanup minio during init?, false by default

### minio_user

name: minio_user, type: username, level: C

minio os user name, minio by default

### minio_node

name: minio_node, type: string, level: C

minio node name pattern, this is used for [multi-node](MINIO#multi-node-multi-drive) deployment

default values: ${minio_cluster}-${minio_seq}.pigsty

### minio_data

name: minio_data, type: path, level: C

minio data dir(s)

default values: /data/minio, which is a common dir for [single-node](MINIO#single-node-single-drive) deployment.

For a [multi-drive](MINIO#single-node-multi-drive) deployment, you can use {x…y} notion to specify multi drivers.

### minio_domain

name: minio_domain, type: string, level: G

minio service domain name, sss.pigsty by default.

The client can access minio S3 service via this domain name. This name will be registered to local DNSMASQ and included in SSL certs.

### minio_port

name: minio_port, type: port, level: C

minio service port, 9000 by default

### minio_admin_port

name: minio_admin_port, type: port, level: C

minio console port, 9001 by default

### minio_access_key

name: minio_access_key, type: username, level: C

root access key, minioadmin by default

!> PLEASE CHANGE THIS IN YOUR DEPLOYMENT

### minio_secret_key

name: minio_secret_key, type: password, level: C

root secret key, minioadmin by default

default values: minioadmin

!> PLEASE CHANGE THIS IN YOUR DEPLOYMENT

### minio_extra_vars

name: minio_extra_vars, type: string, level: C

extra environment variables for minio server. Check [Minio Server](https://min.io/docs/minio/linux/reference/minio-server/minio-server.html) for the complete list.

default value is empty string, you can use multiline string to passing multiple environment variables.

### minio_alias

name: minio_alias, type: string, level: G

MinIO alias name for the local MinIO cluster

default values: sss, which will be written to infra nodes’ / admin users’ client alias profile.

### minio_buckets

name: minio_buckets, type: bucket[], level: C

list of minio bucket to be created by default:

`yaml
minio_buckets: [ { name: pgsql }, { name: infra },  { name: redis } ]
`

Three default buckets are created for module [PGSQL](PGSQL), [INFRA](INFRA), and [REDIS](REDIS)

### minio_users

name: minio_users, type: user[], level: C

list of minio user to be created, default value:

```yaml
minio_users:



	{ access_key: dba , secret_key: S3User.DBA, policy: consoleAdmin }


	{ access_key: pgbackrest , secret_key: S3User.Backup, policy: readwrite }







```

Two default users are created for PostgreSQL DBA and pgBackREST.

!> PLEASE ADJUST THESE USERS & CREDENTIALS IN YOUR DEPLOYMENT!



# REDIS

`yaml
#redis_cluster:        <CLUSTER> # redis cluster name, required identity parameter
#redis_node: 1            <NODE> # redis node sequence number, node int id required
#redis_instances: {}      <NODE> # redis instances definition on this redis node
redis_fs_main: /data              # redis main data mountpoint, `/data` by default
redis_exporter_enabled: true      # install redis exporter on redis nodes?
redis_exporter_port: 9121         # redis exporter listen port, 9121 by default
redis_exporter_options: ''        # cli args and extra options for redis exporter
redis_safeguard: false            # prevent purging running redis instance?
redis_clean: true                 # purging existing redis during init?
redis_rmdata: true                # remove redis data when purging redis server?
redis_mode: standalone            # redis mode: standalone,cluster,sentinel
redis_conf: redis.conf            # redis config template path, except sentinel
redis_bind_address: '0.0.0.0'     # redis bind address, empty string will use host ip
redis_max_memory: 1GB             # max memory used by each redis instance
redis_mem_policy: allkeys-lru     # redis memory eviction policy
redis_password: ''                # redis password, empty string will disable password
redis_rdb_save: ['1200 1']        # redis rdb save directives, disable with empty list
redis_aof_enabled: false          # enable redis append only file?
redis_rename_commands: {}         # rename redis dangerous commands
redis_cluster_replicas: 1         # replica number for one master in redis cluster
`

### redis_instances

name: redis_instances, type: dict, level: I

redis instances definition on this redis node

no default value, you have to define redis instances on each redis node using this parameter explicitly.

Here is an example for a native redis cluster definition

```yaml
redis-test: # redis native cluster: 3m x 3s



	hosts:
	10.10.10.12: { redis_node: 1 ,redis_instances: { 6501: { } ,6502: { } ,6503: { } } }
10.10.10.13: { redis_node: 2 ,redis_instances: { 6501: { } ,6502: { } ,6503: { } } }





vars: { redis_cluster: redis-test ,redis_mode: cluster, redis_max_memory: 32MB }




```

### redis_node

name: redis_node, type: int, level: I

redis node sequence number,  unique integer among redis cluster is required

You have to explicitly define the node id for each redis node.

### redis_cluster

name: redis_cluster, type: string, level: C

redis cluster name, required identity parameter

no default value, you have to define it explicitly.

### redis_fs_main

name: redis_fs_main, type: path, level: C

redis main data mountpoint, /data by default

default values: /data, and /data/redis will be used as the redis data directory.

### redis_exporter_enabled

name: redis_exporter_enabled, type: bool, level: C

install redis exporter on redis nodes?

default value is true, which will launch a redis_exporter on this redis_node

### redis_exporter_port

name: redis_exporter_port, type: port, level: C

redis exporter listen port, 9121 by default

default values: 9121

### redis_exporter_options

name: redis_exporter_options, type: string, level: C/I

cli args and extra options for redis exporter

default value is empty string

### redis_safeguard

name: redis_safeguard, type: bool, level: C

prevent purging running redis instance?

default value is false, if set to true, and redis instance is running, init / remove playbook will abort immediately.

### redis_clean

name: redis_clean, type: bool, level: C

purging existing redis during init?

default value is true, which will remove redis server during redis init or remove.

### redis_rmdata

name: redis_rmdata, type: bool, level: A

remove redis data when purging redis server?

default value is true, which will remove redis rdb / aof along with redis instance.

### redis_mode

name: redis_mode, type: enum, level: C

redis mode: standalone,cluster,sentinel

default values: standalone


	standalone: setup redis as standalone (master-slave) mode


	cluster: setup this redis cluster as a redis native cluster


	sentinel: setup redis as sentinel for standalone redis HA




### redis_conf

name: redis_conf, type: string, level: C

redis config template path, except sentinel

default values: redis.conf, which is a template file in [roles/redis/templates/redis.conf](https://github.com/Vonng/pigsty/blob/master/roles/redis/templates/redis.conf).

If you want to use your own redis config template, you can put it in templates/ directory and set this parameter to the template file name.

Note that redis sentinel are using a different template file, which is [roles/redis/templates/redis-sentinel.conf](https://github.com/Vonng/pigsty/blob/master/roles/redis/templates/redis-sentinel.conf)

### redis_bind_address

name: redis_bind_address, type: ip, level: C

redis bind address, empty string will use inventory hostname

default values: 0.0.0.0, which will bind to all available IPv4 address on this host

!> PLEASE bind to intranet IP only in production environment, i.e. set this value to ‘’

### redis_max_memory

name: redis_max_memory, type: size, level: C/I

max memory used by each redis instance, default values: 1GB

### redis_mem_policy

name: redis_mem_policy, type: enum, level: C

redis memory eviction policy

default values: allkeys-lru, check redis [eviction policy](https://redis.io/docs/reference/eviction/) for more details


	noeviction: New values aren’t saved when memory limit is reached. When a database uses replication, this applies to the primary database


	allkeys-lru: Keeps most recently used keys; removes least recently used (LRU) keys


	allkeys-lfu: Keeps frequently used keys; removes least frequently used (LFU) keys


	volatile-lru: Removes least recently used keys with the expire field set to true.


	volatile-lfu: Removes least frequently used keys with the expire field set to true.


	allkeys-random: Randomly removes keys to make space for the new data added.


	volatile-random: Randomly removes keys with expire field set to true.


	volatile-ttl: Removes keys with expire field set to true and the shortest remaining time-to-live (TTL) value.




### redis_password

name: redis_password, type: password, level: C/N

redis password, empty string will disable password, which is the default behavior

Note that due to the implementation limitation of redis_exporter, you can only set one redis_password per node.
This is usually not a problem, because pigsty does not allow deploying two different redis cluster on the same node.

!> PLEASE use a strong password in production environment

### redis_rdb_save

name: redis_rdb_save, type: string[], level: C

redis rdb save directives, disable with empty list, check redis [persist](https://redis.io/docs/management/persistence/) for details.

the default value is  [“1200 1”]: dump the dataset to disk every 20 minutes if at least 1 key changed:

### redis_aof_enabled

name: redis_aof_enabled, type: bool, level: C

enable redis append only file? default value is false.

### redis_rename_commands

name: redis_rename_commands, type: dict, level: C

rename redis dangerous commands, which is a dict of k:v old: new

default values: {}, you can hide dangerous commands like FLUSHDB and FLUSHALL by setting this value, here’s an example:

```yaml
{


“keys”: “op_keys”,
“flushdb”: “op_flushdb”,
“flushall”: “op_flushall”,
“config”: “op_config”





}

### redis_cluster_replicas

name: redis_cluster_replicas, type: int, level: C

replica number for one master/primary in redis cluster, default values: 1



# PGSQL

[PGSQL](PGSQL) module requires [NODE](NODE) module to be installed, and you also need a viable [ETCD](ETCD) cluster to store cluster meta data.

Install PGSQL module on a single node will create a [primary](PGSQL-CONF#primary) instance which a standalone PGSQL server/instance.
Install it on additional nodes will create [replicas](PGSQL-CONF#replica), which can be used for serving read-only traffics, or use as standby backup.
You can also create [offline](PGSQL-CONF#offline) instance of ETL/OLAP/Interactive queries,
use [Sync Standby](PGSQL-CONF#sync-standby) and [Quorum Commit](PGSQL-CONF#quorum-commit) to increase data consistency,
or even form a [standby cluster](PGSQL-CONF#standby-cluster) and [delayed standby cluster](PGSQL-CONF#delayed-cluster) for disaster recovery.

You can define multiple PGSQL clusters and form a horizontal sharding cluster, which is a group of PGSQL clusters running on different nodes.
Pigsty has native [citus cluster group](PGSQL-CONF#citus-cluster) support, which can extend your PGSQL cluster to a distributed database sharding cluster.



## PG_ID

Here are some common parameters used to identify PGSQL [entities](PGSQL-ARCH#er-diagram): instance, service, etc…

`yaml
# pg_cluster:           #CLUSTER  # pgsql cluster name, required identity parameter
# pg_seq: 0             #INSTANCE # pgsql instance seq number, required identity parameter
# pg_role: replica      #INSTANCE # pgsql role, required, could be primary,replica,offline
# pg_instances: {}      #INSTANCE # define multiple pg instances on node in `{port:ins_vars}` format
# pg_upstream:          #INSTANCE # repl upstream ip addr for standby cluster or cascade replica
# pg_shard:             #CLUSTER  # pgsql shard name, optional identity for sharding clusters
# pg_group: 0           #CLUSTER  # pgsql shard index number, optional identity for sharding clusters
# gp_role: master       #CLUSTER  # greenplum role of this cluster, could be master or segment
pg_offline_query: false #INSTANCE # set to true to enable offline query on this instance
`

You have to assign these identity parameters explicitly, there’s no default value for them.


Name             |   Type   | Level | Description                            |



|:---------------------------:|:——–:|:-----:|—————————————-|
| [pg_cluster](#pg_cluster) | string | C | PG database cluster name           |
|     [pg_seq](#pg_seq)     | number | I | PG database instance id            |
|    [pg_role](#pg_role)    |  enum  | I | PG database instance role          |
|   [pg_shard](#pg_shard)   | string | C | PG database shard name of cluster  |
|   [pg_group](#pg_group)   | number | C | PG database shard index of cluster |


	[pg_cluster](#pg_cluster): It identifies the name of the cluster, which is configured at the cluster level.


	[pg_role](#pg_role): Configured at the instance level, identifies the role of the ins. Only the primary role will be handled specially. If not filled in, the default is the replica role and the special delayed and offline roles.


	[pg_seq](#pg_seq): Used to identify the ins within the cluster, usually with an integer number incremented from 0 or 1, which is not changed once it is assigned.


	{{ pg_cluster }}-{{ pg_seq }} is used to uniquely identify the ins, i.e. pg_instance.


	{{ pg_cluster }}-{{ pg_role }} is used to identify the services within the cluster, i.e. pg_service.


	[pg_shard](#pg_shard) and [pg_group](#pg_group) are used for horizontally sharding clusters, for citus, greenplum, and matrixdb only.




[pg_cluster](#pg_cluster), [pg_role](#pg_role), [pg_seq](#pg_seq) are core identity params, which are required for any Postgres cluster, and must be explicitly specified. Here’s an example:

```yaml
pg-test:



	hosts:
	10.10.10.11: {pg_seq: 1, pg_role: replica}
10.10.10.12: {pg_seq: 2, pg_role: primary}
10.10.10.13: {pg_seq: 3, pg_role: replica}



	vars:
	pg_cluster: pg-test








```

All other params can be inherited from the global config or the default config, but the identity params must be explicitly specified and manually assigned. The current PGSQL identity params are as follows:

### pg_mode

name: pg_mode, type: enum, level: C

pgsql cluster mode, cloud be pgsql, citus, or gpsql, pgsql by default.

If pg_mode is set to citus or gpsql, [pg_shard](#pg_shard) and [pg_group](#pg_group) will be required for horizontal sharding clusters.

### pg_cluster

name: pg_cluster, type: string, level: C

pgsql cluster name, REQUIRED identity parameter

The cluster name will be used as the namespace for PGSQL related resources within that cluster.

The naming needs to follow the specific naming pattern: [a-z][a-z0-9-]* to be compatible with the requirements of different constraints on the identity.

### pg_seq

name: pg_seq, type: int, level: I

pgsql instance seq number, REQUIRED identity parameter

A serial number of this instance, unique within its cluster, starting from 0 or 1.

### pg_role

name: pg_role, type: enum, level: I

pgsql role, REQUIRED, could be primary,replica,offline

Roles for PGSQL instance, can be: primary, replica, standby or offline.


	primary: Primary, there is one and only one primary in a cluster.


	replica: Replica for carrying online read-only traffic, there may be a slight replication delay through (10ms~100ms, 100KB).


	standby: Special replica that is always synced with primary, there’s no replication delay & data loss on this replica. (currently same as replica)


	offline: Offline replica for taking on offline read-only traffic, such as statistical analysis/ETL/personal queries, etc.




Identity params, required params, and instance-level params.

### pg_instances

name: pg_instances, type: dict, level: I

define multiple pg instances on node in {port:ins_vars} format.

This parameter is reserved for multi-instance deployment on a single node which is not implemented in Pigsty yet.

### pg_upstream

name: pg_upstream, type: ip, level: I

Upstream ip address for standby cluster or cascade replica

Setting pg_upstream is set on primary instance indicate that this cluster is a [Standby Cluster](PGSQL-CONF#standby-cluster), and will receiving changes from upstream instance, thus the primary is actually a standby leader.

Setting pg_upstream for a non-primary instance will explicitly set a replication upstream instance, if it is different from the primary ip addr, this instance will become a cascade replica. And it’s user’s responsibility to ensure that the upstream IP addr is another instance in the same cluster.

### pg_shard

name: pg_shard, type: string, level: C

pgsql shard name, required identity parameter for sharding clusters (e.g. citus cluster), optional for common pgsql clusters.

When multiple pgsql clusters serve the same business together in a horizontally sharding style, Pigsty will mark this group of clusters as a Sharding Group.

[pg_shard](#pg_shard) is the name of the shard group name. It’s usually the prefix of [pg_cluster](#pg_cluster).

For example, if we have a sharding group pg-citus, and 4 clusters in it, there identity params will be:

`
cls pg_shard: pg-citus
cls pg_group = 0:   pg-citus0
cls pg_group = 1:   pg-citus1
cls pg_group = 2:   pg-citus2
cls pg_group = 3:   pg-citus3
`

### pg_group

name: pg_group, type: int, level: C

pgsql shard index number, required identity for sharding clusters, optional for common pgsql clusters.

Sharding cluster index of sharding group, used in pair with [pg_shard](#pg_shard). You can use any non-negative integer as the index number.

### gp_role

name: gp_role, type: enum, level: C

greenplum/matrixdb role of this cluster, could be master or segment


	master:  mark the postgres cluster as greenplum master, which is the default value


	segment  mark the postgres cluster as greenplum segment




This parameter is only used for greenplum/matrixdb database, and is ignored for common pgsql cluster.

### pg_exporters

name: pg_exporters, type: dict, level: C

additional pg_exporters to monitor remote postgres instances, default values: {}

If you wish to monitoring remote postgres instances, define them in pg_exporters and load them with pgsql-monitor.yml playbook.

```
pg_exporters: # list all remote instances here, alloc a unique unused local port as k


20001: { pg_cluster: pg-foo, pg_seq: 1, pg_host: 10.10.10.10 }
20004: { pg_cluster: pg-foo, pg_seq: 2, pg_host: 10.10.10.11 }
20002: { pg_cluster: pg-bar, pg_seq: 1, pg_host: 10.10.10.12 }
20003: { pg_cluster: pg-bar, pg_seq: 1, pg_host: 10.10.10.13 }




```

Check [PGSQL Monitoring](PGSQL-MONITOR) for details.

### pg_offline_query

name: pg_offline_query, type: bool, level: I

set to true to enable offline query on this instance

default value is false

When set to true, the user group dbrole_offline can connect to the ins and perform offline queries, regardless of the role of the current instance, just like a offline instance.

If you just have one replica or even one primary in your postgres cluster, adding this could mark it for accepting ETL, slow queries with interactive access.



## PG_BUSINESS

Database credentials, In-Database Objects that need to be taken care of by Users.

!> WARNING: YOU HAVE TO CHANGE THESE DEFAULT **PASSWORD**s in production environment.

`yaml
# postgres business object definition, overwrite in group vars
pg_users: []                      # postgres business users
pg_databases: []                  # postgres business databases
pg_services: []                   # postgres business services
pg_hba_rules: []                  # business hba rules for postgres
pgb_hba_rules: []                 # business hba rules for pgbouncer
# global credentials, overwrite in global vars
pg_dbsu_password: ''              # dbsu password, empty string means no dbsu password by default
pg_replication_username: replicator
pg_replication_password: DBUser.Replicator
pg_admin_username: dbuser_dba
pg_admin_password: DBUser.DBA
pg_monitor_username: dbuser_monitor
pg_monitor_password: DBUser.Monitor
`

### pg_users

name: pg_users, type: user[], level: C

postgres business users, has to be defined at cluster level.

default values: [], each object in the array defines a [User/Role](PGSQL-USER). Examples:

```yaml
pg_users:                           # define business users/roles on this cluster, array of user definition



	name: dbuser_meta               # REQUIRED, name is the only mandatory field of a user definition
password: DBUser.Meta           # optional, password, can be a scram-sha-256 hash string or plain text
login: true                     # optional, can log in, true by default  (new biz ROLE should be false)
superuser: false                # optional, is superuser? false by default
createdb: false                 # optional, can create database? false by default
createrole: false               # optional, can create role? false by default
inherit: true                   # optional, can this role use inherited privileges? true by default
replication: false              # optional, can this role do replication? false by default
bypassrls: false                # optional, can this role bypass row level security? false by default
pgbouncer: true                 # optional, add this user to pgbouncer user-list? false by default (production user should be true explicitly)
connlimit: -1                   # optional, user connection limit, default -1 disable limit
expire_in: 3650                 # optional, now + n days when this role is expired (OVERWRITE expire_at)
expire_at: ‘2030-12-31’         # optional, YYYY-MM-DD ‘timestamp’ when this role is expired  (OVERWRITTEN by expire_in)
comment: pigsty admin user      # optional, comment string for this user/role
roles: [dbrole_admin]           # optional, belonged roles. default roles are: dbrole_{admin,readonly,readwrite,offline}
parameters: {}                  # optional, role level parameters with ALTER ROLE SET
pool_mode: transaction          # optional, pgbouncer pool mode at user level, transaction by default
pool_connlimit: -1              # optional, max database connections at user level, default -1 disable limit
search_path: public             # key value config parameters according to postgresql documentation (e.g: use pigsty as default search_path)


	{name: dbuser_view     ,password: DBUser.Viewer   ,pgbouncer: true ,roles: [dbrole_readonly], comment: read-only viewer for meta database}


	{name: dbuser_grafana  ,password: DBUser.Grafana  ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for grafana database   }


	{name: dbuser_bytebase ,password: DBUser.Bytebase ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for bytebase database  }


	{name: dbuser_kong     ,password: DBUser.Kong     ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for kong api gateway   }


	{name: dbuser_gitea    ,password: DBUser.Gitea    ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for gitea service      }


	{name: dbuser_wiki     ,password: DBUser.Wiki     ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for wiki.js service    }







```


	Each user or role must specify a name and the rest of the fields are optional, a name must be unique in this list.


	password is optional, if left blank then no password is set, you can use the MD5 ciphertext password.


	login, superuser, createdb, createrole, inherit, replication and ` bypassrls` are all boolean types used to set user attributes. If not set, the system defaults are used.


	Users are created by CREATE USER, so they have the login attribute by default. If the role is created, you need to specify login: false.


	expire_at and expire_in are used to control the user expiration time. expire_at uses a date timestamp in the shape of YYYY-mm-DD. expire_in uses the number of days to expire from now, and overrides the expire_at option if expire_in exists.


	New users are not added to the Pgbouncer user list by default, and pgbouncer: true must be explicitly defined for the user to be added to the Pgbouncer user list.


	Users/roles are created sequentially, and users defined later can belong to the roles defined earlier.


	pool_mode, pool_connlimit are user-level pgbouncer parameters that will override default settings.


	
	Users can use pre-defined [pg_default_roles](#pg_default_roles) with roles field:
	
	dbrole_readonly: Default production read-only user with global read-only privileges. (Read-only production access)


	dbrole_offline: Default offline read-only user with read-only access on a specific ins. (offline query, personal account, ETL)


	dbrole_readwrite: Default production read/write user with global CRUD privileges. (Regular production use)


	dbrole_admin: Default production management user with the privilege to execute DDL changes. (Admin User)












Configure pgbouncer: true for the production account to add the user to pgbouncer; It’s important to use a connection pool if you got thousands of clients.

### pg_databases

name: pg_databases, type: database[], level: C

postgres business databases, has to be defined at cluster level.

default values: [], each object in the array defines a Database. Examples:

```yaml
pg_databases:                       # define business databases on this cluster, array of database definition



	name: meta                      # REQUIRED, name is the only mandatory field of a database definition
baseline: cmdb.sql              # optional, database sql baseline path, (relative path among ansible search path, e.g files/)
pgbouncer: true                 # optional, add this database to pgbouncer database list? true by default
schemas: [pigsty]               # optional, additional schemas to be created, array of schema names
extensions: [{name: postgis}]   # optional, additional extensions to be installed: array of {name[,schema]}
comment: pigsty meta database   # optional, comment string for this database
owner: postgres                 # optional, database owner, postgres by default
template: template1             # optional, which template to use, template1 by default
encoding: UTF8                  # optional, database encoding, UTF8 by default. (MUST same as template database)
locale: C                       # optional, database locale, C by default.  (MUST same as template database)
lc_collate: C                   # optional, database collate, C by default. (MUST same as template database)
lc_ctype: C                     # optional, database ctype, C by default.   (MUST same as template database)
tablespace: pg_default          # optional, default tablespace, ‘pg_default’ by default.
allowconn: true                 # optional, allow connection, true by default. false will disable connect at all
revokeconn: false               # optional, revoke public connection privilege. false by default. (leave connect with grant option to owner)
register_datasource: true       # optional, register this database to grafana datasources? true by default
connlimit: -1                   # optional, database connection limit, default -1 disable limit
pool_auth_user: dbuser_meta     # optional, all connection to this pgbouncer database will be authenticated by this user
pool_mode: transaction          # optional, pgbouncer pool mode at database level, default transaction
pool_size: 64                   # optional, pgbouncer pool size at database level, default 64
pool_size_reserve: 32           # optional, pgbouncer pool size reserve at database level, default 32
pool_size_min: 0                # optional, pgbouncer pool size min at database level, default 0
pool_max_db_conn: 100           # optional, max database connections at database level, default 100


	{ name: grafana  ,owner: dbuser_grafana  ,revokeconn: true ,comment: grafana primary database }


	{ name: bytebase ,owner: dbuser_bytebase ,revokeconn: true ,comment: bytebase primary database }


	{ name: kong     ,owner: dbuser_kong     ,revokeconn: true ,comment: kong the api gateway database }


	{ name: gitea    ,owner: dbuser_gitea    ,revokeconn: true ,comment: gitea meta database }


	{ name: wiki     ,owner: dbuser_wiki     ,revokeconn: true ,comment: wiki meta database }







```

In each database definition, the DB  name is mandatory and the rest are optional.

### pg_services

name: pg_services, type: service[], level: C

postgres business services exposed via haproxy, has to be defined at cluster level.

You can define ad hoc services with [pg_services](#pg_services) in additional to default [pg_default_services](#pg_default_services)

default values: [], each object in the array defines a Service. Examples:

```yaml
pg_services:                        # extra services in addition to pg_default_services, array of service definition



	name: standby                   # required, service name, the actual svc name will be prefixed with pg_cluster, e.g: pg-meta-standby
port: 5435                      # required, service exposed port (work as kubernetes service node port mode)
ip: “*”                         # optional, service bind ip address, * for all ip by default
selector: “[]”                  # required, service member selector, use JMESPath to filter inventory
dest: pgbouncer                 # optional, destination port, postgres|pgbouncer|<port_number> , pgbouncer(6432) by default
check: /sync                    # optional, health check url path, / by default
backup: “[? pg_role == primary]”  # backup server selector
maxconn: 3000                   # optional, max allowed front-end connection
balance: roundrobin             # optional, haproxy load balance algorithm (roundrobin by default, other: leastconn)
options: ‘inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100’







```

### pg_hba_rules

name: pg_hba_rules, type: hba[], level: C

business hba rules for postgres

default values: [], each object in array is an HBA Rule definition:

Which are array of [hba](PGSQL-HBA#define-hba) object, each hba object may look like

```yaml
# RAW HBA RULES
- title: allow intranet password access


role: common
rules:



	host   all  all  10.0.0.0/8      md5


	host   all  all  172.16.0.0/12   md5


	host   all  all  192.168.0.0/16  md5










```


	title: Rule Title, transform into comment in hba file


	rules: Array of strings, each string is a raw hba rule record


	role:  Applied roles, where to install these hba rules
* common: apply for all instances
* primary, replica,`standby`, offline: apply on corresponding instances with that [pg_role](#pg_role).
* special case: HBA rule with role == ‘offline’ will be installed on instance with [pg_offline_query](#pg_offline_query) flag




or you can use another alias form

```yaml
- addr: ‘intra’    # world|intra|infra|admin|local|localhost|cluster|<cidr>


auth: ‘pwd’      # trust|pwd|ssl|cert|deny|<official auth method>
user: ‘all’      # all|${dbsu}|${repl}|${admin}|${monitor}|<user>|<group>
db: ‘all’        # all|replication|….
rules: []        # raw hba string precedence over above all
title: allow intranet password access




```

[pg_default_hba_rules](#pg_default_hba_rules) is similar to this, but is used for global HBA rule settings

### pgb_hba_rules

name: pgb_hba_rules, type: hba[], level: C

business hba rules for pgbouncer, default values: []

Similar to [pg_hba_rules](#pg_hba_rules), array of [hba](PGSQL-HBA#define-hba) rule object, except this is for pgbouncer.

### pg_replication_username

name: pg_replication_username, type: username, level: G

postgres replication username, replicator by default

This parameter is globally used, it not wise to change it.

### pg_replication_password

name: pg_replication_password, type: password, level: G

postgres replication password, DBUser.Replicator by default

!> WARNING: CHANGE THIS IN PRODUCTION ENVIRONMENT!!!!

### pg_admin_username

name: pg_admin_username, type: username, level: G

postgres admin username, dbuser_dba by default, which is a global postgres superuser.

default values: dbuser_dba

### pg_admin_password

name: pg_admin_password, type: password, level: G

postgres admin password in plain text, DBUser.DBA by default

!> WARNING: CHANGE THIS IN PRODUCTION ENVIRONMENT!!!!

### pg_monitor_username

name: pg_monitor_username, type: username, level: G

postgres monitor username, dbuser_monitor by default, which is a global monitoring user.

### pg_monitor_password

name: pg_monitor_password, type: password, level: G

postgres monitor password, DBUser.Monitor by default.

!> WARNING: CHANGE THIS IN PRODUCTION ENVIRONMENT!!!!

### pg_dbsu_password

name: pg_dbsu_password, type: password, level: G/C

PostgreSQL dbsu password for [pg_dbsu](#pg_dbsu), empty string means no dbsu password, which is the default behavior.

!> WARNING: It’s not recommend to set a dbsu password for common PGSQL clusters, except for [pg_mode](#pg_mode) = citus.



## PG_INSTALL

This section is responsible for installing PostgreSQL & Extensions.

If you wish to install a different major version, just make sure repo packages exists and overwrite [pg_version](#pg_version) on cluster level.

``yaml
pg_dbsu: postgres                 # os dbsu name, postgres by default, better not change it
pg_dbsu_uid: 26                   # os dbsu uid and gid, 26 for default postgres users and groups
pg_dbsu_sudo: limit               # dbsu sudo privilege, none,limit,all,nopass. limit by default
pg_dbsu_home: /var/lib/pgsql      # postgresql home directory, `/var/lib/pgsql by default
pg_dbsu_ssh_exchange: true        # exchange postgres dbsu ssh key among same pgsql cluster
pg_version: 15                    # postgres major version to be installed, 15 by default
pg_bin_dir: /usr/pgsql/bin        # postgres binary dir, /usr/pgsql/bin by default
pg_log_dir: /pg/log/postgres      # postgres log dir, /pg/log/postgres by default
pg_packages:                      # pg packages to be installed, ${pg_version} will be replaced



	postgresql${pg_version}*


	pgbouncer pg_exporter pgbadger vip-manager patroni patroni-etcd pgbackrest








	pg_extensions:                    # pg extensions to be installed, ${pg_version} will be replaced
	
	pg_repack_${pg_version} wal2json_${pg_version}


	postgis33_${pg_version} postgis33_${pg_version}-devel postgis33_${pg_version}-utils


	timescaledb-2-postgresql-${pg_version}


	citus*${pg_version}*


	pgvector_${pg_version}*








```

### pg_dbsu

name: pg_dbsu, type: username, level: C

os dbsu name, postgres by default, it’s not wise to change it.

When installing Greenplum / MatrixDB, set this parameter to the corresponding default value: gpadmin|mxadmin.

### pg_dbsu_uid

name: pg_dbsu_uid, type: int, level: C

os dbsu uid and gid, 26 for default postgres users and groups, which is consistent with the official pgdg RPM.

### pg_dbsu_sudo

name: pg_dbsu_sudo, type: enum, level: C

dbsu sudo privilege, coud be none, limit ,`all` ,`nopass`. limit by default


	none: No Sudo privilege


	limit: Limited sudo privilege to execute systemctl commands for database-related components, default.


	all: Full sudo privilege, password required.


	nopass: Full sudo privileges without a password (not recommended).




default values: limit, which only allow `sudo systemctl <start|stop|reload> <postgres|patroni|pgbouncer|…> `

### pg_dbsu_home

name: pg_dbsu_home, type: path, level: C

postgresql home directory, /var/lib/pgsql by default, which is consistent with the official pgdg RPM.

### pg_dbsu_ssh_exchange

name: pg_dbsu_ssh_exchange, type: bool, level: C

exchange postgres dbsu ssh key among same pgsql cluster?

default value is true, means the dbsu can ssh to each other among the same cluster.

### pg_version

name: pg_version, type: enum, level: C

postgres major version to be installed, 15 by default

Note that PostgreSQL physical stream replication cannot cross major versions, so do not configure this on instance level.

You can use the parameters in [pg_packages](#pg_packages) and [pg_extensions](#pg_extensions) to install rpms for the specific pg major version.

### pg_bin_dir

name: pg_bin_dir, type: path, level: C

postgres binary dir, /usr/pgsql/bin by default

The default value is a soft link created manually during the installation process, pointing to the specific Postgres version dir installed.

For example /usr/pgsql -> /usr/pgsql-15. For more details, check [PGSQL File Structure](FHS#postgres-fhs) for details.

### pg_log_dir

name: pg_log_dir, type: path, level: C

postgres log dir, /pg/log/postgres by default.

!> caveat: if pg_log_dir is prefixed with pg_data it will not be created explicit (it will be created by postgres itself then).

### pg_packages

name: pg_packages, type: string[], level: C

pg packages to be installed, ${pg_version} will be replaced to the actual value of [pg_version](#pg_version)

PostgreSQL, pgbouncer, pg_exporter, pgbadger, vip-manager, patroni, pgbackrest are install by default.

``yaml
pg_packages:                      # pg packages to be installed, `${pg_version} will be replaced



	postgresql${pg_version}*


	pgbouncer pg_exporter pgbadger vip-manager patroni patroni-etcd pgbackrest







```

### pg_extensions

name: pg_extensions, type: string[], level: C

pg extensions to be installed, ${pg_version} will be replaced to [pg_version](#pg_version)

PostGIS, TimescaleDB, Citus, PGVector, pg_repack, and wal2json will be installed by default.

``yaml
pg_extensions:                    # pg extensions to be installed, `${pg_version} will be replaced



	pg_repack_${pg_version} wal2json_${pg_version}


	postgis33_${pg_version} postgis33_${pg_version}-devel postgis33_${pg_version}-utils


	timescaledb-2-postgresql-${pg_version}


	citus*${pg_version}*


	pgvector_${pg_version}*







```

Note: PostgreSQL 11 does not have corresponding EL9 citus and pgvector extensions for now.



## PG_BOOTSTRAP

Bootstrap a postgres cluster with patroni, and setup pgbouncer connection pool along with it.

It also init cluster template databases with default roles, schemas & extensions & default privileges.

Then it will create business databases & users and add them to pgbouncer & monitoring system

On a machine with Postgres, create a set of databases.

`yaml
pg_safeguard: false               # prevent purging running postgres instance? false by default
pg_clean: true                    # purging existing postgres during pgsql init? true by default
pg_data: /pg/data                 # postgres data directory, `/pg/data` by default
pg_fs_main: /data                 # mountpoint/path for postgres main data, `/data` by default
pg_fs_bkup: /data/backups         # mountpoint/path for pg backup data, `/data/backup` by default
pg_storage_type: SSD              # storage type for pg main data, SSD,HDD, SSD by default
pg_dummy_filesize: 64MiB          # size of `/pg/dummy`, hold 64MB disk space for emergency use
pg_listen: '0.0.0.0'              # postgres listen address, `0.0.0.0` (all ipv4 addr) by default
pg_port: 5432                     # postgres listen port, 5432 by default
pg_localhost: /var/run/postgresql # postgres unix socket dir for localhost connection
pg_namespace: /pg                 # top level key namespace in etcd, used by patroni & vip
patroni_enabled: true             # if disabled, no postgres cluster will be created during init
patroni_mode: default             # patroni working mode: default,pause,remove
patroni_port: 8008                # patroni listen port, 8008 by default
patroni_log_dir: /pg/log/patroni  # patroni log dir, `/pg/log/patroni` by default
patroni_ssl_enabled: false        # secure patroni RestAPI communications with SSL?
patroni_watchdog_mode: off        # patroni watchdog mode: automatic,required,off. off by default
patroni_username: postgres        # patroni restapi username, `postgres` by default
patroni_password: Patroni.API     # patroni restapi password, `Patroni.API` by default
patroni_citus_db: postgres        # citus database managed by patroni, postgres by default
pg_conf: oltp.yml                 # config template: oltp,olap,crit,tiny. `oltp.yml` by default
pg_max_conn: auto                 # postgres max connections, `auto` will use recommended value
pg_shared_buffer_ratio: 0.25      # postgres shared buffer ratio, 0.25 by default, 0.1~0.4
pg_rto: 30                        # recovery time objective in seconds,  `30s` by default
pg_rpo: 1048576                   # recovery point objective in bytes, `1MiB` at most by default
pg_libs: 'timescaledb, pg_stat_statements, auto_explain'  # extensions to be loaded
pg_delay: 0                       # replication apply delay for standby cluster leader
pg_checksum: false                # enable data checksum for postgres cluster?
pg_pwd_enc: scram-sha-256         # passwords encryption algorithm: md5,scram-sha-256
pg_encoding: UTF8                 # database cluster encoding, `UTF8` by default
pg_locale: C                      # database cluster local, `C` by default
pg_lc_collate: C                  # database cluster collate, `C` by default
pg_lc_ctype: en_US.UTF8           # database character type, `en_US.UTF8` by default
pgbouncer_enabled: true           # if disabled, pgbouncer will not be launched on pgsql host
pgbouncer_port: 6432              # pgbouncer listen port, 6432 by default
pgbouncer_log_dir: /pg/log/pgbouncer  # pgbouncer log dir, `/pg/log/pgbouncer` by default
pgbouncer_auth_query: false       # query postgres to retrieve unlisted business users?
pgbouncer_poolmode: transaction   # pooling mode: transaction,session,statement, transaction by default
pgbouncer_sslmode: disable        # pgbouncer client ssl mode, disable by default
`

### pg_safeguard

name: pg_safeguard, type: bool, level: G/C/A

prevent purging running postgres instance? false by default

default value is false, If enabled, pgsql.yml & pgsql-rm.yml will abort immediately if any postgres instance is running.

### pg_clean

name: pg_clean, type: bool, level: G/C/A

purging existing postgres during pgsql init? true by default

default value is true, it will purge existing postgres instance during pgsql.yml init. which makes the playbook idempotent.

if set to false, pgsql.yml will abort if there’s already a running postgres instance. and pgsql-rm.yml will NOT remove postgres data (only stop the server).

### pg_data

name: pg_data, type: path, level: C

postgres data directory, /pg/data by default

default values: /pg/data, DO NOT CHANGE IT.

It’s a soft link that point to underlying data directory.

Check [PGSQL File Structure](FHS) for details.

### pg_fs_main

name: pg_fs_main, type: path, level: C

mountpoint/path for postgres main data, /data by default

default values: /data, which will be used as parent dir of postgres main data directory: /data/postgres.

It’s recommended to use NVME SSD for postgres main data storage, Pigsty is optimized for SSD storage by default.
But HDD is also supported, you can change [pg_storage_type](#pg_storage_type) to HDD to optimize for HDD storage.

### pg_fs_bkup

name: pg_fs_bkup, type: path, level: C

mountpoint/path for pg backup data, /data/backup by default

If you are using the default [pgbackrest_method](#pgbackrest_method) = local, it is recommended to have a separate disk for backup storage.

The backup disk should be large enough to hold all your backups, at least enough for 3 basebackups + 2 days WAL archive.
This is usually not a problem since you can use cheap & large HDD for that.

It’s recommended to use a separate disk for backup storage, otherwise pigsty will fall back to the main data disk.

### pg_storage_type

name: pg_storage_type, type: enum, level: C

storage type for pg main data, SSD,`HDD`, SSD by default

default values: SSD, it will affect some tuning parameters, such as random_page_cost & effective_io_concurrency

### pg_dummy_filesize

name: pg_dummy_filesize, type: size, level: C

size of /pg/dummy, default values: 64MiB, which hold 64MB disk space for emergency use

When the disk is full, removing the placeholder file can free up some space for emergency use, it is recommended to use at least 8GiB for production use.

### pg_listen

name: pg_listen, type: ip, level: C

postgres/pgbouncer listen address, 0.0.0.0 (all ipv4 addr) by default

You can use placeholder in this variable:


	${ip}: translate to inventory_hostname, which is primary private IP address in the inventory


	${vip}: if [pg_vip_enabled](#pg_vip_enabled), this will translate to host part of [pg_vip_address](#pg_vip_address)


	${lo}: will translate to 127.0.0.1




For example: ‘${ip},${lo}’ or ‘${ip},${vip},${lo}’.

### pg_port

name: pg_port, type: port, level: C

postgres listen port, 5432 by default.

### pg_localhost

name: pg_localhost, type: path, level: C

postgres unix socket dir for localhost connection, default values: /var/run/postgresql

The Unix socket dir for PostgreSQL and Pgbouncer local connection, which is used by [pg_exporter](#pg_exporter) and patroni.

### pg_namespace

name: pg_namespace, type: path, level: C

top level key namespace in etcd, used by patroni & vip, default values is: /pg , and it’s not recommended to change it.

### patroni_enabled

name: patroni_enabled, type: bool, level: C

if disabled, no postgres cluster will be created during init

default value is true, If disabled, Pigsty will skip pulling up patroni (thus postgres).

This option is useful when trying to add some components to an existing postgres instance.

### patroni_mode

name: patroni_mode, type: enum, level: C

patroni working mode: default, pause, remove

default values: default


	default: Bootstrap PostgreSQL cluster with Patroni


	pause: Just like default, but entering maintenance mode after bootstrap


	remove: Init the cluster with Patroni, them remove Patroni and use raw PostgreSQL instead.




### patroni_port

name: patroni_port, type: port, level: C

patroni listen port, 8008 by default, changing it is not recommended.

The Patroni API server listens on this port for health checking & API requests.

### patroni_log_dir

name: patroni_log_dir, type: path, level: C

patroni log dir, /pg/log/patroni by default, which will be collected by [promtail](#promtail).

### patroni_ssl_enabled

name: patroni_ssl_enabled, type: bool, level: G

Secure patroni RestAPI communications with SSL? default value is false

This parameter is a global flag that can only be set before deployment.

Since if SSL is enabled for patroni, you’ll have to perform healthcheck, metrics scrape and API call with HTTPS instead of HTTP.

### patroni_watchdog_mode

name: patroni_watchdog_mode, type: string, level: C

In case of primary failure, patroni can use [watchdog](https://patroni.readthedocs.io/en/latest/watchdog.html) to shutdown the old primary node to avoid split-brain.

patroni watchdog mode: automatic, required, off:


	off: not using watchdog. avoid fencing at all. This is the default value.


	automatic: Enable watchdog if the kernel has softdog module enabled and watchdog is owned by dbsu


	required: Force watchdog, refuse to start if softdog is not available




default value is off, you should not enable watchdog on infra nodes to avoid fencing.

For those critical systems where data consistency prevails over availability, it is recommended to enable watchdog.

### patroni_username

name: patroni_username, type: username, level: C

patroni restapi username, postgres by default, used in pair with [patroni_password](#patroni_password)

Patroni unsafe RESTAPI is protected by username/password by default, check [Config Cluster](PGSQL-ADMIN#config-cluster) and [Patroni RESTAPI](https://patroni.readthedocs.io/en/latest/rest_api.html) for details.

### patroni_password

name: patroni_password, type: password, level: C

patroni restapi password, Patroni.API by default

!> WARNING: CHANGE THIS IN PRODUCTION ENVIRONMENT!!!!

### patroni_citus_db

name: patroni_citus_db, type: string, level: C

citus database managed by patroni, postgres by default.

Patroni 3.0’s native citus will specify a managed database for citus. which is created by patroni itself.

### pg_conf

name: pg_conf, type: enum, level: C

config template: {oltp,olap,crit,tiny}.yml, oltp.yml by default


	tiny.yml: optimize for tiny nodes, virtual machines, small demo, (1~8Core, 1~16GB)


	oltp.yml: optimize for OLTP workloads and latency sensitive applications, (4C8GB+), which is the default template


	olap.yml: optimize for OLAP workloads and throughput (4C8G+)


	crit.yml: optimize for data consistency and critical applications (4C8G+)




default values: oltp.yml, but [configure](INSTALL#configure) procedure will set this value to tiny.yml if current node is a tiny node.

You can have your own template, just put it under templates/<mode>.yml and set this value to the template name.

### pg_max_conn

name: pg_max_conn, type: int, level: C

postgres max connections, You can specify a value between 50 and 5000, or use auto to use recommended value.

default value is auto, which will set max connections according to the [pg_conf](#pg_conf) and [pg_default_service_dest](#pg_default_service_dest).


	tiny: 100


	olap: 200


	oltp: 200 (pgbouncer) / 1000 (postgres)
- pg_default_service_dest = pgbouncer : 200
- pg_default_service_dest = postgres : 1000


	crit: 200 (pgbouncer) / 1000 (postgres)
- pg_default_service_dest = pgbouncer : 200
- pg_default_service_dest = postgres : 1000




It’s not recommended to set this value greater than 5000, otherwise you have to increase the haproxy service connection limit manually as well.

Pgbouncer transaction pooling can alleviate the problem of too many OLTP connections, but it’s not recommended to use it in OLAP scenarios.

### pg_shared_buffer_ratio

name: pg_shared_buffer_ratio, type: float, level: C

postgres shared buffer memory ratio, 0.25 by default, 0.1~0.4

default values: 0.25, means 25% of node memory will be used as PostgreSQL shard buffers.

Setting this value greater than 0.4 (40%) is usually not a good idea.

Note that shared buffer is only part of shared memory in PostgreSQL, to calculate the total shared memory, use show shared_memory_size_in_huge_pages;.

### pg_rto

name: pg_rto, type: int, level: C

recovery time objective in seconds, This will be used as Patroni TTL value, `30`s by default.

If a primary instance is missing for such a long time, a new leader election will be triggered.

Decrease the value can reduce the unavailable time (unable to write) of the cluster during failover,
but it will make the cluster more sensitive to network jitter, thus increase the chance of false-positive failover.

Config this according to your network condition and expectation to trade-off between chance and impact,
the default value is 30s, and it will be populated to the following patroni parameters:

```yaml
# the TTL to acquire the leader lock (in seconds). Think of it as the length of time before initiation of the automatic failover process. Default value: 30
ttl: {{ pg_rto }}

# the number of seconds the loop will sleep. Default value: 10 , this is patroni check loop interval
loop_wait: {{ (pg_rto / 3)|round(0, ‘ceil’)|int }}

# timeout for DCS and PostgreSQL operation retries (in seconds). DCS or network issues shorter than this will not cause Patroni to demote the leader. Default value: 10
retry_timeout: {{ (pg_rto / 3)|round(0, ‘ceil’)|int }}

# the amount of time a primary is allowed to recover from failures before failover is triggered (in seconds), Max RTO: 2 loop wait + primary_start_timeout
primary_start_timeout: {{ (pg_rto / 3)|round(0, ‘ceil’)|int }}
```

### pg_rpo

name: pg_rpo, type: int, level: C

recovery point objective in bytes, 1MiB at most by default

default values: 1048576, which will tolerate at most 1MiB data loss during failover.

when the primary is down and all replicas are lagged, you have to make a tough choice to trade off between Availability and Consistency:


	Promote a replica to be the new primary and bring system back online ASAP, with the price of an acceptable data loss (e.g. less than 1MB).


	Wait for the primary to come back (which may never be) or human intervention to avoid any data loss.




You can use crit.yml [conf](#pg_conf) template to ensure no data loss during failover, but it will sacrifice some performance.

### pg_libs

name: pg_libs, type: string, level: C

preloaded libraries, pg_stat_statements,auto_explain by default

default value: timescaledb, pg_stat_statements, auto_explain.

If you want to manage citus cluster by your own, add citus to the head of this list.
If you are using patroni native citus cluster, patroni will add it automatically for you.

### pg_delay

name: pg_delay, type: interval, level: I

replication apply delay for standby cluster leader , default values: 0.

if this value is set to a positive value, the standby cluster leader will be delayed for this time before apply WAL changes.

Check [delayed standby cluster](PGSQL-CONF#delayed-cluster) for details.

### pg_checksum

name: pg_checksum, type: bool, level: C

enable data checksum for postgres cluster?, default value is false.

This parameter can only be set before PGSQL deployment. (but you can enable it manually later)

If [pg_conf](#pg_conf) crit.yml template is used, data checksum is always enabled regardless of this parameter to ensure data integrity.

### pg_pwd_enc

name: pg_pwd_enc, type: enum, level: C

passwords encryption algorithm: md5,scram-sha-256

default values: scram-sha-256, if you have compatibility issues with old clients, you can set it to md5 instead.

### pg_encoding

name: pg_encoding, type: enum, level: C

database cluster encoding, UTF8 by default

### pg_locale

name: pg_locale, type: enum, level: C

database cluster local, C by default

### pg_lc_collate

name: pg_lc_collate, type: enum, level: C

database cluster collate, C by default, It’s not recommended to change this value unless you know what you are doing.

### pg_lc_ctype

name: pg_lc_ctype, type: enum, level: C

database character type, en_US.UTF8 by default

### pgbouncer_enabled

name: pgbouncer_enabled, type: bool, level: C

default value is true, if disabled, pgbouncer will not be launched on pgsql host

### pgbouncer_port

name: pgbouncer_port, type: port, level: C

pgbouncer listen port, 6432 by default

### pgbouncer_log_dir

name: pgbouncer_log_dir, type: path, level: C

pgbouncer log dir, /pg/log/pgbouncer by default, referenced by promtail the logging agent.

### pgbouncer_auth_query

name: pgbouncer_auth_query, type: bool, level: C

query postgres to retrieve unlisted business users? default value is false

If enabled, pgbouncer user will be authenticated against postgres database with SELECT username, password FROM monitor.pgbouncer_auth($1), otherwise, only the users in pgbouncer_users will be allowed to connect to pgbouncer.

### pgbouncer_poolmode

name: pgbouncer_poolmode, type: enum, level: C

pooling mode: transaction,session,statement, transaction by default


	session, Session-level pooling with the best compatibility.


	transaction, Transaction-level pooling with better performance (lots of small conns), could break some session level features such as PreparedStatements, notify, etc…


	statements, Statement-level pooling which is used for simple read-only queries.




### pgbouncer_sslmode

name: pgbouncer_sslmode, type: enum, level: C

pgbouncer client ssl mode, disable by default

default values: disable, beware that this may have a huge performance impact on your pgbouncer.


	disable: Plain TCP. If client requests TLS, it’s ignored. Default.


	allow: If client requests TLS, it is used. If not, plain TCP is used. If the client presents a client certificate, it is not validated.


	prefer: Same as allow.


	require: Client must use TLS. If not, the client connection is rejected. If the client presents a client certificate, it is not validated.


	verify-ca: Client must use TLS with valid client certificate.


	verify-full: Same as verify-ca.






## PG_PROVISION

Init database roles, templates, default privileges, create schemas, extensions, and generate hba rules

``yaml
pg_provision: true                # provision postgres cluster after bootstrap
pg_init: pg-init                  # provision init script for cluster template, `pg-init by default
pg_default_roles:                 # default roles and users in postgres cluster



	{ name: dbrole_readonly  ,login: false ,comment: role for global read-only access     }


	{ name: dbrole_offline   ,login: false ,comment: role for restricted read-only access }


	{ name: dbrole_readwrite ,login: false ,roles: [dbrole_readonly] ,comment: role for global read-write access }


	{ name: dbrole_admin     ,login: false ,roles: [pg_monitor, dbrole_readwrite] ,comment: role for object creation }


	{ name: postgres     ,superuser: true  ,comment: system superuser }


	{ name: replicator ,replication: true  ,roles: [pg_monitor, dbrole_readonly] ,comment: system replicator }


	{ name: dbuser_dba   ,superuser: true  ,roles: [dbrole_admin]  ,pgbouncer: true ,pool_mode: session, pool_connlimit: 16 ,comment: pgsql admin user }


	{ name: dbuser_monitor ,roles: [pg_monitor] ,pgbouncer: true ,parameters: {log_min_duration_statement: 1000 } ,pool_mode: session ,pool_connlimit: 8 ,comment: pgsql monitor user }








	pg_default_privileges:            # default privileges when created by admin user
	
	GRANT USAGE      ON SCHEMAS   TO dbrole_readonly


	GRANT SELECT     ON TABLES    TO dbrole_readonly


	GRANT SELECT     ON SEQUENCES TO dbrole_readonly


	GRANT EXECUTE    ON FUNCTIONS TO dbrole_readonly


	GRANT USAGE      ON SCHEMAS   TO dbrole_offline


	GRANT SELECT     ON TABLES    TO dbrole_offline


	GRANT SELECT     ON SEQUENCES TO dbrole_offline


	GRANT EXECUTE    ON FUNCTIONS TO dbrole_offline


	GRANT INSERT     ON TABLES    TO dbrole_readwrite


	GRANT UPDATE     ON TABLES    TO dbrole_readwrite


	GRANT DELETE     ON TABLES    TO dbrole_readwrite


	GRANT USAGE      ON SEQUENCES TO dbrole_readwrite


	GRANT UPDATE     ON SEQUENCES TO dbrole_readwrite


	GRANT TRUNCATE   ON TABLES    TO dbrole_admin


	GRANT REFERENCES ON TABLES    TO dbrole_admin


	GRANT TRIGGER    ON TABLES    TO dbrole_admin


	GRANT CREATE     ON SCHEMAS   TO dbrole_admin








pg_default_schemas: [ monitor ]   # default schemas to be created
pg_default_extensions:            # default extensions to be created



	{ name: adminpack          ,schema: pg_catalog }


	{ name: pg_stat_statements ,schema: monitor }


	{ name: pgstattuple        ,schema: monitor }


	{ name: pg_buffercache     ,schema: monitor }


	{ name: pageinspect        ,schema: monitor }


	{ name: pg_prewarm         ,schema: monitor }


	{ name: pg_visibility      ,schema: monitor }


	{ name: pg_freespacemap    ,schema: monitor }


	{ name: postgres_fdw       ,schema: public  }


	{ name: file_fdw           ,schema: public  }


	{ name: btree_gist         ,schema: public  }


	{ name: btree_gin          ,schema: public  }


	{ name: pg_trgm            ,schema: public  }


	{ name: intagg             ,schema: public  }


	{ name: intarray           ,schema: public  }


	{ name: pg_repack }







pg_reload: true                   # reload postgres after hba changes
pg_default_hba_rules:             # postgres default host-based authentication rules



	{user: ‘${dbsu}’    ,db: all         ,addr: local     ,auth: ident ,title: ‘dbsu access via local os user ident’  }


	{user: ‘${dbsu}’    ,db: replication ,addr: local     ,auth: ident ,title: ‘dbsu replication from local os ident’ }


	{user: ‘${repl}’    ,db: replication ,addr: localhost ,auth: pwd   ,title: ‘replicator replication from localhost’}


	{user: ‘${repl}’    ,db: replication ,addr: intra     ,auth: pwd   ,title: ‘replicator replication from intranet’ }


	{user: ‘${repl}’    ,db: postgres    ,addr: intra     ,auth: pwd   ,title: ‘replicator postgres db from intranet’ }


	{user: ‘${monitor}’ ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘monitor from localhost with password’ }


	{user: ‘${monitor}’ ,db: all         ,addr: infra     ,auth: pwd   ,title: ‘monitor from infra host with password’}


	{user: ‘${admin}’   ,db: all         ,addr: infra     ,auth: ssl   ,title: ‘admin @ infra nodes with pwd & ssl’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: ssl   ,title: ‘admin @ everywhere with ssl & pwd’    }


	{user: ‘+dbrole_readonly’,db: all    ,addr: localhost ,auth: pwd   ,title: ‘pgbouncer read/write via local socket’}


	{user: ‘+dbrole_readonly’,db: all    ,addr: intra     ,auth: pwd   ,title: ‘read/write biz user via password’     }


	{user: ‘+dbrole_offline’ ,db: all    ,addr: intra     ,auth: pwd   ,title: ‘allow etl offline tasks from intranet’}








	pgb_default_hba_rules:            # pgbouncer default host-based authentication rules
	
	{user: ‘${dbsu}’    ,db: pgbouncer   ,addr: local     ,auth: peer  ,title: ‘dbsu local admin access with os ident’}


	{user: ‘all’        ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘allow all user local access with pwd’ }


	{user: ‘${monitor}’ ,db: pgbouncer   ,addr: intra     ,auth: pwd   ,title: ‘monitor access via intranet with pwd’ }


	{user: ‘${monitor}’ ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other monitor access addr’ }


	{user: ‘${admin}’   ,db: all         ,addr: intra     ,auth: pwd   ,title: ‘admin access via intranet with pwd’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other admin access addr’   }


	{user: ‘all’        ,db: all         ,addr: intra     ,auth: pwd   ,title: ‘allow all user intra access with pwd’ }








```

### pg_provision

name: pg_provision, type: bool, level: C

provision postgres cluster after bootstrap, default value is true.

If disabled, postgres cluster will not be provisioned after bootstrap.

### pg_init

name: pg_init, type: string, level: G/C

Provision init script for cluster template, pg-init by default, which is located in [roles/pgsql/templates/pg-init](https://github.com/Vonng/pigsty/blob/master/roles/pgsql/templates/pg-init)

You can add your own logic in the init script, or provide a new one in templates/ and set pg_init to the new script name.

### pg_default_roles

name: pg_default_roles, type: role[], level: G/C

default roles and users in postgres cluster.

Pigsty has a built-in role system, check [PGSQL Access Control](PGSQL-ACL#role-system) for details.

```yaml
pg_default_roles:                 # default roles and users in postgres cluster



	{ name: dbrole_readonly  ,login: false ,comment: role for global read-only access     }


	{ name: dbrole_offline   ,login: false ,comment: role for restricted read-only access }


	{ name: dbrole_readwrite ,login: false ,roles: [dbrole_readonly] ,comment: role for global read-write access }


	{ name: dbrole_admin     ,login: false ,roles: [pg_monitor, dbrole_readwrite] ,comment: role for object creation }


	{ name: postgres     ,superuser: true  ,comment: system superuser }


	{ name: replicator ,replication: true  ,roles: [pg_monitor, dbrole_readonly] ,comment: system replicator }


	{ name: dbuser_dba   ,superuser: true  ,roles: [dbrole_admin]  ,pgbouncer: true ,pool_mode: session, pool_connlimit: 16 ,comment: pgsql admin user }


	{ name: dbuser_monitor ,roles: [pg_monitor] ,pgbouncer: true ,parameters: {log_min_duration_statement: 1000 } ,pool_mode: session ,pool_connlimit: 8 ,comment: pgsql monitor user }







```

### pg_default_privileges

name: pg_default_privileges, type: string[], level: G/C

default privileges for each databases:

```yaml
pg_default_privileges:            # default privileges when created by admin user



	GRANT USAGE      ON SCHEMAS   TO dbrole_readonly


	GRANT SELECT     ON TABLES    TO dbrole_readonly


	GRANT SELECT     ON SEQUENCES TO dbrole_readonly


	GRANT EXECUTE    ON FUNCTIONS TO dbrole_readonly


	GRANT USAGE      ON SCHEMAS   TO dbrole_offline


	GRANT SELECT     ON TABLES    TO dbrole_offline


	GRANT SELECT     ON SEQUENCES TO dbrole_offline


	GRANT EXECUTE    ON FUNCTIONS TO dbrole_offline


	GRANT INSERT     ON TABLES    TO dbrole_readwrite


	GRANT UPDATE     ON TABLES    TO dbrole_readwrite


	GRANT DELETE     ON TABLES    TO dbrole_readwrite


	GRANT USAGE      ON SEQUENCES TO dbrole_readwrite


	GRANT UPDATE     ON SEQUENCES TO dbrole_readwrite


	GRANT TRUNCATE   ON TABLES    TO dbrole_admin


	GRANT REFERENCES ON TABLES    TO dbrole_admin


	GRANT TRIGGER    ON TABLES    TO dbrole_admin


	GRANT CREATE     ON SCHEMAS   TO dbrole_admin







```

Pigsty has a built-in privileges base on default role system, check [PGSQL Privileges](PGSQL-ACL#privileges) for details.

### pg_default_schemas

name: pg_default_schemas, type: string[], level: G/C

default schemas to be created, default values is: [ monitor ], which will create a monitor schema on all databases.

### pg_default_extensions

name: pg_default_extensions, type: extension[], level: G/C

default extensions to be created, default value:

```yaml
pg_default_extensions: # default extensions to be created



	{ name: adminpack          ,schema: pg_catalog }


	{ name: pg_stat_statements ,schema: monitor }


	{ name: pgstattuple        ,schema: monitor }


	{ name: pg_buffercache     ,schema: monitor }


	{ name: pageinspect        ,schema: monitor }


	{ name: pg_prewarm         ,schema: monitor }


	{ name: pg_visibility      ,schema: monitor }


	{ name: pg_freespacemap    ,schema: monitor }


	{ name: postgres_fdw       ,schema: public  }


	{ name: file_fdw           ,schema: public  }


	{ name: btree_gist         ,schema: public  }


	{ name: btree_gin          ,schema: public  }


	{ name: pg_trgm            ,schema: public  }


	{ name: intagg             ,schema: public  }


	{ name: intarray           ,schema: public  }


	{ name: pg_repack }







```

The only 3rd party extension is pg_repack, which is important for database maintenance, all other extensions are built-in postgres contrib extensions.

Monitor related extensions are installed in monitor schema, which is created by [pg_default_schemas](#pg_default_schemas).

### pg_reload

name: pg_reload, type: bool, level: A

reload postgres after hba changes, default value is true

This is useful when you want to check before applying HBA changes, set it to false to disable reload.

### pg_default_hba_rules

name: pg_default_hba_rules, type: hba[], level: G/C

postgres default host-based authentication rules, array of [hba](PGSQL-HBA#define-hba) rule object.

default value provides a fair enough security level for common scenarios, check [PGSQL Authentication](PGSQL-HBA) for details.

```yaml
pg_default_hba_rules:             # postgres default host-based authentication rules



	{user: ‘${dbsu}’    ,db: all         ,addr: local     ,auth: ident ,title: ‘dbsu access via local os user ident’  }


	{user: ‘${dbsu}’    ,db: replication ,addr: local     ,auth: ident ,title: ‘dbsu replication from local os ident’ }


	{user: ‘${repl}’    ,db: replication ,addr: localhost ,auth: pwd   ,title: ‘replicator replication from localhost’}


	{user: ‘${repl}’    ,db: replication ,addr: intra     ,auth: pwd   ,title: ‘replicator replication from intranet’ }


	{user: ‘${repl}’    ,db: postgres    ,addr: intra     ,auth: pwd   ,title: ‘replicator postgres db from intranet’ }


	{user: ‘${monitor}’ ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘monitor from localhost with password’ }


	{user: ‘${monitor}’ ,db: all         ,addr: infra     ,auth: pwd   ,title: ‘monitor from infra host with password’}


	{user: ‘${admin}’   ,db: all         ,addr: infra     ,auth: ssl   ,title: ‘admin @ infra nodes with pwd & ssl’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: ssl   ,title: ‘admin @ everywhere with ssl & pwd’    }


	{user: ‘+dbrole_readonly’,db: all    ,addr: localhost ,auth: pwd   ,title: ‘pgbouncer read/write via local socket’}


	{user: ‘+dbrole_readonly’,db: all    ,addr: intra     ,auth: pwd   ,title: ‘read/write biz user via password’     }


	{user: ‘+dbrole_offline’ ,db: all    ,addr: intra     ,auth: pwd   ,title: ‘allow etl offline tasks from intranet’}







```

### pgb_default_hba_rules

name: pgb_default_hba_rules, type: hba[], level: G/C

pgbouncer default host-based authentication rules, array or [hba](PGSQL-HBA#define-hba) rule object.

default value provides a fair enough security level for common scenarios, check [PGSQL Authentication](PGSQL-HBA) for details.

```yaml
pgb_default_hba_rules:            # pgbouncer default host-based authentication rules



	{user: ‘${dbsu}’    ,db: pgbouncer   ,addr: local     ,auth: peer  ,title: ‘dbsu local admin access with os ident’}


	{user: ‘all’        ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘allow all user local access with pwd’ }


	{user: ‘${monitor}’ ,db: pgbouncer   ,addr: intra     ,auth: pwd   ,title: ‘monitor access via intranet with pwd’ }


	{user: ‘${monitor}’ ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other monitor access addr’ }


	{user: ‘${admin}’   ,db: all         ,addr: intra     ,auth: pwd   ,title: ‘admin access via intranet with pwd’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other admin access addr’   }


	{user: ‘all’        ,db: all         ,addr: intra     ,auth: pwd   ,title: ‘allow all user intra access with pwd’ }







```



## PG_BACKUP

This section defines variables for [pgBackRest](https://pgbackrest.org/), which is used for PGSQL PITR (Point-In-Time-Recovery).

Check [PGSQL Backup & PITR](PGSQL-PITR) for details.

``yaml
pgbackrest_enabled: true          # enable pgbackrest on pgsql host?
pgbackrest_clean: true            # remove pg backup data during init?
pgbackrest_log_dir: /pg/log/pgbackrest # pgbackrest log dir, `/pg/log/pgbackrest by default
pgbackrest_method: local          # pgbackrest repo method: local,minio,[user-defined…]
pgbackrest_repo:                  # pgbackrest repo: https://pgbackrest.org/configuration.html#section-repository



	local:                          # default pgbackrest repo with local posix fs
	path: /pg/backup              # local backup directory, /pg/backup by default
retention_full_type: count    # retention full backups by count
retention_full: 2             # keep 2, at most 3 full backup when using local fs repo



	minio:                          # optional minio repo for pgbackrest
	type: s3                      # minio is s3-compatible, so s3 is used
s3_endpoint: sss.pigsty       # minio endpoint domain name, sss.pigsty by default
s3_region: us-east-1          # minio region, us-east-1 by default, useless for minio
s3_bucket: pgsql              # minio bucket name, pgsql by default
s3_key: pgbackrest            # minio user access key for pgbackrest
s3_key_secret: S3User.Backup  # minio user secret key for pgbackrest
s3_uri_style: path            # use path style uri for minio rather than host style
path: /pgbackrest             # minio backup path, default is /pgbackrest
storage_port: 9000            # minio port, 9000 by default
storage_ca_file: /etc/pki/ca.crt  # minio ca file path, /etc/pki/ca.crt by default
bundle: y                     # bundle small files into a single file
cipher_type: aes-256-cbc      # enable AES encryption for remote backup repo
cipher_pass: pgBackRest       # AES encryption password, default is ‘pgBackRest’
retention_full_type: time     # retention full backup by time on minio repo
retention_full: 14            # keep full backup for last 14 days








```

### pgbackrest_enabled

name: pgbackrest_enabled, type: bool, level: C

enable pgBackRest on pgsql host? default value is true

### pgbackrest_clean

name: pgbackrest_clean, type: bool, level: C

remove pg backup data during init?  default value is true

### pgbackrest_log_dir

name: pgbackrest_log_dir, type: path, level: C

pgBackRest log dir, /pg/log/pgbackrest by default, which is referenced by [promtail](#promtail) the logging agent.

### pgbackrest_method

name: pgbackrest_method, type: enum, level: C

pgBackRest repo method: local, minio, or other user-defined methods, local by default

This parameter is used to determine which repo to use for pgBackRest, all available repo methods are defined in [pgbackrest_repo](#pgbackrest_repo).

Pigsty will use local backup repo by default, which will create a backup repo on primary instance’s /pg/backup directory. The underlying storage is specified by [pg_fs_bkup](#pg_fs_bkup).

### pgbackrest_repo

name: pgbackrest_repo, type: dict, level: G/C

pgBackRest repo document: https://pgbackrest.org/configuration.html#section-repository

default value includes two repo methods: local and minio, which are defined as follows:

```yaml
pgbackrest_repo:                  # pgbackrest repo: https://pgbackrest.org/configuration.html#section-repository



	local:                          # default pgbackrest repo with local posix fs
	path: /pg/backup              # local backup directory, /pg/backup by default
retention_full_type: count    # retention full backups by count
retention_full: 2             # keep 2, at most 3 full backup when using local fs repo



	minio:                          # optional minio repo for pgbackrest
	type: s3                      # minio is s3-compatible, so s3 is used
s3_endpoint: sss.pigsty       # minio endpoint domain name, sss.pigsty by default
s3_region: us-east-1          # minio region, us-east-1 by default, useless for minio
s3_bucket: pgsql              # minio bucket name, pgsql by default
s3_key: pgbackrest            # minio user access key for pgbackrest
s3_key_secret: S3User.Backup  # minio user secret key for pgbackrest
s3_uri_style: path            # use path style uri for minio rather than host style
path: /pgbackrest             # minio backup path, default is /pgbackrest
storage_port: 9000            # minio port, 9000 by default
storage_ca_file: /etc/pki/ca.crt  # minio ca file path, /etc/pki/ca.crt by default
bundle: y                     # bundle small files into a single file
cipher_type: aes-256-cbc      # enable AES encryption for remote backup repo
cipher_pass: pgBackRest       # AES encryption password, default is ‘pgBackRest’
retention_full_type: time     # retention full backup by time on minio repo
retention_full: 14            # keep full backup for last 14 days








```



## PG_SERVICE

This section is about exposing PostgreSQL service to outside world: including:


	Exposing different PostgreSQL services on different ports with haproxy


	Bind an optional L2 VIP to the primary instance with vip-manager


	Register cluster/instance DNS records with to dnsmasq on infra nodes




```yaml
pg_weight: 100          #INSTANCE # relative load balance weight in service, 100 by default, 0-255
pg_default_service_dest: pgbouncer # default service destination if svc.dest=’default’
pg_default_services:              # postgres default service definitions



	{ name: primary ,port: 5433 ,dest: default  ,check: /primary   ,selector: “[]” }


	{ name: replica ,port: 5434 ,dest: default  ,check: /read-only ,selector: “[]” , backup: “[? pg_role == primary || pg_role == offline ]” }


	{ name: default ,port: 5436 ,dest: postgres ,check: /primary   ,selector: “[]” }


	{ name: offline ,port: 5438 ,dest: postgres ,check: /replica   ,selector: “[? pg_role == offline || pg_offline_query ]” , backup: “[? pg_role == replica && !pg_offline_query]”}







pg_vip_enabled: false             # enable a l2 vip for pgsql primary? false by default
pg_vip_address: 127.0.0.1/24      # vip address in <ipv4>/<mask> format, require if vip is enabled
pg_vip_interface: eth0            # vip network interface to listen, eth0 by default
pg_dns_suffix: ‘’                 # pgsql dns suffix, ‘’ by default
pg_dns_target: auto               # auto, primary, vip, none, or ad hoc ip
```

### pg_weight

name: pg_weight, type: int, level: G

relative load balance weight in service, 100 by default, 0-255

default values: 100. you have to define it at instance vars, and [reload-service](PGSQL-ADMIN#reload-service) to take effect.

### pg_service_provider

name: pg_service_provider, type: string, level: G/C

dedicate haproxy node group name, or empty string for local nodes by default.

If specified, PostgreSQL Services will be registered to the dedicated haproxy node group instead of this pgsql cluster nodes.

Do remember to allocate unique ports on dedicate haproxy nodes for each service!

For example, if we define following parameters on 3-node pg-test cluster:

``yaml
pg_service_provider: infra       # use load balancer on group `infra
pg_default_services:             # alloc port 10001 and 10002 for pg-test primary/replica service



	{ name: primary ,port: 10001 ,dest: postgres  ,check: /primary   ,selector: “[]” }


	{ name: replica ,port: 10002 ,dest: postgres  ,check: /read-only ,selector: “[]” , backup: “[? pg_role == primary || pg_role == offline ]” }







```

### pg_default_service_dest

name: pg_default_service_dest, type: enum, level: G/C

When defining a [service](PGSQL-SVC#define-service), if svc.dest=’default’, this parameter will be used as the default value.

default values: pgbouncer, means 5433 primary service and 5434 replica service will route traffic to pgbouncer by default.

If you don’t want to use pgbouncer, set it to postgres instead. traffic will be route to postgres directly.

### pg_default_services

name: pg_default_services, type: service[], level: G/C

postgres default service definitions

default value is four default services definition, which is explained in [PGSQL Service](PGSQL-SVC#service)

```yaml
pg_default_services:               # postgres default service definitions



	{ name: primary ,port: 5433 ,dest: default  ,check: /primary   ,selector: “[]” }


	{ name: replica ,port: 5434 ,dest: default  ,check: /read-only ,selector: “[]” , backup: “[? pg_role == primary || pg_role == offline ]” }


	{ name: default ,port: 5436 ,dest: postgres ,check: /primary   ,selector: “[]” }


	{ name: offline ,port: 5438 ,dest: postgres ,check: /replica   ,selector: “[? pg_role == offline || pg_offline_query ]” , backup: “[? pg_role == replica && !pg_offline_query]”}







```

### pg_vip_enabled

name: pg_vip_enabled, type: bool, level: C

enable a l2 vip for pgsql primary?

default value is false, means no L2 VIP is created for this cluster.

L2 VIP can only be used in same L2 network, which may incurs extra restrictions on your network topology.

### pg_vip_address

name: pg_vip_address, type: cidr4, level: C

vip address in <ipv4>/<mask> format, if vip is enabled, this parameter is required.

default values: 127.0.0.1/24. This value is consist of two parts: ipv4 and mask, separated by /.

### pg_vip_interface

name: pg_vip_interface, type: string, level: C/I

vip network interface to listen, eth0 by default.

It should be the same primary intranet interface of your node, which is the IP address you used in the inventory file.

If your node have different interface, you can override it on instance vars:

```yaml
pg-test:



	hosts:
	10.10.10.11: {pg_seq: 1, pg_role: replica ,pg_vip_interface: eth0 }
10.10.10.12: {pg_seq: 2, pg_role: primary ,pg_vip_interface: eth1 }
10.10.10.13: {pg_seq: 3, pg_role: replica ,pg_vip_interface: eth2 }



	vars:
	pg_vip_enabled: true          # enable L2 VIP for this cluster, bind to primary instance by default
pg_vip_address: 10.10.10.3/24 # the L2 network CIDR: 10.10.10.0/24, the vip address: 10.10.10.3
# pg_vip_interface: eth1      # if your node have uniform interface, you can define it here








```

### pg_dns_suffix

name: pg_dns_suffix, type: string, level: C

pgsql dns suffix, ‘’ by default, cluster DNS name is defined as {{ pg_cluster }}{{ pg_dns_suffix }}

For example, if you set pg_dns_suffix to .db.vip.company.tld for cluster pg-test, then the cluster DNS name will be pg-test.db.vip.company.tld

### pg_dns_target

name: pg_dns_target, type: enum, level: C

Could be: auto, primary, vip, none, or an ad hoc ip address, which will be the target IP address of cluster DNS record.

default values: auto , which will bind to pg_vip_address if pg_vip_enabled, or fallback to cluster primary instance ip address.


	vip: bind to pg_vip_address


	primary: resolve to cluster primary instance ip address


	auto: resolve to pg_vip_address if pg_vip_enabled, or fallback to cluster primary instance ip address.


	none: do not bind to any ip address


	<ipv4>: bind to the given IP address






## PG_EXPORTER

`yaml
pg_exporter_enabled: true              # enable pg_exporter on pgsql hosts?
pg_exporter_config: pg_exporter.yml    # pg_exporter configuration file name
pg_exporter_cache_ttls: '1,10,60,300'  # pg_exporter collector ttl stage in seconds, '1,10,60,300' by default
pg_exporter_port: 9630                 # pg_exporter listen port, 9630 by default
pg_exporter_params: 'sslmode=disable'  # extra url parameters for pg_exporter dsn
pg_exporter_url: ''                    # overwrite auto-generate pg dsn if specified
pg_exporter_auto_discovery: true       # enable auto database discovery? enabled by default
pg_exporter_exclude_database: 'template0,template1,postgres' # csv of database that WILL NOT be monitored during auto-discovery
pg_exporter_include_database: ''       # csv of database that WILL BE monitored during auto-discovery
pg_exporter_connect_timeout: 200       # pg_exporter connect timeout in ms, 200 by default
pg_exporter_options: ''                # overwrite extra options for pg_exporter
pgbouncer_exporter_enabled: true       # enable pgbouncer_exporter on pgsql hosts?
pgbouncer_exporter_port: 9631          # pgbouncer_exporter listen port, 9631 by default
pgbouncer_exporter_url: ''             # overwrite auto-generate pgbouncer dsn if specified
pgbouncer_exporter_options: ''         # overwrite extra options for pgbouncer_exporter
`

### pg_exporter_enabled

name: pg_exporter_enabled, type: bool, level: C

enable pg_exporter on pgsql hosts?

default value is true, if you don’t want to install pg_exporter, set it to false.

### pg_exporter_config

name: pg_exporter_config, type: string, level: C

pg_exporter configuration file name

default values: pg_exporter.yml, if you want to use a custom configuration file, you can define it here.

Your config file should be placed in roles/files/<filename>.

### pg_exporter_cache_ttls

name: pg_exporter_cache_ttls, type: string, level: C

pg_exporter collector ttl stage in seconds, ‘1,10,60,300’ by default

default values: 1,10,60,300, which will use 1s, 10s, 60s, 300s for different metric collectors.

`yaml
ttl_fast: "{{ pg_exporter_cache_ttls.split(',')[0]|int }}"         # critical queries
ttl_norm: "{{ pg_exporter_cache_ttls.split(',')[1]|int }}"         # common queries
ttl_slow: "{{ pg_exporter_cache_ttls.split(',')[2]|int }}"         # slow queries (e.g table size)
ttl_slowest: "{{ pg_exporter_cache_ttls.split(',')[3]|int }}"      # ver slow queries (e.g bloat)
`

### pg_exporter_port

name: pg_exporter_port, type: port, level: C

pg_exporter listen port, 9630 by default

### pg_exporter_params

name: pg_exporter_params, type: string, level: C

extra url parameters for pg_exporter dsn

default values: sslmode=disable, which will disable SSL for monitoring connection (since it’s local unix socket by default)

### pg_exporter_url

name: pg_exporter_url, type: pgurl, level: C

overwrite auto-generate pg dsn if specified

default value is empty string, If specified, it will be used as the pg_exporter dsn instead of constructing from other parameters:

This could be useful if you want to monitor a remote pgsql instance, or you want to use a different user/password for monitoring.

`
'postgres://{{ pg_monitor_username }}:{{ pg_monitor_password }}@{{ pg_host }}:{{ pg_port }}/postgres{% if pg_exporter_params != '' %}?{{ pg_exporter_params }}{% endif %}'
`

### pg_exporter_auto_discovery

name: pg_exporter_auto_discovery, type: bool, level: C

enable auto database discovery? enabled by default

default value is true, which will auto-discover all databases on the postgres server and spawn a new pg_exporter connection for each database.

### pg_exporter_exclude_database

name: pg_exporter_exclude_database, type: string, level: C

csv of database that WILL NOT be monitored during auto-discovery

default values: template0,template1,postgres, which will be excluded for database auto discovery.

### pg_exporter_include_database

name: pg_exporter_include_database, type: string, level: C

csv of database that WILL BE monitored during auto-discovery

default value is empty string. If this value is set, only the databases in this list will be monitored during auto discovery.

### pg_exporter_connect_timeout

name: pg_exporter_connect_timeout, type: int, level: C

pg_exporter connect timeout in ms, 200 by default

default values: `200`ms , which is enough for most cases.

If your remote pgsql server is in another continent, you may want to increase this value to avoid connection timeout.

### pg_exporter_options

name: pg_exporter_options, type: arg, level: C

overwrite extra options for pg_exporter

default value is empty string, which will fall back the following default options:

`bash
PG_EXPORTER_OPTS='--log.level=info --log.format="logger:syslog?appname=pg_exporter&local=7"'
`

If you want to customize logging options or other pg_exporter options, you can set it here.

### pgbouncer_exporter_enabled

name: pgbouncer_exporter_enabled, type: bool, level: C

enable pgbouncer_exporter on pgsql hosts?

default value is true, which will enable pg_exporter for pgbouncer connection pooler.

### pgbouncer_exporter_port

name: pgbouncer_exporter_port, type: port, level: C

pgbouncer_exporter listen port, 9631 by default

default values: 9631

### pgbouncer_exporter_url

name: pgbouncer_exporter_url, type: pgurl, level: C

overwrite auto-generate pgbouncer dsn if specified

default value is empty string,  If specified, it will be used as the pgbouncer_exporter dsn instead of constructing from other parameters:

`
'postgres://{{ pg_monitor_username }}:{{ pg_monitor_password }}@:{{ pgbouncer_port }}/pgbouncer?host={{ pg_localhost }}&sslmode=disable'
`

This could be useful if you want to monitor a remote pgbouncer instance, or you want to use a different user/password for monitoring.

### pgbouncer_exporter_options

name: pgbouncer_exporter_options, type: arg, level: C

overwrite extra options for pgbouncer_exporter

default value is empty string, which will fall back the following default options:

`
'--log.level=info --log.format="logger:syslog?appname=pgbouncer_exporter&local=7"'
`

If you want to customize logging options or other pgbouncer_exporter options, you can set it here.




            

          

      

      

    

  

    
      
          
            
  # PGSQL Access Control

> Pigsty has a battery-included access control model based on [Role System](#role-system) and [Privileges](#privileges).



## Role System

Pigsty has a default role system consist of four [default roles](#default-roles) and four [default users](#default-users)：


Role name          | Attributes    | Member of                   | Description                          |



|--------------------|—————|-----------------------------|————————————–|
| dbrole_readonly  | NOLOGIN     |                             | role for global read-only access     |
| dbrole_readwrite | NOLOGIN     | dbrole_readonly             | role for global read-write access    |
| dbrole_admin     | NOLOGIN     | pg_monitor,dbrole_readwrite | role for object creation             |
| dbrole_offline   | NOLOGIN     |                             | role for restricted read-only access |
| postgres         | SUPERUSER   |                             | system superuser                     |
| replicator       | REPLICATION | pg_monitor,dbrole_readonly  | system replicator                    |
| dbuser_dba       | SUPERUSER   | dbrole_admin                | pgsql admin user                     |
| dbuser_monitor   |               | pg_monitor                  | pgsql monitor user                   |

```yaml
pg_default_roles:                 # default roles and users in postgres cluster



	{ name: dbrole_readonly  ,login: false ,comment: role for global read-only access     }


	{ name: dbrole_offline   ,login: false ,comment: role for restricted read-only access }


	{ name: dbrole_readwrite ,login: false ,roles: [dbrole_readonly] ,comment: role for global read-write access }


	{ name: dbrole_admin     ,login: false ,roles: [pg_monitor, dbrole_readwrite] ,comment: role for object creation }


	{ name: postgres     ,superuser: true  ,comment: system superuser }


	{ name: replicator ,replication: true  ,roles: [pg_monitor, dbrole_readonly] ,comment: system replicator }


	{ name: dbuser_dba   ,superuser: true  ,roles: [dbrole_admin]  ,pgbouncer: true ,pool_mode: session, pool_connlimit: 16 ,comment: pgsql admin user }


	{ name: dbuser_monitor ,roles: [pg_monitor] ,pgbouncer: true ,parameters: {log_min_duration_statement: 1000 } ,pool_mode: session ,pool_connlimit: 8 ,comment: pgsql monitor user }







```



## Default Roles

There are four default roles in pigsty:


	Read Only (dbrole_readonly): Role for global read-only access


	Read Write (dbrole_readwrite): Role for global read-write access, inherits dbrole_readonly.


	Admin (dbrole_admin): Role for DDL commands, inherits dbrole_readwrite.


	Offline (dbrole_offline): Role for restricted read-only access ([offline](PGSQL-CONF#offline) instance)




Default roles are defined in [pg_default_roles](PARAM#pg_default_roles), change default roles is not recommended.

`yaml
- { name: dbrole_readonly  , login: false , comment: role for global read-only access  }                            # production read-only role
- { name: dbrole_offline ,   login: false , comment: role for restricted read-only access (offline instance) }      # restricted-read-only role
- { name: dbrole_readwrite , login: false , roles: [dbrole_readonly], comment: role for global read-write access }  # production read-write role
- { name: dbrole_admin , login: false , roles: [pg_monitor, dbrole_readwrite] , comment: role for object creation } # production DDL change role
`



## Default Users

There are four default users in pigsty, too.


	Superuser (postgres), the owner and creator of the cluster, same as the OS dbsu.


	Replication user (replicator), the system user used for primary-replica.


	Monitor user (dbuser_monitor), a user used to monitor database and connection pool metrics.


	Admin user (dbuser_dba), the admin user who performs daily operations and database changes.




Default users’ username/password are defined with dedicate parameters (except for dbsu password):


	[pg_dbsu](PARAM#pg_dbsu)                                 : os dbsu name, postgres by default, better not change it


	[pg_replication_username](PARAM#pg_replication_username) : postgres replication username, replicator by default


	[pg_replication_password](PARAM#pg_replication_password) : postgres replication password, DBUser.Replicator by default


	[pg_admin_username](PARAM#pg_admin_username)             : postgres admin username, dbuser_dba by default


	[pg_admin_password](PARAM#pg_admin_password)             : postgres admin password in plain text, DBUser.DBA by default


	[pg_monitor_username](PARAM#pg_monitor_username)         : postgres monitor username, dbuser_monitor by default


	[pg_monitor_password](PARAM#pg_monitor_password)         : postgres monitor password, DBUser.Monitor by default




!> Remember to change these password in production deployment !

`yaml
pg_dbsu: postgres                             # os user for the database
pg_replication_username: replicator           # system replication user
pg_replication_password: DBUser.Replicator    # system replication password
pg_monitor_username: dbuser_monitor           # system monitor user
pg_monitor_password: DBUser.Monitor           # system monitor password
pg_admin_username: dbuser_dba                 # system admin user
pg_admin_password: DBUser.DBA                 # system admin password
`

To define extra options, specify them in [pg_default_roles](PARAM#pg_default_roles):

`yaml
- { name: postgres     ,superuser: true                                          ,comment: system superuser }
- { name: replicator ,replication: true  ,roles: [pg_monitor, dbrole_readonly]   ,comment: system replicator }
- { name: dbuser_dba   ,superuser: true  ,roles: [dbrole_admin]  ,pgbouncer: true ,pool_mode: session, pool_connlimit: 16 , comment: pgsql admin user }
- { name: dbuser_monitor   ,roles: [pg_monitor, dbrole_readonly] ,pgbouncer: true ,parameters: {log_min_duration_statement: 1000 } ,pool_mode: session ,pool_connlimit: 8 ,comment: pgsql monitor user }
`



## Privileges

Pigsty has a battery-included privilege model that works with [default roles](#default-roles).


	All users have access to all schemas.


	Read-Only user can read from all tables. (SELECT, EXECUTE)


	Read-Write user can write to all tables run DML. (INSERT, UPDATE, DELETE).


	Admin user can create object and run DDL (CREATE, USAGE, TRUNCATE, REFERENCES, TRIGGER).


	Offline user is Read-Only user with limited access on offline instance (pg_role = ‘offline’ or pg_offline_query = true)


	Object created by admin users will have correct privilege.


	Default privileges are installed on all databases, including template database.


	Database connect privilege is covered by database [definition](PGSQL-DB#define-database)


	CREATE privileges of database & public schema are revoked from PUBLIC by default






## Object Privilege

Default object privileges are defined in [pg_default_privileges](PARAM#pg_default_privileges).

`yaml
- GRANT USAGE      ON SCHEMAS   TO dbrole_readonly
- GRANT SELECT     ON TABLES    TO dbrole_readonly
- GRANT SELECT     ON SEQUENCES TO dbrole_readonly
- GRANT EXECUTE    ON FUNCTIONS TO dbrole_readonly
- GRANT USAGE      ON SCHEMAS   TO dbrole_offline
- GRANT SELECT     ON TABLES    TO dbrole_offline
- GRANT SELECT     ON SEQUENCES TO dbrole_offline
- GRANT EXECUTE    ON FUNCTIONS TO dbrole_offline
- GRANT INSERT     ON TABLES    TO dbrole_readwrite
- GRANT UPDATE     ON TABLES    TO dbrole_readwrite
- GRANT DELETE     ON TABLES    TO dbrole_readwrite
- GRANT USAGE      ON SEQUENCES TO dbrole_readwrite
- GRANT UPDATE     ON SEQUENCES TO dbrole_readwrite
- GRANT TRUNCATE   ON TABLES    TO dbrole_admin
- GRANT REFERENCES ON TABLES    TO dbrole_admin
- GRANT TRIGGER    ON TABLES    TO dbrole_admin
- GRANT CREATE     ON SCHEMAS   TO dbrole_admin
`

Which will be rendered in [pg-init-template.sql](https://github.com/Vonng/pigsty/blob/master/roles/pgsql/templates/pg-init-template.sql) alone with ALTER DEFAULT PRIVILEGES statement for admin users.
The ddp+ may looks like:


Type     | Access privileges    |



|----------|———————-|
| function | =X                   |
|          | dbrole_readonly=X    |
|          | dbrole_offline=X     |
|          | dbrole_admin=X       |
| schema   | dbrole_readonly=U    |
|          | dbrole_offline=U     |
|          | dbrole_admin=UC      |
| sequence | dbrole_readonly=r    |
|          | dbrole_offline=r     |
|          | dbrole_readwrite=wU  |
|          | dbrole_admin=rwU     |
| table    | dbrole_readonly=r    |
|          | dbrole_offline=r     |
|          | dbrole_readwrite=awd |
|          | dbrole_admin=arwdDxt |

Newly created objects will have corresponding privileges when it is created by admin users



## Default Privilege

[ALTER DEFAULT PRIVILEGES](https://www.postgresql.org/docs/current/sql-alterdefaultprivileges.html) allows you to set the privileges that will be applied to objects created in the future.
It does not affect privileges assigned to already-existing objects, and objects created by non-admin users.

That is to say, to maintain the correct object privilege, you have to run DDL with admin users, which could be:


	[{{ pg_dbsu }}](PARAM#pg_dbsu), postgres by default


	[{{ pg_admin_username }}](PARAM#pg_admin_username), dbuser_dba by default


	Business admin user granted with dbrole_admin




It’s wise to use postgres as global object owner. If you wish to create objects with business admin user, YOU MUST USE SET ROLE dbrole_admin before running that DDL to maintain the correct privileges.



## Database Privilege

Database privilege is covered by [database definition](PGSQL-DB#define-database).

There are 3 database level privileges: CONNECT, CREATE, TEMP, and a special ‘privilege’: OWNERSHIP.

``yaml
- name: meta         # required, `name is the only mandatory field of a database definition


owner: postgres    # optional, specify a database owner, {{ pg_dbsu }} by default
allowconn: true    # optional, allow connection, true by default. false will disable connect at all
revokeconn: false  # optional, revoke public connection privilege. false by default. (leave connect with grant option to owner)




```


	If owner exists, it will be used as database owner instead of default [{{ pg_dbsu }}](PARAM#pg_dbsu)


	If revokeconn is false, all users have the CONNECT privilege of the database, this is the default behavior.


	If revokeconn is set to true explicitly:
* CONNECT privilege of the database will be revoked from PUBLIC
* CONNECT privilege will be granted to {{ pg_replication_username }}, {{ pg_monitor_username }} and {{ pg_admin_username }}
* CONNECT privilege will be granted to database owner with GRANT OPTION




revokeconn flag can be used for database access isolation, you can create different business users as the owners for each database and set the revokeconn option for all of them.

<details><summary>Example: Database Isolation</summary>

```yaml
pg-infra:



	hosts:
	10.10.10.40: { pg_seq: 1, pg_role: primary }
10.10.10.41: { pg_seq: 2, pg_role: replica , pg_offline_query: true }



	vars:
	pg_cluster: pg-infra
pg_users:



	{ name: dbuser_confluence, password: mc2iohos , pgbouncer: true, roles: [ dbrole_admin ] }


	{ name: dbuser_gitlab, password: sdf23g22sfdd , pgbouncer: true, roles: [ dbrole_readwrite ] }


	{ name: dbuser_jira, password: sdpijfsfdsfdfs , pgbouncer: true, roles: [ dbrole_admin ] }








	pg_databases:
	
	{ name: confluence , revokeconn: true, owner: dbuser_confluence , connlimit: 100 }


	{ name: gitlab , revokeconn: true, owner: dbuser_gitlab, connlimit: 100 }


	{ name: jira , revokeconn: true, owner: dbuser_jira , connlimit: 100 }















```

</details>



## Create Privilege

Pigsty revokes the CREATE privilege on database from PUBLIC by default, for security consideration.

Pigsty revokes the CREATE privilege on public schema from PUBLIC by default. Which is the default behavior since PostgreSQL 15.

The database owner have the full capability to adjust these privileges as they see fit.



            

          

      

      

    

  

    
      
          
            
  # PGSQL Administration

> How to maintain an existing PostgreSQL cluster with Pigsty?

Here are some SOP for common pgsql admin tasks


	Case 1:  [Create Cluster](#create-cluster)


	Case 2:  [Create User](#create-user)


	Case 3:  [Create Database](#create-database)


	Case 4:  [Reload Service](#reload-service)


	Case 5:  [Reload HBARule](#reload-hbarule)


	Case 6:  [Config Cluster](#config-cluster)


	Case 7:  [Append Replica](#append-replica)


	Case 8:  [Remove Replica](#remove-replica)


	Case 9:  [Remove Cluster](#remove-cluster)


	Case 10: [Switchover](#switchover)


	Case 11: [Backup Cluster](#backup-cluster)


	Case 12: [Restore Cluster](#restore-cluster)


	Case 13: [Adding Packages](#adding-packages)


	Case 14: [Install Extension](#install-extension)


	Case 15: [Minor Upgrade](#minor-upgrade)


	Case 16: [Major Upgrade](#major-upgrade)




## Cheatsheet

PGSQL playbooks and shortcuts:

`bash
bin/pgsql-add   <cls>                   # create pgsql cluster <cls>
bin/pgsql-user  <cls> <username>        # create pg user <username> on <cls>
bin/pgsql-db    <cls> <dbname>          # create pg database <dbname> on <cls>
bin/pgsql-svc   <cls> [...ip]           # reload pg service of cluster <cls>
bin/pgsql-hba   <cls> [...ip]           # reload postgres/pgbouncer HBA rules of cluster <cls>
bin/pgsql-add   <cls> [...ip]           # append replicas for cluster <cls>
bin/pgsql-rm    <cls> [...ip]           # remove replicas from cluster <cls>
bin/pgsql-rm    <cls>                   # remove pgsql cluster <cls>
`

Patroni admin command and shortcuts:

`bash
pg list        <cls>                    # print cluster info
pg edit-config <cls>                    # edit cluster config
pg reload      <cls> [ins]              # reload cluster config
pg restart     <cls> [ins]              # restart pgsql cluster
pg reinit      <cls> [ins]              # reinit cluster members
pg pause       <cls>                    # entering maintenance mode (no auto failover)
pg resume      <cls>                    # exiting maintenance mode
pg switchover  <cls>                    # switchover on cluster <cls>
pg failover    <cls>                    # failover on cluster <cls>
`

pgBackRest backup & restore command and shortcuts:

`bash
pb info                                 # print pgbackrest repo info
pg-backup                               # make a backup, incr, or full backup if necessary
pg-backup full                          # make a full backup
pg-backup diff                          # make a differential backup
pg-backup incr                          # make a incremental backup
pg-pitr -i                              # restore to the time of latest backup complete (not often used)
pg-pitr --time="2022-12-30 14:44:44+08" # restore to specific time point (in case of drop db, drop table)
pg-pitr --name="my-restore-point"       # restore TO a named restore point create by pg_create_restore_point
pg-pitr --lsn="0/7C82CB8" -X            # restore right BEFORE a LSN
pg-pitr --xid="1234567" -X -P           # restore right BEFORE a specific transaction id, then promote
pg-pitr --backup=latest                 # restore to latest backup set
pg-pitr --backup=20221108-105325        # restore to a specific backup set, which can be checked with pgbackrest info
`

Systemd components quick reference

`bash
systemctl stop patroni                  # start stop restart reload
systemctl stop pgbouncer                # start stop restart reload
systemctl stop pg_exporter              # start stop restart reload
systemctl stop pgbouncer_exporter       # start stop restart reload
systemctl stop node_exporter            # start stop restart
systemctl stop haproxy                  # start stop restart reload
systemctl stop vip-manager              # start stop restart reload
systemctl stop postgres                 # only when patroni_mode == 'remove'
`

## Create Cluster

To create a new Postgres cluster, define it in the inventory first, then init with:

`bash
bin/node-add <cls>                # init nodes for cluster <cls>           # ./node.yml  -l <cls>
bin/pgsql-add <cls>               # init pgsql instances of cluster <cls>  # ./pgsql.yml -l <cls>
`

<details><summary>Example: Create Cluster</summary>

[![asciicast](https://asciinema.org/a/568810.svg)](https://asciinema.org/a/568810)

</details>

## Create User

To create a new business user on the existing Postgres cluster, add user definition to all.children.<cls>.pg_users, then create the user as follows:

`bash
bin/pgsql-user <cls> <username>   # ./pgsql-user.yml -l <cls> -e username=<username>
`

<details><summary>Example: Create Business User</summary>

[![asciicast](https://asciinema.org/a/568789.svg)](https://asciinema.org/a/568789)

</details>

## Create Database

To create a new database user on the existing Postgres cluster, add database definition to all.children.<cls>.pg_databases, then create the database as follows:

`bash
bin/pgsql-db <cls> <dbname>       # ./pgsql-db.yml -l <cls> -e dbname=<dbname>
`

Note: If the database has specified an owner, the user should already exist, or you’ll have to [Create User](#create-user) first.

<details><summary>Example: Create Business Database</summary>

[![asciicast](https://asciinema.org/a/568790.svg)](https://asciinema.org/a/568790)

</details>

## Reload Service

Services are exposed access point served by HAProxy.

This task is used when cluster membership has changed, e.g., [append](#append-replica)/[remove](#remove-replica) replicas, [switchover](#switchover)/failover / exposing new service or updating existing service’s config (e.g., LB Weight)

To create new services or reload existing services on entire proxy cluster or specific instances:

`bash
bin/pgsql-svc <cls>               # pgsql.yml -l <cls> -t pg_service -e pg_reload=true
bin/pgsql-svc <cls> [ip...]       # pgsql.yml -l ip... -t pg_service -e pg_reload=true
`

<details><summary>Example: Reload PG Service to Kick one Instance</summary>

[![asciicast](https://asciinema.org/a/568815.svg)](https://asciinema.org/a/568815)

</details>

## Reload HBARule

This task is used when your Postgres/Pgbouncer HBA rules have changed, you may have to reload hba to apply changes.

If you have any role-specific HBA rules, you may have to reload hba after a switchover/failover, too.

To reload postgres & pgbouncer HBA rules on entire cluster or specific instances:

`bash
bin/pgsql-hba <cls>               # pgsql.yml -l <cls> -t pg_hba,pgbouncer_hba,pgbouncer_reload -e pg_reload=true
bin/pgsql-hba <cls> [ip...]       # pgsql.yml -l ip... -t pg_hba,pgbouncer_hba,pgbouncer_reload -e pg_reload=true
`

<details><summary>Example: Reload Cluster HBA Rules</summary>

[![asciicast](https://asciinema.org/a/568794.svg)](https://asciinema.org/a/568794)

</details>

## Config Cluster

To change the config of a existing Postgres cluster, you have to initiate control command on admin node with admin user:

`bash
pg edit-config <cls>              # interactive config a cluster with patronictl
`

Change patroni parameters & postgresql.parameters, save & apply changes with the wizard.

<details><summary>Example: Config Cluster in Non-Interactive Manner</summary>

You can skip interactive mode and use -p option to override postgres parameters, for example:

`bash
pg edit-config -p log_min_duration_statement=1000 pg-test
pg edit-config --force -p shared_preload_libraries='timescaledb, pg_cron, pg_stat_statements, auto_explain'
`

</details>

<details><summary>Example: Change Cluster Config with Patroni REST API</summary>

You can also use [Patroni REST API](https://patroni.readthedocs.io/en/latest/rest_api.html) to change the config in a non-interactive mode, for example:

```bash
$ curl -s 10.10.10.11:8008/config | jq .  # get current config
$ curl -u ‘postgres:Patroni.API’ 


-d ‘{“postgresql”:{“parameters”: {“log_min_duration_statement”:200}}}’ -s -X PATCH http://10.10.10.11:8008/config | jq .




```

Note: patroni unsafe RestAPI access is limit from infra/admin nodes and protected with an HTTP basic auth username/password and an optional HTTPS mode.

</details>

<details><summary>Example: Config Cluster with PatroniCtl</summary>

[![asciicast](https://asciinema.org/a/568799.svg)](https://asciinema.org/a/568799)

</details>

## Append Replica

To add a new replica to the existing Postgres cluster, you have to add its definition to the inventory: all.children.<cls>.hosts, then:

`bash
bin/node-add <ip>                 # init node <ip> for the new replica
bin/pgsql-add <cls> <ip>          # init pgsql instances on <ip> for cluster <cls>
`

It will add node <ip> to pigsty and init it as a replica of the cluster <cls>.

Cluster services will be [reloaded](#reload-service) to adopt the new member

<details><summary>Example: Add replica to pg-test </summary>

[![asciicast](https://asciinema.org/a/566421.svg)](https://asciinema.org/a/566421)

For example, if you want to add a pg-test-3 / 10.10.10.13 to the existing cluster pg-test, you’ll have to update the inventory first:

```bash
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary } # existing member
10.10.10.12: { pg_seq: 2, pg_role: replica } # existing member
10.10.10.13: { pg_seq: 3, pg_role: replica } # <— new member





vars: { pg_cluster: pg-test }




```

then apply the change as follows:

`bash
bin/node-add          10.10.10.13   # add node to pigsty
bin/pgsql-add pg-test 10.10.10.13   # init new replica on 10.10.10.13 for cluster pg-test
`

which is similar to cluster init but only works on single instance。

`bash
[ OK ] init instances  10.10.10.11 to pgsql cluster 'pg-test':
[WARN]   reminder: add nodes to pigsty, then install additional module 'pgsql'
[HINT]     $ bin/node-add  10.10.10.11  # run this ahead, except infra nodes
[WARN]   init instances from cluster:
[ OK ]     $ ./pgsql.yml -l '10.10.10.11,&pg-test'
[WARN]   reload pg_service on existing instances:
[ OK ]     $ ./pgsql.yml -l 'pg-test,!10.10.10.11' -t pg_service
`

</details>

## Remove Replica

To remove a replica from the existing PostgreSQL cluster:

`bash
bin/pgsql-rm <cls> <ip...>        # ./pgsql-rm.yml -l <ip>
`

It will remove instance <ip> from cluster <cls>.
Cluster services will be [reloaded](#reload-service) to kick the removed instance from load balancer.

<details><summary>Example: Remove replica from pg-test </summary>

[![asciicast](https://asciinema.org/a/566419.svg)](https://asciinema.org/a/566419)

For example, if you want to remove pg-test-3 / 10.10.10.13 from the existing cluster pg-test:

`bash
bin/pgsql-rm pg-test 10.10.10.13  # remove pgsql instance 10.10.10.13 from pg-test
bin/node-rm  10.10.10.13          # remove that node from pigsty (optional)
vi pigsty.yml                     # remove instance definition from inventory
bin/pgsql-svc pg-test             # refresh pg_service on existing instances to kick removed instance from load balancer
`

`bash
[ OK ] remove pgsql instances from  10.10.10.13 of 'pg-test':
[WARN]   remove instances from cluster:
[ OK ]     $ ./pgsql-rm.yml -l '10.10.10.13,&pg-test'
`

And remove instance definition from the inventory:

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica }
10.10.10.13: { pg_seq: 3, pg_role: replica } # <— remove this after execution





vars: { pg_cluster: pg-test }




```

Finally, you can update pg service and kick the removed instance from load balancer:

`bash
bin/pgsql-svc pg-test             # reload pg service on pg-test
`

</details>

## Remove Cluster

To remove the entire Postgres cluster, just run:

`bash
bin/pgsql-rm <cls>                # ./pgsql-rm.yml -l <cls>
`

<details><summary>Example: Remove Cluster</summary>

[![asciicast](https://asciinema.org/a/566418.svg)](https://asciinema.org/a/566418)

</details>

<details><summary>Example: Force removing a cluster</summary>

Note: if [pg_safeguard](PARAM#pg_safeguard) is configured for this cluster (or globally configured to true), pgsql-rm.yml will abort to avoid removing a cluster by accident.

You can use playbook command line args to explicitly overwrite it to force the purge:

`bash
./pgsql-rm.yml -l pg-meta -e pg_safeguard=false    # force removing pg cluster pg-meta
`

</details>

## Switchover

You can perform a PostgreSQL cluster switchover with patroni cmd.

`bash
pg switchover <cls>   # interactive mode, you can skip that with following options
pg switchover --leader pg-test-1 --candidate=pg-test-2 --scheduled=now --force pg-test
`

<details><summary>Example: Switchover pg-test</summary>

[![asciicast](https://asciinema.org/a/566248.svg)](https://asciinema.org/a/566248)

`bash
$ pg switchover pg-test
Master [pg-test-1]:
Candidate ['pg-test-2', 'pg-test-3'] []: pg-test-2
When should the switchover take place (e.g. 2022-12-26T07:39 )  [now]: now
Current cluster topology
+ Cluster: pg-test (7181325041648035869) -----+----+-----------+-----------------+
| Member    | Host        | Role    | State   | TL | Lag in MB | Tags            |
+-----------+-------------+---------+---------+----+-----------+-----------------+
| pg-test-1 | 10.10.10.11 | Leader  | running |  1 |           | clonefrom: true |
|           |             |         |         |    |           | conf: tiny.yml  |
|           |             |         |         |    |           | spec: 1C.2G.50G |
|           |             |         |         |    |           | version: '15'   |
+-----------+-------------+---------+---------+----+-----------+-----------------+
| pg-test-2 | 10.10.10.12 | Replica | running |  1 |         0 | clonefrom: true |
|           |             |         |         |    |           | conf: tiny.yml  |
|           |             |         |         |    |           | spec: 1C.2G.50G |
|           |             |         |         |    |           | version: '15'   |
+-----------+-------------+---------+---------+----+-----------+-----------------+
| pg-test-3 | 10.10.10.13 | Replica | running |  1 |         0 | clonefrom: true |
|           |             |         |         |    |           | conf: tiny.yml  |
|           |             |         |         |    |           | spec: 1C.2G.50G |
|           |             |         |         |    |           | version: '15'   |
+-----------+-------------+---------+---------+----+-----------+-----------------+
Are you sure you want to switchover cluster pg-test, demoting current master pg-test-1? [y/N]: y
2022-12-26 06:39:58.02468 Successfully switched over to "pg-test-2"
+ Cluster: pg-test (7181325041648035869) -----+----+-----------+-----------------+
| Member    | Host        | Role    | State   | TL | Lag in MB | Tags            |
+-----------+-------------+---------+---------+----+-----------+-----------------+
| pg-test-1 | 10.10.10.11 | Replica | stopped |    |   unknown | clonefrom: true |
|           |             |         |         |    |           | conf: tiny.yml  |
|           |             |         |         |    |           | spec: 1C.2G.50G |
|           |             |         |         |    |           | version: '15'   |
+-----------+-------------+---------+---------+----+-----------+-----------------+
| pg-test-2 | 10.10.10.12 | Leader  | running |  1 |           | clonefrom: true |
|           |             |         |         |    |           | conf: tiny.yml  |
|           |             |         |         |    |           | spec: 1C.2G.50G |
|           |             |         |         |    |           | version: '15'   |
+-----------+-------------+---------+---------+----+-----------+-----------------+
| pg-test-3 | 10.10.10.13 | Replica | running |  1 |         0 | clonefrom: true |
|           |             |         |         |    |           | conf: tiny.yml  |
|           |             |         |         |    |           | spec: 1C.2G.50G |
|           |             |         |         |    |           | version: '15'   |
+-----------+-------------+---------+---------+----+-----------+-----------------+
`

To do so with Patroni API (schedule a switchover from 2 to 1 at a specific time):

```bash
curl -u ‘postgres:Patroni.API’ 


-d ‘{“leader”:”pg-test-2”, “candidate”: “pg-test-1”,”scheduled_at”:”2022-12-26T14:47+08”}’ -s -X POST http://10.10.10.11:8008/switchover




```

</details>

## Backup Cluster

To create a backup with pgBackRest, run as local dbsu:

`bash
pg-backup                         # make a postgres base backup
pg-backup full                    # make a full backup
pg-backup diff                    # make a differential backup
pg-backup incr                    # make a incremental backup
pb info                           # check backup information
`

Check [Backup](PGSQL-PITR) & PITR for details.

<details><summary>Example: Make Backups</summary>

You can add crontab to [node_crontab](PARAM#node_crontab) to specify your backup policy.

[![asciicast](https://asciinema.org/a/568813.svg)](https://asciinema.org/a/568813)

</details>

<details><summary>Example: Create routine backup crontab</summary>

You can add crontab to [node_crontab](PARAM#node_crontab) to specify your backup policy.

```yaml
# make a full backup 1 am everyday
- ‘00 01 * * * postgres /pg/bin/pg-backup full’

# rotate backup: make a full backup on monday 1am, and an incremental backup during weekdays
- ‘00 01 * * 1 postgres /pg/bin/pg-backup full’
- ‘00 01 * * 2,3,4,5,6,7 postgres /pg/bin/pg-backup’
```

</details>

## Restore Cluster

To restore a cluster to a previous time point (PITR), run as local dbsu:

`bash
pg-pitr -i                              # restore to the time of latest backup complete (not often used)
pg-pitr --time="2022-12-30 14:44:44+08" # restore to specific time point (in case of drop db, drop table)
pg-pitr --name="my-restore-point"       # restore TO a named restore point create by pg_create_restore_point
pg-pitr --lsn="0/7C82CB8" -X            # restore right BEFORE a LSN
pg-pitr --xid="1234567" -X -P           # restore right BEFORE a specific transaction id, then promote
pg-pitr --backup=latest                 # restore to latest backup set
pg-pitr --backup=20221108-105325        # restore to a specific backup set, which can be checked with pgbackrest info
`

And follow the instructions wizard, Check Backup & [PITR](PGSQL-PITR) for details.

<details><summary>Example: PITR with raw pgBackRest Command</summary>

```bash
# restore to the latest available point (e.g. hardware failure)
pgbackrest –stanza=pg-meta restore

# PITR to specific time point (e.g. drop table by accident)
pgbackrest –stanza=pg-meta –type=time –target=”2022-11-08 10:58:48” 


–target-action=promote restore




# restore specific backup point and then promote (or pause|shutdown)
pgbackrest –stanza=pg-meta –type=immediate –target-action=promote 


–set=20221108-105325F_20221108-105938I restore




```

</details>

## Adding Packages

To add newer version of RPM packages, you have to add them to [repo_packages](PARAM#repo_packages) and [repo_url_packages](PARAM#repo_url_packages)

And remove /www/pigsty/repo_complete flag file then rebuild repo with ./infra.yml -t repo_build.

Then you can install these packages with ansible module package:

`bash
ansible pg-test -b -m package -a "name=pg_cron_15,topn_15,pg_stat_monitor_15*"  # install some packages
`

<details><summary>Update Packages Manually</summary>

`bash
# add repo upstream on admin node, then download them manually
cd ~/pigsty; ./infra.yml -t repo_upstream                 # add upstream repo (internet)
cd /www/pigsty;  repotrack "some_new_package_name"        # download the latest RPMs
cd ~/pigsty; ./infra.yml -t repo_create                   # re-create local yum repo
ansible all -b -a 'yum clean all'                         # clean node repo cache
ansible all -b -a 'yum makecache'                         # remake yum cache from the new repo
`

For example, you can then install or upgrade packages with:

`bash
ansible pg-test -b -m package -a "name=postgresql15* state=latest"
`

</details>

## Install Extension

If you want to install extension on pg clusters, Add them to [pg_extensions](PARAM#pg_extensions) and make sure them installed with:

`bash
./pgsql.yml -t pg_extension     # install extensions
`

Some extension needs to be loaded in shared_preload_libraries, You can add them to [pg_libs](PARAM#pg_libs), or [Config](#config-cluster) an existing cluster.

Finally, CREATE EXTENSION <extname>; on the cluster primary instance to install it.

<details><summary>Example: Install pg_cron on pg-test cluster</summary>

`bash
ansible pg-test -b -m package -a "name=pg_cron_15"          # install pg_cron packages on all nodes
# add pg_cron to shared_preload_libraries
pg edit-config --force -p shared_preload_libraries='timescaledb, pg_cron, pg_stat_statements, auto_explain'
pg restart --force pg-test                                  # restart cluster
psql -h pg-test -d postgres -c 'CREATE EXTENSION pg_cron;'  # install pg_cron on primary
`

</details>

## Minor Upgrade

To perform a minor server version upgrade/downgrade, you have to [add packages](#adding-packages) to yum repo first.

Then perform a rolling upgrade/downgrade from all replicas, then switchover the cluster to upgrade the leader.

`bash
ansible <cls> -b -a "yum upgrade/downgrade -y <pkg>"    # upgrade/downgrade packages
pg restart --force <cls>                                # restart cluster
`

<details><summary>Example: Downgrade PostgreSQL 15.2 to 15.1</summary>

Add 15.1 packages to yum repo and refresh node yum cache:

`bash
cd ~/pigsty; ./infra.yml -t repo_upstream               # add upstream repo backup
cd /www/pigsty; repotrack postgresql15-*-15.1           # add 15.1 packages to yum repo
cd ~/pigsty; ./infra.yml -t repo_create                 # re-create repo
ansible pg-test -b -a 'yum clean all'                   # clean node repo cache
ansible pg-test -b -a 'yum makecache'                   # remake yum cache from the new repo
`

Perform a downgrade and restart the cluster:

`bash
ansible pg-test -b -a "yum downgrade -y postgresql15*"  # downgrade packages
pg restart --force pg-test                              # restart entire cluster to finish upgrade
`

</details>

<details><summary>Example: Upgrade PostgreSQL 15.1 back to 15.2</summary>

This time we upgrade in a rolling fashion:

`bash
ansible pg-test -b -a "yum upgrade -y postgresql15*"    # upgrade packages
ansible pg-test -b -a '/usr/pgsql/bin/pg_ctl --version' # check binary version is 15.2
pg restart --role replica --force pg-test               # restart replicas
pg switchover --leader pg-test-1 --candidate=pg-test-2 --scheduled=now --force pg-test    # switchover
pg restart --role primary --force pg-test               # restart primary
`

</details>

## Major Upgrade

The simplest way to achieve a major version upgrade is to create a new cluster with the new version, then [migration](PGSQL-MIGRATION) with logical replication.

You can also perform an in-place major upgrade, which is not recommended especially when certain extensions are installed. But it is possible.

Assume you want to upgrade PostgreSQL 14 to 15, you have to [add packages](#adding-packages) to yum repo, and guarantee the extensions has exact same version too.

`bash
./pgsql.yml -t pg_pkg -e pg_version=15                         # install packages for pg 15
sudo su - postgres; mkdir -p /data/postgres/pg-meta-15/data/   # prepare directories for 15
pg_upgrade -b /usr/pgsql-14/bin/ -B /usr/pgsql-15/bin/ -d /data/postgres/pg-meta-14/data/ -D /data/postgres/pg-meta-15/data/ -v -c # preflight
pg_upgrade -b /usr/pgsql-14/bin/ -B /usr/pgsql-15/bin/ -d /data/postgres/pg-meta-14/data/ -D /data/postgres/pg-meta-15/data/ --link -j8 -v -c
rm -rf /usr/pgsql; ln -s /usr/pgsql-15 /usr/pgsql;             # fix binary links
mv /data/postgres/pg-meta-14 /data/postgres/pg-meta-15         # rename data directory
rm -rf /pg; ln -s /data/postgres/pg-meta-15 /pg                # fix data dir links
`



            

          

      

      

    

  

    
      
          
            
  # PGSQL Architecture

> Overview of the PGSQL module and key concepts

PGSQL for production environments is organized in clusters, which clusters are logical entities consisting of a set of database instances associated by primary-replica.
Each database cluster is a self-organizing business service unit consisting of at least one database instance.



## ER Diagram

Let’s get started with ER diagram. There are four types of core entities in Pigsty’s PGSQL module:


	[PGSQL Cluster](#cluster): An autonomous PostgreSQL business unit, used as the top-level namespace for other entities.


	[PGSQL Service](#service): A named abstraction of cluster ability, route traffics, and expose postgres services with node ports.


	[PGSQL Instance](#instance): A single postgres server which is a group of running processes & database files on a single node.


	[PGSQL Node](#node): An abstraction of hardware resources, which can be bare metal, virtual machine, or even k8s pods.




![PGSQL-ER](https://user-images.githubusercontent.com/8587410/217492920-47613743-88b8-4c21-a8b9-cf7420cdd50f.png)

Naming Convention


	The cluster name should be a valid domain name, without any dot: [a-zA-Z0-9-]+


	Service name should be prefixed with cluster name, and suffixed with a single word: such as primary, replica, offline, delayed, join by -


	Instance name is prefixed with cluster name and suffixed with an integer, join by -, e.g., ${cluster}-${seq}.


	Node is identified by its IP address, and its hostname is usually the same as the instance name since they are 1:1 deployed.






## Identity Parameter

Pigsty uses identity parameters to identify entities: [PG_ID](PARAM#PG_ID).

In addition to the node IP address, three parameters: [pg_cluster](PARAM#pg_cluster), [pg_role](PARAM#pg_role), and [pg_seq](PARAM#pg_seq) are the minimum set of parameters necessary to define a postgres cluster.
Take the [sandbox](PROVISION#sandbox) testing cluster pg-test as an example:

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica }
10.10.10.13: { pg_seq: 3, pg_role: replica }



	vars:
	pg_cluster: pg-test








```

The three members of the cluster are identified as follows.


cluster  | seq |   role    |   host / ip   |  instance   |      service      |  nodename   |



|:---------:|:—:|:---------:|:————-:|:-----------:|:—————–:|:-----------:|
| pg-test | 1 | primary | 10.10.10.11 | pg-test-1 | pg-test-primary | pg-test-1 |
| pg-test | 2 | replica | 10.10.10.12 | pg-test-2 | pg-test-replica | pg-test-2 |
| pg-test | 3 | replica | 10.10.10.13 | pg-test-3 | pg-test-replica | pg-test-3 |

There are:


	One Cluster: The cluster is named as pg-test.


	Two Roles: primary and replica.


	Three Instances: The cluster consists of three instances: pg-test-1, pg-test-2, pg-test-3.


	Three Nodes: The cluster is deployed on three nodes: 10.10.10.11, 10.10.10.12, and 10.10.10.13.


	Four services:
*  read-write service:  [pg-test-primary](PGSQL-SVC#primary-service)
* read-only service: [pg-test-replica](PGSQL-SVC#replica-service)
* directly connected management service: [pg-test-default](PGSQL-SVC#default-service)
* offline read service: [pg-test-offline](PGSQL-SVC#offline-service)




And in the monitoring system (Prometheus/Grafana/Loki), corresponding metrics will be labeled with these identities：

`yaml
pg_up{cls="pg-meta", ins="pg-meta-1", ip="10.10.10.10", job="pgsql"}
pg_up{cls="pg-test", ins="pg-test-1", ip="10.10.10.11", job="pgsql"}
pg_up{cls="pg-test", ins="pg-test-2", ip="10.10.10.12", job="pgsql"}
pg_up{cls="pg-test", ins="pg-test-3", ip="10.10.10.13", job="pgsql"}
`



## Component Overview

Here is how PostgreSQL module components and their interactions. From top to bottom:


	Cluster DNS is resolved by DNSMASQ on infra nodes


	Cluster VIP is manged by vip-manager, which will bind to cluster primary.
* vip-manager will acquire cluster leader info written by patroni from etcd cluster directly


	Cluster services are exposed by Haproxy on nodes, services are distinguished by node ports (543x).
* Haproxy port 9101: monitoring metrics & stats & admin page
* Haproxy port 5433: default service that routes to primary pgbouncer: [primary](PGSQL-SVC#primary-service)
* Haproxy port 5434: default service that routes to replica pgbouncer: [replica](PGSQL-SVC#replica-service)
* Haproxy port 5436: default service that routes to primary postgres: [default](PGSQL-SVC#default-service)
* Haproxy port 5438: default service that routeroutesto offline postgres: [offline](PGSQL-SVC#offline-service)
* HAProxy will route traffic based on health check information provided by patroni.


	Pgbouncer is a connection pool middleware that buffers connections, exposes extra metrics, and brings extra flexibility @ port 6432
* Pgbouncer is stateless and deployed with the Postgres server in a 1:1 manner through a local unix socket.
* Production traffic (Primary/Replica) will go through pgbouncer by default (can be skipped by [pg_default_service_dest](PARAM#pg_default_service_dest))
* Default/Offline service will always bypass pgbouncer and connect to target Postgres directly.


	Postgres provides relational database services @ port 5432
* Install PGSQL module on multiple nodes will automatically form a HA cluster based on streaming replication
* PostgreSQL is supervised by patroni by default.


	Patroni will supervise PostgreSQL server @ port 8008 by default
* Patroni spawn postgres servers as the child process
* Patroni uses etcd as DCS: config storage, failure detection, and leader election.
* Patroni will provide Postgres information through a health check. Which is used by HAProxy
* Patroni metrics will be scraped by prometheus on infra nodes


	PG Exporter will expose postgres metrics @ port 9630
* PostgreSQL’s metrics will be scraped by prometheus on infra nodes


	Pgbouncer Exporter will expose pgbouncer metrics @ port 9631
* Pgbouncer metrics will be scraped by prometheus on infra nodes


	pgBackRest will work on the local repo by default ([pgbackrest_method](PARAM#pgbackrest_method))
* If local (default) is used as the backup repo, pgBackRest will create local repo under the primary’s [pg_fs_bkup](PARAM#pg_fs_bkup)
* If minio is used as the backup repo, pgBackRest will create the repo on the dedicated MinIO cluster in [pgbackrest_repo.`minio`](PARAM#pgbackrest_repo)


	Postgres-related logs (postgres,pgbouncer,patroni,pgbackrest) are exposed by promtail @ port 9080
* Promtail will send logs to Loki on infra nodes




![pigsty-infra](https://user-images.githubusercontent.com/8587410/206972543-664ae71b-7ed1-4e82-90bd-5aa44c73bca4.gif)



## High Availability

> Primary Failure RTO ≈ 30s, RPO < 1MB, Replica Failure RTO≈0 (reset current conn)

Pigsty’s PostgreSQL cluster has battery-included high-availability powered by [patroni](https://patroni.readthedocs.io/en/latest/), [etcd](https://etcd.io/), and [haproxy](http://www.haproxy.org/)

![pgsql-ha](https://user-images.githubusercontent.com/8587410/206971583-74293d7b-d29a-4ca2-8728-75d50421c371.gif)

When the primary fails, one of the replicas will be promoted to primary automatically, and read-write traffic will be routed to the new primary immediately. The impact is: write queries will be blocked for 15 ~ 40s until the new leader is elected.

When a replica fails, read-only traffic will be routed to the other replicas, if all replicas fail, read-only traffic will fall back to the primary. The impact would be very small: a few running queries on that replica will abort due to a connection reset.

Failure detection is done by patroni and etcd, the leader will hold a lease, and if it fails, the lease will be released due to timeout, and the other instance will elect a new leader to take over.

The ttl can be tuned with [pg_rto](PARAM#pg_rto), which is 30s by default, increasing it will cause longer failover wait time, while decreasing it will increase the false-positive failover rate (e.g. network jitter).

Pigsty will use availability first mode by default, which means when primary fails, it will try to failover ASAP, data not replicated to the replica may be lost (usually 100KB), and the max potential data loss is controlled by [pg_rpo](PARAM#pg_rpo), which is 1MB by default.



            

          

      

      

    

  

    
      
          
            
  # PGSQL Configuration

> Define roles & clusters for PostgreSQL

You can define different types of instances & clusters.


	[Identity](PARAM#pg_id): Parameters used for describing a PostgreSQL cluster


	[Primary](#primary): Define a single instance cluster.


	[Replica](#replica): Define a basic HA cluster with one primary & one replica.


	[Offline](#offline): Define a dedicated instance for OLAP/ETL/Interactive queries


	[Sync Standby](#sync-standby): Enable synchronous commit to ensure no data loss.


	[Quorum Commit](#quorum-commit):   Use quorum sync commit for an even higher consistency level.


	[Standby Cluster](#standby-cluster): Clone an existing cluster and follow it


	[Delayed Cluster](#delayed-cluster): Clone an existing cluster for emergency data recovery


	[Citus Cluster](#citus-cluster): Define a Citus distributed database cluster






## Primary

Let’s start with the simplest case, singleton meta:

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }



	vars:
	pg_cluster: pg-test








```

Use the following command to create a primary database instance on the 10.10.10.11 node.

`bash
bin/pgsql-add pg-test
`



## Replica

To add a physical replica, you can assign a new instance to pg-test with [pg_role](PARAM#pg_role) set to replica

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica }  # <— newly added



	vars:
	pg_cluster: pg-test








```

You can [create](PGSQL-ADMIN#create-cluster) an entire cluster or [append](PGSQL-ADMIN#append-replica) a replica to the existing cluster:

`bash
bin/pgsql-add pg-test               # init entire cluster in one-pass
bin/pgsql-add pg-test 10.10.10.12   # add replica to existing cluster
`



## Offline

The offline instance is a dedicated replica to serve slow queries, ETL, OLAP traffic and interactive queries, etc…

To add an offline instance, assign a new instance with [pg_role](PARAM#pg_role) set to offline.

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica }
10.10.10.13: { pg_seq: 2, pg_role: offline } # <— newly added



	vars:
	pg_cluster: pg-test








```

Offline instance works like common replica instances, but it is used as a backup server in pg-test-replica service.
That is to say, offline and primary instance serves only when all replica instances are down.

You can have ad hoc access control offline with [pg_default_hba_rules](PARAM#pg_default_hba_rules) and [pg_hba_rules](PARAM#pg_hba_rules).
It will apply to the offline instance and any instances with [pg_offline_query](PARAM#pg_offline_query) flag.



## Sync Standby

PostgreSQL uses asynchronous commit in stream replication by default. Which may have a small replication lag. (10KB / 10ms).
A small window of data loss may occur when the primary fails (can be controlled with [pg_rpo](PARAM#pg_rpo).), but it is acceptable for most scenarios.

But in some critical scenarios (e.g. financial transactions), data loss is totally unacceptable or read-your-write consistency is required.
In this case, you can enable synchronous commit to ensure that.

To enable sync standby mode, you can simply use crit.yml template in [pg_conf](PARAM#pg_conf)

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica }
10.10.10.13: { pg_seq: 3, pg_role: replica }



	vars:
	pg_cluster: pg-test
pg_conf: crit.yml   # <— use crit template








```

To enable sync standby on existing clusters, [config](PGSQL-ADMIN#config-cluster) the cluster and enable synchronous_mode:

```bash
$ pg edit-config pg-test    # run on admin node with admin user
+++
-synchronous_mode: false    # <— old value
+synchronous_mode: true     # <— new value


synchronous_mode_strict: false




Apply these changes? [y/N]: y
```



## Quorum Commit

When [sync standby](#sync-standby) is enabled, PostgreSQL will pick one replica as the standby instance, and all other replicas as candidates.
Primary will wait until the standby instance flushes to disk before a commit is confirmed, and the standby instance will always have the latest data without any lags.

However, you can achieve an even higher/lower consistency level with the quorum commit (trade-off with availability).

For example, to have any 2 replicas to confirm a commit:

```bash
pg-test:



	hosts:
	10.10.10.10: { pg_seq: 1, pg_role: primary } # <— pg-test-1
10.10.10.11: { pg_seq: 2, pg_role: replica } # <— pg-test-2
10.10.10.12: { pg_seq: 3, pg_role: replica } # <— pg-test-3
10.10.10.13: { pg_seq: 4, pg_role: replica } # <— pg-test-4



	vars:
	pg_cluster: pg-test
pg_conf: crit.yml   # <— use crit template








```

Adjust  [synchronous_standby_names](https://www.postgresql.org/docs/current/runtime-config-replication.html#synchronous_standby_names) and synchronous_node_count accordingly:
* synchronous_standby_names = ANY 2 (pg-test-2, pg-test-3, pg-test-4)
* synchronous_node_count : 2

<details><summary>Example: Enable Quorum Commit</summary>

```bash
$ pg edit-config pg-test
—
+++
@@ -82,10 +82,12 @@


work_mem: 4MB





	synchronous_standby_names: ‘ANY 2 (pg-test-2, pg-test-3, pg-test-4)’




-synchronous_mode: false
+synchronous_mode: true
+synchronous_node_count: 2


synchronous_mode_strict: false




Apply these changes? [y/N]: y
```

After the application, the configuration takes effect, and two Sync Standby appear. When the cluster has Failover or expansion and contraction, please adjust these parameters to avoid service unavailability.

`bash
+ Cluster: pg-test (7080814403632534854) +---------+----+-----------+-----------------+
| Member    | Host        | Role         | State   | TL | Lag in MB | Tags            |
+-----------+-------------+--------------+---------+----+-----------+-----------------+
| pg-test-1 | 10.10.10.10 | Leader       | running |  1 |           | clonefrom: true |
| pg-test-2 | 10.10.10.11 | Sync Standby | running |  1 |         0 | clonefrom: true |
| pg-test-3 | 10.10.10.12 | Sync Standby | running |  1 |         0 | clonefrom: true |
| pg-test-4 | 10.10.10.13 | Replica      | running |  1 |         0 | clonefrom: true |
+-----------+-------------+--------------+---------+----+-----------+-----------------+
`

</details>



## Standby Cluster

You can clone an existing cluster and create a [standby cluster](#standby-cluster), which can be used for migration, horizontal split, multi-az deployment, or disaster recovery.

A standby cluster’s definition is just the same as any other normal cluster, except there’s a [pg_upstream](PARAM#pg_upstream) defined on the primary instance.

For example, you have a pg-test cluster, to create a standby cluster pg-test2, the inventory may look like this:

```yaml
# pg-test is the original cluster
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }





vars: { pg_cluster: pg-test }




# pg-test2 is a standby cluster of pg-test.
pg-test2:



	hosts:
	10.10.10.12: { pg_seq: 1, pg_role: primary , pg_upstream: 10.10.10.11 } # <— pg_upstream is defined here
10.10.10.13: { pg_seq: 2, pg_role: replica }





vars: { pg_cluster: pg-test2 }




```

And pg-test2-1, the primary of pg-test2 will be a replica of pg-test and serve as a Standby Leader in pg-test2.

Just make sure that the [pg_upstream](/en/docs/pgsql/config#pg_upstream) parameter is configured on the primary of the backup cluster to pull backups from the original upstream automatically.

`bash
bin/pgsql-add pg-test     # Creating the original cluster
bin/pgsql-add pg-test2    # Creating a Backup Cluster
`

<details><summary>Example: Change Replication Upstream</summary>

You can change the replication upstream of the standby cluster when necessary (e.g. upstream failover).

To do so, just change the standby_cluster.host to the new upstream IP address and apply.

```bash
$ pg edit-config pg-test2



	standby_cluster:
	create_replica_methods:
- basebackup









	host: 10.10.10.13     # <— The old upstream





	host: 10.10.10.12     # <— The new upstream
port: 5432





Apply these changes? [y/N]: y




```

</details>

<details><summary>Example: Promote Standby Cluster</summary>

You can promote the standby cluster to a standalone cluster at any time.

To do so, you have to [config](PGSQL-ADMIN#config-cluster) the cluster and wipe the entire standby_cluster section then apply.

```bash
$ pg edit-config pg-test2
-standby_cluster:
-  create_replica_methods:
-  - basebackup
-  host: 10.10.10.11
-  port: 5432

Apply these changes? [y/N]: y
```

</details>

<details><summary>Example: Cascade Replica</summary>

If the [pg_upstream](PARAM#pg_upstream) is specified for replica rather than primary, the replica will be configured as a cascade replica with the given upstream ip instead of the cluster primary

```yaml
pg-test:



	hosts: # pg-test-1 —> pg-test-2 —> pg-test-3
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica } # <— bridge instance
10.10.10.13: { pg_seq: 2, pg_role: replica, pg_upstream: 10.10.10.12 }
# ^— replicate from pg-test-2 (the bridge) instead of pg-test-1 (the primary)





vars: { pg_cluster: pg-test }




```

</details>



## Delayed Cluster

A delayed cluster is a special type of standby cluster, which is used to recover “drop-by-accident” ASAP.

For example, if you wish to have a cluster pg-testdelay which has the same data as 1-day ago pg-test cluster:

```yaml
# pg-test is the original cluster
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }





vars: { pg_cluster: pg-test }




# pg-testdelay is a delayed cluster of pg-test.
pg-testdelay:



	hosts:
	10.10.10.12: { pg_seq: 1, pg_role: primary , pg_upstream: 10.10.10.11, pg_delay: 1d }
10.10.10.13: { pg_seq: 2, pg_role: replica }





vars: { pg_cluster: pg-test2 }




```

You can also [configure](PGSQL-ADMIN#config-cluster) a replication delay on the existing [standby cluster](#standby-cluster).

```bash
$ pg edit-config pg-testdelay



	standby_cluster:
	create_replica_methods:
- basebackup
host: 10.10.10.11
port: 5432









	recovery_min_apply_delay: 1h    # <— add delay here




Apply these changes? [y/N]: y
```

When some tuples & tables are dropped by accident, you can advance this delayed cluster to a proper time point and select data from it.

It takes more resources, but can be much faster and have less impact than [PITR](PGSQL-PITR)



## Citus Cluster

Pigsty has native citus support. Check [files/pigsty/citus.yml](https://github.com/Vonng/pigsty/blob/master/files/pigsty/citus.yml) for example.

To define a citus cluster,


	[pg_mode](PARAM#pg_mode) has to be set to citus instead of default pgsql


	[pg_shard](PARAM#pg_shard) & [pg_group](PARAM#pg_group) has to be defined on each sharding cluster


	[patroni_citus_db](PARAM#patroni_citus_db) has to be defined to specify the database to be managed


	[pg_dbsu_password](PARAM#pg_dbsu_password) has to be set to a non-empty string plain password if you want to use the [pg_dbsu](PARAM#pg_dbsu) postgres rather than default [pg_admin_username](PARAM#pg_admin_username) to perform admin commands




Besides, extra hba rules that allow ssl access from local & other data nodes are required. Which may looks like this

```yaml
all:



	children:
	
	pg-citus0: # citus coordinator, pg_group = 0
	hosts: { 10.10.10.10: { pg_seq: 1, pg_role: primary } }
vars: { pg_cluster: pg-citus0 , pg_group: 0 }



	pg-citus1: # citus data node 1
	hosts: { 10.10.10.11: { pg_seq: 1, pg_role: primary } }
vars: { pg_cluster: pg-citus1 , pg_group: 1 }



	pg-citus2: # citus data node 2
	hosts: { 10.10.10.12: { pg_seq: 1, pg_role: primary } }
vars: { pg_cluster: pg-citus2 , pg_group: 2 }



	pg-citus3: # citus data node 3, with an extra replica
	
	hosts:
	10.10.10.13: { pg_seq: 1, pg_role: primary }
10.10.10.14: { pg_seq: 2, pg_role: replica }





vars: { pg_cluster: pg-citus3 , pg_group: 3 }







	vars:                               # global parameters for all citus clusters
	pg_mode: citus                    # pgsql cluster mode: citus
pg_shard: pg-citus                # citus shard name: pg-citus
patroni_citus_db: meta            # citus distributed database name
pg_dbsu_password: DBUser.Postgres # all dbsu password access for citus cluster
pg_users: [ { name: dbuser_meta ,password: DBUser.Meta ,pgbouncer: true ,roles: [ dbrole_admin ] } ]
pg_databases: [ { name: meta ,extensions: [ { name: citus }, { name: postgis }, { name: timescaledb } ] } ]
pg_hba_rules:



	{ user: ‘all’ ,db: all  ,addr: 127.0.0.1/32 ,auth: ssl ,title: ‘all user ssl access from localhost’ }


	{ user: ‘all’ ,db: all  ,addr: intra        ,auth: ssl ,title: ‘all user ssl access from intranet’  }














```

And you can create distributed table & reference table on the coordinator node, and query them from any data node.

`bash
SELECT create_distributed_table('pgbench_accounts', 'aid'); SELECT truncate_local_data_after_distributing_table($$public.pgbench_accounts$$);
SELECT create_reference_table('pgbench_branches')         ; SELECT truncate_local_data_after_distributing_table($$public.pgbench_branches$$);
SELECT create_reference_table('pgbench_history')          ; SELECT truncate_local_data_after_distributing_table($$public.pgbench_history$$);
SELECT create_reference_table('pgbench_tellers')          ; SELECT truncate_local_data_after_distributing_table($$public.pgbench_tellers$$);
`



            

          

      

      

    

  

    
      
          
            
  # PGSQL Database

> In this context, Database refers to the object created by SQL CREATE DATABASE.

A PostgreSQL server can serve multiple databases simultaneously. And you can customize each database with Pigsty API.



## Define Database

Business databases are defined by [pg_databases](PARAM#pg_databases), which is a cluster-level parameter.

For example, the default meta database is defined in the pg-meta cluster:

```yaml
pg-meta:


hosts: { 10.10.10.10: { pg_seq: 1, pg_role: primary } }
vars:


pg_cluster: pg-meta
pg_databases:



	{ name: meta ,baseline: cmdb.sql ,comment: pigsty meta database ,schemas: [pigsty] ,extensions: [{name: postgis, schema: public},{name: timescaledb}]}


	{ name: grafana  ,owner: dbuser_grafana  ,revokeconn: true ,comment: grafana primary database }


	{ name: bytebase ,owner: dbuser_bytebase ,revokeconn: true ,comment: bytebase primary database }


	{ name: kong     ,owner: dbuser_kong     ,revokeconn: true ,comment: kong the api gateway database }


	{ name: gitea    ,owner: dbuser_gitea    ,revokeconn: true ,comment: gitea meta database }


	{ name: wiki     ,owner: dbuser_wiki     ,revokeconn: true ,comment: wiki meta database }













```

Each database definition is a dict with the following fields:

``yaml
- name: meta                      # REQUIRED, `name is the only mandatory field of a database definition


baseline: cmdb.sql              # optional, database sql baseline path, (relative path among ansible search path, e.g files/)
pgbouncer: true                 # optional, add this database to pgbouncer database list? true by default
schemas: [pigsty]               # optional, additional schemas to be created, array of schema names
extensions:                     # optional, additional extensions to be installed: array of {name[,schema]}



	{ name: postgis , schema: public }


	{ name: timescaledb }







comment: pigsty meta database   # optional, comment string for this database
owner: postgres                 # optional, database owner, postgres by default
template: template1             # optional, which template to use, template1 by default
encoding: UTF8                  # optional, database encoding, UTF8 by default. (MUST same as template database)
locale: C                       # optional, database locale, C by default.  (MUST same as template database)
lc_collate: C                   # optional, database collate, C by default. (MUST same as template database)
lc_ctype: C                     # optional, database ctype, C by default.   (MUST same as template database)
tablespace: pg_default          # optional, default tablespace, ‘pg_default’ by default.
allowconn: true                 # optional, allow connection, true by default. false will disable connect at all
revokeconn: false               # optional, revoke public connection privilege. false by default. (leave connect with grant option to owner)
register_datasource: true       # optional, register this database to grafana datasources? true by default
connlimit: -1                   # optional, database connection limit, default -1 disable limit
pool_auth_user: dbuser_meta     # optional, all connection to this pgbouncer database will be authenticated by this user
pool_mode: transaction          # optional, pgbouncer pool mode at database level, default transaction
pool_size: 64                   # optional, pgbouncer pool size at database level, default 64
pool_size_reserve: 32           # optional, pgbouncer pool size reserve at database level, default 32
pool_size_min: 0                # optional, pgbouncer pool size min at database level, default 0
pool_max_db_conn: 100           # optional, max database connections at database level, default 100




```

The only required field is name, which should be a valid and unique database name in PostgreSQL.

Newly created databases are forked from template1 database by default. which is customized by [PG_PROVISION](PARAM#PG_PROVISION) during cluster bootstrap.



## Create Database

Databases [defined](#define-database) in [pg_databases](PARAM#pg_databases) will be automatically created during cluster bootstrap.

If you wish to [create database](PGSQL-ADMIN#create-database) on an existing cluster, the bin/pgsql-db util can be used.

Add new database definition to all.children.<cls>.pg_databases, and create that database with:

`bash
bin/pgsql-db <cls> <dbname>    # pgsql-db.yml -l <cls> -e dbname=<dbname>
`

It’s usually not a good idea to execute this on the existing database again when a baseline script is used.

If you are using the default pgbouncer as the proxy middleware, YOU MUST create the new database with pgsql-db util or pgsql-db.yml playbook. Otherwise, the new database will not be added to the [pgbouncer database](#pgbouncer-database) list.

Remember, if your database definition has a non-trivial owner (dbsu postgres by default ), make sure the owner user exists.
That is to say, always [create](PGSQL-ADMIN#create-user) the [user](PGSQL-USER) before the database.



## Pgbouncer Database

Pgbouncer is enabled by default and serves as a connection pool middleware.

Pigsty will add all databases in [pg_databases](PARAM#pg_databases) to the pgbouncer database list by default.
You can disable the pgbouncer proxy for a specific database by setting pgbouncer: false in the database [definition](#define-database).

The database is listed in /etc/pgbouncer/database.txt, with extra database-level parameters such as:

`yaml
pool_auth_user: dbuser_meta     # optional, all connection to this pgbouncer database will be authenticated by this user
pool_mode: transaction          # optional, pgbouncer pool mode at database level, default transaction
pool_size: 64                   # optional, pgbouncer pool size at database level, default 64
pool_size_reserve: 32           # optional, pgbouncer pool size reserve at database level, default 32
pool_size_min: 0                # optional, pgbouncer pool size min at database level, default 0
pool_max_db_conn: 100           # optional, max database connections at database level, default 100
`

The Pgbouncer database list will be updated when [create database](#create-database) with Pigsty util & playbook.

To access pgbouncer administration functionality, you can use the pgb alias as dbsu.

There’s a util function defined in /etc/profile.d/pg-alias.sh, allowing you to reroute pgbouncer database traffic to a new host quickly, which can be used during zero-downtime migration.

```bash
# route pgbouncer traffic to another cluster member
function pgb-route(){


local ip=${1-’/var/run/postgresql’}
sed -ie “s/host=[^[:space:]]+/host=${ip}/g” /etc/pgbouncer/pgbouncer.ini
cat /etc/pgbouncer/pgbouncer.ini





}




            

          

      

      

    

  

    
      
          
            
  # PGSQL Authentication

> Host-Based Authentication in Pigsty

PostgreSQL has various [authentication](https://www.postgresql.org/docs/current/client-authentication.html) methods. You can use all of them, while pigsty’s battery-include ACL system focuses on HBA, password, and SSL authentication.



## Client Authentication

To connect to a PostgreSQL database, the user has to be authenticated (with a password by default).

You can provide the password in the connection string (not secure) or use the PGPASSWORD env or .pgpass file. Check [psql](https://www.postgresql.org/docs/current/app-psql.html#usage) docs and [PostgreSQL connection string](https://www.postgresql.org/docs/current/libpq-connect.html#LIBPQ-CONNSTRING) for more details.

`bash
psql 'host=<host> port=<port> dbname=<dbname> user=<username> password=<password>'
psql postgres://<username>:<password>@<host>:<port>/<dbname>
PGPASSWORD=<password>; psql -U <username> -h <host> -p <port> -d <dbname>
`

The default connection string for the meta database:

`bash
psql 'host=10.10.10.10 port=5432 dbname=meta user=dbuser_dba password=DBUser.DBA'
psql postgres://dbuser_dba:DBUser.DBA@10.10.10.10:5432/meta
PGPASSWORD=DBUser.DBA; psql -U dbuser_dba -h 10.10.10.10 -p 5432 -d meta
`

To connect with the SSL certificate, you can use the PGSSLCERT and PGSSLKEY env or sslkey & sslcert parameters.

`bash
psql 'postgres://dbuser_dba:DBUser.DBA@10.10.10.10:5432/meta?sslkey=/path/to/dbuser_dba.key&sslcert=/path/to/dbuser_dba.crt'
`

While the client certificate (CN = username) can be issued with local CA & [cert.yml](https://github.com/Vonng/pigsty/blob/master/cert.yml).



## Define HBA

There are four parameters for HBA Rules in Pigsty:


	[pg_hba_rules](PARAM#pg_hba_rules): postgres ad-hoc hba rules


	[pg_default_hba_rules](PARAM#pg_default_hba_rules): postgres default hba rules


	[pgb_hba_rules](PARAM#pgb_hba_rules): pgbouncer ad-hoc hba rules


	[pgb_default_hba_rules](PARAM#pgb_default_hba_rules): pgbouncer default hba rules




Which are array of hba rule objects, and each hba rule is one of the following forms:

### 1. Raw Form

```yaml
- title: allow intranet password access


role: common
rules:



	host   all  all  10.0.0.0/8      md5


	host   all  all  172.16.0.0/12   md5


	host   all  all  192.168.0.0/16  md5










```

In the form, the title will be rendered as a comment line, followed by the rules as hba string one by one.

An HBA Rule is installed when the instance’s [pg_role](PARAM#pg_role) is the same as the role.

HBA Rule with role: common will be installed on all instances.

HBA Rule with role: offline will be installed on instances with [pg_role](PARAM#pg_role) = offline or [pg_offline_query](PARAM#pg_offline_query) = true.

### 2. Alias Form

The alias form, which replace rules with addr, auth, user, and db fields.

```yaml
- addr: ‘intra’    # world|intra|infra|admin|local|localhost|cluster|<cidr>


auth: ‘pwd’      # trust|pwd|ssl|cert|deny|<official auth method>
user: ‘all’      # all|${dbsu}|${repl}|${admin}|${monitor}|<user>|<group>
db: ‘all’        # all|replication|….
rules: []        # raw hba string precedence over above all
title: allow intranet password access




```


	addr: where
- world: all IP addresses
- intra: all intranet cidr: ‘10.0.0.0/8’, ‘172.16.0.0/12’, ‘192.168.0.0/16’
- infra: IP addresses of infra nodes
- admin: admin_ip address
- local: local unix socket
- localhost: local unix socket + tcp 127.0.0.1/32
- cluster: all IP addresses of pg cluster members
- <cidr>: any standard CIDR blocks or IP addresses


	auth: how
- deny: reject access
- trust: trust authentication
- pwd: use md5 or scram-sha-256 password auth according to [pg_pwd_enc](PARAM#pg_pwd_enc)
- sha/scram-sha-256: enforce scram-sha-256 password authentication
- md5: md5 password authentication
- ssl: enforce host ssl in addition to pwd auth
- ssl-md5: enforce host ssl in addition to md5 password auth
- ssl-sha: enforce host ssl in addition to scram-sha-256 password auth
- os/ident: use ident os user authentication
- peer: use peer authentication
- cert: use certificate-based client authentication


	user: who
- all: all users
- ${dbsu}: database superuser specified by [pg_dbsu](PARAM#pg_dbsu)
- ${repl}: replication user specified by [pg_replication_username](PARAM#pg_replication_username)
- ${admin}: admin user specified by [pg_admin_username](PARAM#pg_admin_username)
- ${monitor}: monitor user specified by [pg_monitor_username](PARAM#pg_monitor_username)
- ad hoc users & roles.


	db: which
- all: all databases
- replication: replication database
- ad hoc database name






## Reload HBA

To reload postgres/pgbouncer hba rules:

`bash
bin/pgsql-hba <cls>                 # reload hba rules of cluster `<cls>`
bin/pgsql-hba <cls> ip1 ip2...      # reload hba rules of specific instances
`

The underlying command: are:

`bash
./pgsql.yml -l <cls> -e pg_reload=true -t pg_hba
./pgsql.yml -l <cls> -e pg_reload=true -t pgbouncer_hba,pgbouncer_reload
`



## Default HBA

Pigsty has a default set of HBA rules, which is pretty secure for most cases.

The rules are self-explained in alias form.

```yaml
pg_default_hba_rules:             # postgres default host-based authentication rules



	{user: ‘${dbsu}’    ,db: all         ,addr: local     ,auth: ident ,title: ‘dbsu access via local os user ident’  }


	{user: ‘${dbsu}’    ,db: replication ,addr: local     ,auth: ident ,title: ‘dbsu replication from local os ident’ }


	{user: ‘${repl}’    ,db: replication ,addr: localhost ,auth: pwd   ,title: ‘replicator replication from localhost’}


	{user: ‘${repl}’    ,db: replication ,addr: intra     ,auth: pwd   ,title: ‘replicator replication from intranet’ }


	{user: ‘${repl}’    ,db: postgres    ,addr: intra     ,auth: pwd   ,title: ‘replicator postgres db from intranet’ }


	{user: ‘${monitor}’ ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘monitor from localhost with password’ }


	{user: ‘${monitor}’ ,db: all         ,addr: infra     ,auth: pwd   ,title: ‘monitor from infra host with password’}


	{user: ‘${admin}’   ,db: all         ,addr: infra     ,auth: ssl   ,title: ‘admin @ infra nodes with pwd & ssl’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: ssl   ,title: ‘admin @ everywhere with ssl & pwd’   }


	{user: ‘+dbrole_readonly’,db: all    ,addr: localhost ,auth: pwd   ,title: ‘pgbouncer read/write via local socket’}


	{user: ‘+dbrole_readonly’,db: all    ,addr: intra     ,auth: pwd   ,title: ‘read/write biz user via password’     }


	{user: ‘+dbrole_offline’ ,db: all    ,addr: intra     ,auth: pwd   ,title: ‘allow etl offline tasks from intranet’}








	pgb_default_hba_rules:            # pgbouncer default host-based authentication rules
	
	{user: ‘${dbsu}’    ,db: pgbouncer   ,addr: local     ,auth: peer  ,title: ‘dbsu local admin access with os ident’}


	{user: ‘all’        ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘allow all user local access with pwd’ }


	{user: ‘${monitor}’ ,db: pgbouncer   ,addr: intra     ,auth: pwd   ,title: ‘monitor access via intranet with pwd’ }


	{user: ‘${monitor}’ ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other monitor access addr’ }


	{user: ‘${admin}’   ,db: all         ,addr: intra     ,auth: pwd   ,title: ‘admin access via intranet with pwd’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other admin access addr’   }


	{user: ‘all’        ,db: all         ,addr: intra     ,auth: pwd   ,title: ‘allow all user intra access with pwd’ }








```

<details><summary>Example: Rendered pg_hba.conf</summary>

```ini
#==============================================================#
# File      :   pg_hba.conf
# Desc      :   Postgres HBA Rules for pg-meta-1 [primary]
# Time      :   2023-01-11 15:19
# Host      :   pg-meta-1 @ 10.10.10.10:5432
# Path      :   /pg/data/pg_hba.conf
# Note      :   ANSIBLE MANAGED, DO NOT CHANGE!
# Author    :   Ruohang Feng (rh@vonng.com)
# License   :   AGPLv3
#==============================================================#

# addr alias
# local     : /var/run/postgresql
# admin     : 10.10.10.10
# infra     : 10.10.10.10
# intra     : 10.0.0.0/8, 172.16.0.0/12, 192.168.0.0/16

# user alias
# dbsu    :  postgres
# repl    :  replicator
# monitor :  dbuser_monitor
# admin   :  dbuser_dba

# dbsu access via local os user ident [default]
local    all                postgres                              ident

# dbsu replication from local os ident [default]
local    replication        postgres                              ident

# replicator replication from localhost [default]
local    replication        replicator                            scram-sha-256
host     replication        replicator         127.0.0.1/32       scram-sha-256

# replicator replication from intranet [default]
host     replication        replicator         10.0.0.0/8         scram-sha-256
host     replication        replicator         172.16.0.0/12      scram-sha-256
host     replication        replicator         192.168.0.0/16     scram-sha-256

# replicator postgres db from intranet [default]
host     postgres           replicator         10.0.0.0/8         scram-sha-256
host     postgres           replicator         172.16.0.0/12      scram-sha-256
host     postgres           replicator         192.168.0.0/16     scram-sha-256

# monitor from localhost with password [default]
local    all                dbuser_monitor                        scram-sha-256
host     all                dbuser_monitor     127.0.0.1/32       scram-sha-256

# monitor from infra host with password [default]
host     all                dbuser_monitor     10.10.10.10/32     scram-sha-256

# admin @ infra nodes with pwd & ssl [default]
hostssl  all                dbuser_dba         10.10.10.10/32     scram-sha-256

# admin @ everywhere with ssl & pwd [default]
hostssl  all                dbuser_dba         0.0.0.0/0          scram-sha-256

# pgbouncer read/write via local socket [default]
local    all                +dbrole_readonly                      scram-sha-256
host     all                +dbrole_readonly   127.0.0.1/32       scram-sha-256

# read/write biz user via password [default]
host     all                +dbrole_readonly   10.0.0.0/8         scram-sha-256
host     all                +dbrole_readonly   172.16.0.0/12      scram-sha-256
host     all                +dbrole_readonly   192.168.0.0/16     scram-sha-256

# allow etl offline tasks from intranet [default]
host     all                +dbrole_offline    10.0.0.0/8         scram-sha-256
host     all                +dbrole_offline    172.16.0.0/12      scram-sha-256
host     all                +dbrole_offline    192.168.0.0/16     scram-sha-256

# allow application database intranet access [common] [DISABLED]
#host    kong            dbuser_kong         10.0.0.0/8          md5
#host    bytebase        dbuser_bytebase     10.0.0.0/8          md5
#host    grafana         dbuser_grafana      10.0.0.0/8          md5

```

</details>

<details><summary>Example: Rendered pgb_hba.conf</summary>

```ini
#==============================================================#
# File      :   pgb_hba.conf
# Desc      :   Pgbouncer HBA Rules for pg-meta-1 [primary]
# Time      :   2023-01-11 15:28
# Host      :   pg-meta-1 @ 10.10.10.10:5432
# Path      :   /etc/pgbouncer/pgb_hba.conf
# Note      :   ANSIBLE MANAGED, DO NOT CHANGE!
# Author    :   Ruohang Feng (rh@vonng.com)
# License   :   AGPLv3
#==============================================================#

# PGBOUNCER HBA RULES FOR pg-meta-1 @ 10.10.10.10:6432
# ansible managed: 2023-01-11 14:30:58

# addr alias
# local     : /var/run/postgresql
# admin     : 10.10.10.10
# infra     : 10.10.10.10
# intra     : 10.0.0.0/8, 172.16.0.0/12, 192.168.0.0/16

# user alias
# dbsu    :  postgres
# repl    :  replicator
# monitor :  dbuser_monitor
# admin   :  dbuser_dba

# dbsu local admin access with os ident [default]
local    pgbouncer          postgres                              peer

# allow all user local access with pwd [default]
local    all                all                                   scram-sha-256
host     all                all                127.0.0.1/32       scram-sha-256

# monitor access via intranet with pwd [default]
host     pgbouncer          dbuser_monitor     10.0.0.0/8         scram-sha-256
host     pgbouncer          dbuser_monitor     172.16.0.0/12      scram-sha-256
host     pgbouncer          dbuser_monitor     192.168.0.0/16     scram-sha-256

# reject all other monitor access addr [default]
host     all                dbuser_monitor     0.0.0.0/0          reject

# admin access via intranet with pwd [default]
host     all                dbuser_dba         10.0.0.0/8         scram-sha-256
host     all                dbuser_dba         172.16.0.0/12      scram-sha-256
host     all                dbuser_dba         192.168.0.0/16     scram-sha-256

# reject all other admin access addr [default]
host     all                dbuser_dba         0.0.0.0/0          reject

# allow all user intra access with pwd [default]
host     all                all                10.0.0.0/8         scram-sha-256
host     all                all                172.16.0.0/12      scram-sha-256
host     all                all                192.168.0.0/16     scram-sha-256
```

</details>



## Security Enhancement

For those critical cases, we have a [security.yml](https://github.com/Vonng/pigsty/blob/master/files/pigsty/security.yml) template with the following hba rule set as a reference:

```yaml
pg_default_hba_rules:             # postgres host-based auth rules by default



	{user: ‘${dbsu}’    ,db: all         ,addr: local     ,auth: ident ,title: ‘dbsu access via local os user ident’  }


	{user: ‘${dbsu}’    ,db: replication ,addr: local     ,auth: ident ,title: ‘dbsu replication from local os ident’ }


	{user: ‘${repl}’    ,db: replication ,addr: localhost ,auth: ssl   ,title: ‘replicator replication from localhost’}


	{user: ‘${repl}’    ,db: replication ,addr: intra     ,auth: ssl   ,title: ‘replicator replication from intranet’ }


	{user: ‘${repl}’    ,db: postgres    ,addr: intra     ,auth: ssl   ,title: ‘replicator postgres db from intranet’ }


	{user: ‘${monitor}’ ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘monitor from localhost with password’ }


	{user: ‘${monitor}’ ,db: all         ,addr: infra     ,auth: ssl   ,title: ‘monitor from infra host with password’}


	{user: ‘${admin}’   ,db: all         ,addr: infra     ,auth: ssl   ,title: ‘admin @ infra nodes with pwd & ssl’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: cert  ,title: ‘admin @ everywhere with ssl & cert’   }


	{user: ‘+dbrole_readonly’,db: all    ,addr: localhost ,auth: ssl   ,title: ‘pgbouncer read/write via local socket’}


	{user: ‘+dbrole_readonly’,db: all    ,addr: intra     ,auth: ssl   ,title: ‘read/write biz user via password’     }


	{user: ‘+dbrole_offline’ ,db: all    ,addr: intra     ,auth: ssl   ,title: ‘allow etl offline tasks from intranet’}








	pgb_default_hba_rules:            # pgbouncer host-based authentication rules
	
	{user: ‘${dbsu}’    ,db: pgbouncer   ,addr: local     ,auth: peer  ,title: ‘dbsu local admin access with os ident’}


	{user: ‘all’        ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘allow all user local access with pwd’ }


	{user: ‘${monitor}’ ,db: pgbouncer   ,addr: intra     ,auth: ssl   ,title: ‘monitor access via intranet with pwd’ }


	{user: ‘${monitor}’ ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other monitor access addr’ }


	{user: ‘${admin}’   ,db: all         ,addr: intra     ,auth: ssl   ,title: ‘admin access via intranet with pwd’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other admin access addr’   }


	{user: ‘all’        ,db: all         ,addr: intra     ,auth: ssl   ,title: ‘allow all user intra access with pwd’ }








```



            

          

      

      

    

  

    
      
          
            
  # PGSQL Migration

Pigsty has a built-in playbook [pgsql-migration.yml](https://github.com/Vonng/pigsty/blob/master/pgsql-migration.yml) to perform online database migration based on logical replication.

With proper automation, the downtime could be minimized to several seconds. But beware that logical replication requires PostgreSQL 10+ to work. You can still use the facility here and use a pg_dump | psql instead of logical replication.

## Define a Migration Task

You have to create a migration task definition file to use this playbook.

Check [files/migration/pg-meta.yml](https://github.com/Vonng/pigsty/blob/master/files/migration/pg-meta.yml) for example.

It will try to migrate the pg-meta.meta to pg-test.test.

`bash
pg-meta-1       10.10.10.10  --> pg-test-1      10.10.10.11 (10.10.10.12,10.10.10.13)
`

You have to tell pigsty where is the source cluster and destination cluster. The database to be migrated, and the primary IP address.

You should have superuser privileges on both sides to proceed

You can overwrite the superuser connection to the source cluster with src_pg, and logical replication connection string with sub_conn, Otherwise, pigsty default admin & replicator credentials will be used.

```yaml
—
#—————————————————————–
# PG_MIGRATION
#—————————————————————–
context_dir: ~/migration           # migration manuals & scripts
#—————————————————————–
# SRC Cluster (The OLD Cluster)
#—————————————————————–
src_cls: pg-meta      # src cluster name         <REQUIRED>
src_db: meta          # src database name        <REQUIRED>
src_ip: 10.10.10.10   # src cluster primary ip   <REQUIRED>
#src_pg: ‘’            # if defined, use this as src dbsu pgurl instead of:
#                      # postgres://{{ pg_admin_username }}@{{ src_ip }}/{{ src_db }}
#                      # e.g. ‘postgres://dbuser_dba:DBUser.DBA@10.10.10.10:5432/meta’
#sub_conn: ‘’          # if defined, use this as subscription connstr instead of:
#                      # host={{ src_ip }} dbname={{ src_db }} user={{ pg_replication_username }}’
#                      # e.g. ‘host=10.10.10.10 dbname=meta user=replicator password=DBUser.Replicator’
#—————————————————————–
# DST Cluster (The New Cluster)
#—————————————————————–
dst_cls: pg-test      # dst cluster name         <REQUIRED>
dst_db: test          # dst database name        <REQUIRED>
dst_ip: 10.10.10.11   # dst cluster primary ip   <REQUIRED>
#dst_pg: ‘’            # if defined, use this as dst dbsu pgurl instead of:
#                      # postgres://{{ pg_admin_username }}@{{ dst_ip }}/{{ dst_db }}
#                      # e.g. ‘postgres://dbuser_dba:DBUser.DBA@10.10.10.11:5432/test’
#—————————————————————–
# PGSQL
#—————————————————————–
pg_dbsu: postgres
pg_replication_username: replicator
pg_replication_password: DBUser.Replicator
pg_admin_username: dbuser_dba
pg_admin_password: DBUser.DBA
pg_monitor_username: dbuser_monitor
pg_monitor_password: DBUser.Monitor
#—————————————————————–
…

```

## Generate Migration Plan

The playbook does not migrate src to dst, but it will generate everything your need to do so.

After the execution, you will find migration context dir under ~/migration/pg-meta.meta  by default

Following the README.md and executing these scripts one by one, you will do the trick!

```bash
# this script will setup migration context with env vars
. ~/migration/pg-meta.meta/activate

# these scripts are used for check src cluster status
# and help generating new cluster definition in pigsty
./check-user     # check src users
./check-db       # check src databases
./check-hba      # check src hba rules
./check-repl     # check src replica identities
./check-misc     # check src special objects

# these scripts are used for building logical replication
# between existing src cluster and pigsty managed dst cluster
# schema, data will be synced in realtime, except for sequences
./copy-schema    # copy schema to dest
./create-pub     # create publication on src
./create-sub     # create subscription on dst
./copy-progress  # print logical replication progress
./copy-diff      # quick src & dst diff by counting tables

# these scripts will run in an online migration, which will
# stop src cluster, copy sequence numbers (which is not synced with logical replication)
# you have to reroute you app traffic according to your access method (dns,vip,haproxy,pgbouncer,etc…)
# then perform cleanup to drop subscription and publication
./copy-seq [n]   # sync sequence numbers, if n is given, an additional shift will applied
#./disable-src   # restrict src cluster access to admin node & new cluster (YOUR IMPLEMENTATION)
#./re-routing    # ROUTING APPLICATION TRAFFIC FROM SRC TO DST!            (YOUR IMPLEMENTATION)
./drop-sub       # drop subscription on dst after migration
./drop-pub       # drop publication on src after migration
```

Caveats

You can use ./copy-seq 1000 to advance all sequences by a number (e.g. 1000) after syncing sequences.
Which may prevent potential serial primary key conflict in new clusters.

You have to implement your own ./re-routing script to route your application traffic from src to dst.
Since we don’t know how your traffic is routed (e.g dns, VIP, haproxy, or pgbouncer).
Of course, you can always do that by hand…

You have to implement your own ./disable-src script to restrict the src cluster.
You can do that by changing HBA rules & reload (recommended), or just shutting down postgres, pgbouncer, or haproxy…



            

          

      

      

    

  

    
      
          
            
  # PGSQL Monitor

> How to use Pigsty to monitor remote (existing) PostgreSQL instances?



## Overview

Pigsty use modern observability stack for PostgreSQL monitoring:


	Grafana for metrics visualization and PostgreSQL datasource.


	Prometheus for PostgreSQL / Pgbouncer / Patroni / HAProxy / Node metrics


	Loki for PostgreSQL / Pgbouncer / Patroni / pgBackRest logs






## Dashboards

There are 23 default grafana dashboards about PostgreSQL and categorized into 4 levels:

Overview


	[pgsql-overview](http://demo.pigsty.cc/d/pgsql-overview) : The main dashboard for PGSQL module


	[pgsql-alert](http://demo.pigsty.cc/d/pgsql-alert) : Global PGSQL key metrics and alerting events


	[pgsql-shard](http://demo.pigsty.cc/d/pgsql-shard) : Overview of a horizontal sharded PGSQL cluster, e.g. citus / gpsql cluster




Cluster


	[pgsql-cluster](http://demo.pigsty.cc/d/pgsql-cluster): The main dashboard for a PGSQL cluster


	[pgsql-cluster-remote](http://demo.pigsty.cc/d/pgsql-cluster-remote): Trimmed version of PGSQL Cluster, for remote PGSQL cluster


	[pgsql-activity](http://demo.pigsty.cc/d/pgsql-activity): Cares about the Session/Load/QPS/TPS/Locks of a PGSQL cluster


	[pgsql-replication](http://demo.pigsty.cc/d/pgsql-replication): Cares about PGSQL cluster replication, slots, and pub/sub.


	[pgsql-service](http://demo.pigsty.cc/d/pgsql-service): Cares about PGSQL cluster services, proxies, routes, and load balancers.


	[pgsql-databases](http://demo.pigsty.cc/d/pgsql-databases): Cares about database CRUD, slow queries, and table statistics cross all instances.




Instance


	[pgsql-instance](http://demo.pigsty.cc/d/pgsql-instance): The main dashboard for a single PGSQL instance


	[pgcat-instance](http://demo.pigsty.cc/d/pgcat-instance): Instance information from database catalog directly


	[pgsql-persist](http://demo.pigsty.cc/d/pgsql-persist): Metrics about persistence: WAL, XID, Checkpoint, Archive, IO


	[pgsql-proxy](http://demo.pigsty.cc/d/pgsql-proxy): Metrics about haproxy the service provider


	[pgsql-queries](http://demo.pigsty.cc/d/pgsql-queries): Overview of all queries in a single instance


	[pgsql-session](http://demo.pigsty.cc/d/pgsql-session): Metrics about sessions and active/idle time in a single instance


	[pgsql-xacts](http://demo.pigsty.cc/d/pgsql-xacts): Metrics about transactions, locks, queries, etc…




Database


	[pgsql-database](http://demo.pigsty.cc/d/pgsql-database): The main dashboard for a single PGSQL database


	[pgcat-database](http://demo.pigsty.cc/d/pgcat-database): Database information from database catalog directly


	[pgsql-tables](http://demo.pigsty.cc/d/pgsql-tables) : Table/Index access metrics inside a single database


	[pgsql-table](http://demo.pigsty.cc/d/pgsql-table): Detailed information (QPS/RT/Index/Seq…) about a single table


	[pgcat-table](http://demo.pigsty.cc/d/pgcat-table): Detailed information (Stats/Bloat/…) about a single table from database catalog directly


	[pgsql-query](http://demo.pigsty.cc/d/pgsql-query): Detailed information (QPS/RT) about a single query


	[pgcat-query](http://demo.pigsty.cc/d/pgcat-query): Detailed information (SQL/Stats) about a single query from database catalog directly






## Metrics

PostgreSQL’s metrics are defined by collector files: [pg_exporter.yml](https://github.com/Vonng/pigsty/blob/master/roles/pgsql/templates/pg_exporter.yml)

And it will further be processed by Prometheus record rules & Alert evaluation: [files/prometheus/rules/pgsql.yml](https://github.com/Vonng/pigsty/blob/master/files/prometheus/rules/pgsql.yml)

3 labels: cls, ins, ip will be attached to all metrics & logs, such as { cls: pg-meta, ins: pg-meta-1, ip: 10.10.10.10 }



## Logs

PostgreSQL related logs are collected by promtail and sending to loki on infra nodes by default.


	[pg_log_dir](PARAM#pg_log_dir) : postgres log dir, /pg/log/postgres by default


	[pgbouncer_log_dir](PARAM#pgbouncer_log_dir) : pgbouncer log dir, /pg/log/pgbouncer by default


	[patroni_log_dir](PARAM#patroni_log_dir) : patroni log dir, /pg/log/patroni by default


	[pgbackrest_log_dir](PARAM#pgbackrest_log_dir) : pgbackrest log dir, /pg/log/pgbackrest by default






## Target Management

Prometheus monitoring targets are defined in static files under /etc/prometheus/targets/pgsql/, each instance will have a corresponding file.

Take pg-meta-1 as an example:

```yaml
# pg-meta-1 [primary] @ 10.10.10.10
- labels: { cls: pg-meta, ins: pg-meta-1, ip: 10.10.10.10 }



	targets:
	
	10.10.10.10:9630    # <— pg_exporter for PostgreSQL metrics


	10.10.10.10:9631    # <— pg_exporter for pgbouncer metrics


	10.10.10.10:8008    # <— patroni metrics











```

When the global flag [patroni_ssl_enabled](PARAM#patroni_ssl_enabled) is set, patroni target will be moved to a separate file /etc/prometheus/targets/patroni/<ins>.yml.
Since https scrape endpoint is used for that.

Prometheus monitoring target will be removed when cluster is removed with bin/pgsql-rm or pgsql-rm.yml. You can also remove it manually, or using playbook subtasks:

`bash
bin/pgmon-rm <ins>      # remove prometheus targets from all infra nodes
`



## Remote Postgres


	For existing PostgreSQL instances, such as RDS, or homemade PostgreSQL that is not managed by Pigsty,
	some additional configuration is required if you wish to monitoring them with Pigsty





`
------ infra ------
|                 |
|   prometheus    |            v---- pg-foo-1 ----v
|       ^         |  metrics   |         ^        |
|   pg_exporter <-|------------|----  postgres    |
|   (port: 20001) |            | 10.10.10.10:5432 |
|       ^         |            ^------------------^
|       ^         |                      ^
|       ^         |            v---- pg-foo-2 ----v
|       ^         |  metrics   |         ^        |
|   pg_exporter <-|------------|----  postgres    |
|   (port: 20002) |            | 10.10.10.11:5433 |
-------------------            ^------------------^
`

Procedure


	Create monitoring schema, user and privilege on target.


	Declare the cluster in the inventory. For example, assume we want to monitor ‘remote’ pg-meta & pg-test cluster
With the name of pg-foo and pg-bar, we can declare them in the inventory as:




```yaml
infra:            # infra cluster for proxy, monitor, alert, etc..


hosts: { 10.10.10.10: { infra_seq: 1 } }
vars:           # install pg_exporter for remote postgres RDS on a group ‘infra’


pg_exporters: # list all remote instances here, alloc a unique unused local port as k


20001: { pg_cluster: pg-foo, pg_seq: 1, pg_host: 10.10.10.10 }

20002: { pg_cluster: pg-bar, pg_seq: 1, pg_host: 10.10.10.11 , pg_port: 5432 }
20003: { pg_cluster: pg-bar, pg_seq: 2, pg_host: 10.10.10.12 , pg_exporter_url: ‘postgres://dbuser_monitor:DBUser.Monitor@10.10.10.12:5432/postgres?sslmode=disable’}
20004: { pg_cluster: pg-bar, pg_seq: 3, pg_host: 10.10.10.13 , pg_monitor_username: dbuser_monitor, pg_monitor_password: DBUser.Monitor }










```


	Execute the playbook against the cluster: bin/pgmon-add <clsname>.




To remove a remote cluster monitoring target:

`bash
bin/pgmon-rm <clsname>
`



            

          

      

      

    

  

    
      
          
            
  # PGSQL Backup & Point-In-Time-Recovery

> Pigsty uses [pgBackRest](https://pgbackrest.org/) for PITR backup & restore.

In the case of a hardware failure, a physical replica failover could be the best choice. Whereas for data corruption scenarios (whether machine or human errors), Point-in-Time Recovery (PITR) is often more appropriate.

## Backup

Use the following command to perform the [backup](https://pgbackrest.org/command.html#command-backup):

```bash
# stanza name = {{ pg_cluster }} by default
pgbackrest –stanza=${stanza} –type=full|diff|incr backup

# you can also use the following command in pigsty (/pg/bin/pg-backup)
pg-backup       # make a backup, incr, or full backup if necessary
pg-backup full  # make a full backup
pg-backup diff  # make a differential backup
pg-backup incr  # make a incremental backup
```

Use the following command to print backup info:

`bash
pb info  # print backup info
`

You can also acquire backup info from the monitoring system: [PGCAT Instance - Backup](http://demo.pigsty.cc/d/pgcat-instance/pgcat-instance?from=now-1h&to=now&var-job=pgsql&var-ds=Prometheus&orgId=1&viewPanel=158)

<details><summary>Backup Info Example</summary>

```bash
$ pb info
stanza: pg-meta


status: ok
cipher: none


	db (current)
	wal archive min/max (14): 000000010000000000000001/000000010000000000000023


	full backup: 20221108-105325F
	timestamp start/stop: 2022-11-08 10:53:25 / 2022-11-08 10:53:29
wal start/stop: 000000010000000000000004 / 000000010000000000000004
database size: 96.6MB, database backup size: 96.6MB
repo1: backup set size: 18.9MB, backup size: 18.9MB



	incr backup: 20221108-105325F_20221108-105938I
	timestamp start/stop: 2022-11-08 10:59:38 / 2022-11-08 10:59:41
wal start/stop: 00000001000000000000000F / 00000001000000000000000F
database size: 246.7MB, database backup size: 167.3MB
repo1: backup set size: 35.4MB, backup size: 20.4MB
backup reference list: 20221108-105325F












```

</details>

## Restore

Use the following command to perform [restore](https://pgbackrest.org/command.html#command-restore)

```
pg-pitr                                 # restore to wal archive stream end (e.g. used in case of entire DC failure)
pg-pitr -i                              # restore to the time of latest backup complete (not often used)
pg-pitr –time=”2022-12-30 14:44:44+08” # restore to specific time point (in case of drop db, drop table)
pg-pitr –name=”my-restore-point”       # restore TO a named restore point create by pg_create_restore_point
pg-pitr –lsn=”0/7C82CB8” -X            # restore right BEFORE a LSN
pg-pitr –xid=”1234567” -X -P           # restore right BEFORE a specific transaction id, then promote
pg-pitr –backup=latest                 # restore to latest backup set
pg-pitr –backup=20221108-105325        # restore to a specific backup set, which can be checked with pgbackrest info

pg-pitr                                 # pgbackrest –stanza=pg-meta restore
pg-pitr -i                              # pgbackrest –stanza=pg-meta –type=immediate restore
pg-pitr -t “2022-12-30 14:44:44+08”     # pgbackrest –stanza=pg-meta –type=time –target=”2022-12-30 14:44:44+08” restore
pg-pitr -n “my-restore-point”           # pgbackrest –stanza=pg-meta –type=name –target=my-restore-point restore
pg-pitr -b 20221108-105325F             # pgbackrest –stanza=pg-meta –type=name –set=20221230-120101F restore
pg-pitr -l “0/7C82CB8” -X               # pgbackrest –stanza=pg-meta –type=lsn –target=”0/7C82CB8” –target-exclusive restore
pg-pitr -x 1234567 -X -P                # pgbackrest –stanza=pg-meta –type=xid –target=”0/7C82CB8” –target-exclusive –target-action=promote restore
```

The pg-pitr script will generate instructions for you to perform PITR.

For example, if you wish to rollback current cluster status back to “2023-02-07 12:38:00+08”:

```bash
$ pg-pitr -t “2023-02-07 12:38:00+08”
pgbackrest –stanza=pg-meta –type=time –target=’2023-02-07 12:38:00+08’ restore
Perform time PITR on pg-meta
[1. Stop PostgreSQL] ===========================================



	1.1 Pause Patroni (if there are any replicas)
	$ pg pause <cls>  # pause patroni auto failover



	1.2 Shutdown Patroni
	$ pt-stop         # sudo systemctl stop patroni



	1.3 Shutdown Postgres
	$ pg-stop         # pg_ctl -D /pg/data stop -m fast









	[2. Perform PITR] ===========================================
	
	2.1 Restore Backup
	$ pgbackrest –stanza=pg-meta –type=time –target=’2023-02-07 12:38:00+08’ restore



	2.2 Start PG to Replay WAL
	$ pg-start        # pg_ctl -D /pg/data start



	2.3 Validate and Promote
	
	If database content is ok, promote it to finish recovery, otherwise goto 2.1
$ pg-promote      # pg_ctl -D /pg/data promote










	[3. Restart Patroni] ===========================================
	
	3.1 Start Patroni
	$ pt-start;        # sudo systemctl start patroni



	3.2 Enable Archive Again
	$ psql -c ‘ALTER SYSTEM SET archive_mode = on; SELECT pg_reload_conf();’



	3.3 Restart Patroni
	$ pt-restart      # sudo systemctl start patroni







	[4. Restore Cluster] ===========================================
	
	3.1 Re-Init All Replicas (if any replicas)
	$ pg reinit <cls> <ins>



	3.2 Resume Patroni
	$ pg resume <cls> # resume patroni auto failover



	3.2 Make Full Backup (optional)
	$ pg-backup full  # pgbackrest –stanza=pg-meta backup –type=full









```

## Policy

You can customize your backup policy with [node_crontab](PARAM#node_crontab) and [pgbackrest_repo](PARAM#pgbackrest_repo)


	Schedule full or incr backup with [node_crontab](PARAM#node_crontab)


	setup backup retention policy with [pgbackrest_repo](PARAM#pgbackrest_repo)




local repo

For example, the default pg-meta will take a full backup every day at 1 am.

```
node_crontab:  # make a full backup 1 am everyday



	‘00 01 * * * postgres /pg/bin/pg-backup full’







```

With the default local repo retention policy, it will keep at most two full backups and temporarily allow three during backup.

```yaml
pgbackrest_repo:                  # pgbackrest repo: https://pgbackrest.org/configuration.html#section-repository



	local:                          # default pgbackrest repo with local posix fs
	path: /pg/backup              # local backup directory, /pg/backup by default
retention_full_type: count    # retention full backups by count
retention_full: 2             # keep 2, at most 3 full backup when using local fs repo








```

Your backup disk storage should be at least three x database file size + WAL archive in 3 days.

MinIO repo

When using MinIO, storage capacity is usually not a problem. You can keep backups as long as you want.

For example, the default pg-test will take a full backup on Monday and incr backup on other weekdays.

```yaml
node_crontab:  # make a full backup 1 am everyday



	‘00 01 * * 1 postgres /pg/bin/pg-backup full’


	‘00 01 * * 2,3,4,5,6,7 postgres /pg/bin/pg-backup’







```

And with a 14-day time retention policy, backup in the last two weeks will be kept. But beware, this guarantees a week’s PITR period only.

```yaml
pgbackrest_repo:                  # pgbackrest repo: https://pgbackrest.org/configuration.html#section-repository=



	minio:                          # optional minio repo for pgbackrest
	type: s3                      # minio is s3-compatible, so s3 is used
s3_endpoint: sss.pigsty       # minio endpoint domain name, sss.pigsty by default
s3_region: us-east-1          # minio region, us-east-1 by default, useless for minio
s3_bucket: pgsql              # minio bucket name, pgsql by default
s3_key: pgbackrest            # minio user access key for pgbackrest
s3_key_secret: S3User.Backup  # minio user secret key for pgbackrest
s3_uri_style: path            # use path style uri for minio rather than host style
path: /pgbackrest             # minio backup path, default is /pgbackrest
storage_port: 9000            # minio port, 9000 by default
storage_ca_file: /etc/pki/ca.crt  # minio ca file path, /etc/pki/ca.crt by default
bundle: y                     # bundle small files into a single file
cipher_type: aes-256-cbc      # enable AES encryption for remote backup repo
cipher_pass: pgBackRest       # AES encryption password, default is ‘pgBackRest’
retention_full_type: time     # retention full backup by time on minio repo
retention_full: 14            # keep full backup for last 14 days








```



            

          

      

      

    

  

    
      
          
            
  # PGSQL Service

> Split read & write, route traffic to the right place, and achieve stable & reliable access to the PostgreSQL cluster.

Service is an abstraction to seal the details of the underlying cluster, especially during cluster failover/switchover.



## Personal User

Service is meaningless to personal users. You can access the database with raw IP address directly or whatever method you like.

`bash
psql postgres://dbuser_dba:DBUser.DBA@10.10.10.10/meta         # dbsu direct connect
psql postgres://dbuser_meta:DBUser.Meta@10.10.10.10/meta       # bizuser direct connect
`



## Service

Service is a logical abstraction for PostgreSQL cluster abilities. Which consist of:


	Access Point via NodePort


	Target Instances via Selectors




It’s quite like a Kubernetes service (NodePort mode), but it is implemented differently (haproxy on the nodes).

Here are the default PostgreSQL services and their definition:


service | port | description                                      |

——- | —- | ———————————————— |

primary | 5433 | PROD read/write, connect to primary 5432 or 6432 |

replica | 5434 | PROD read-only, connect to replicas 5432/6432    |

default | 5436 | admin or direct access to primary                |

offline | 5438 | OLAP, ETL, personal user, interactive queries    |



`yaml
- { name: primary ,port: 5433 ,dest: default  ,check: /primary   ,selector: "[]" }
- { name: replica ,port: 5434 ,dest: default  ,check: /read-only ,selector: "[]" , backup: "[? pg_role == `primary` || pg_role == `offline` ]" }
- { name: default ,port: 5436 ,dest: postgres ,check: /primary   ,selector: "[]" }
- { name: offline ,port: 5438 ,dest: postgres ,check: /replica   ,selector: "[? pg_role == `offline` || pg_offline_query ]" , backup: "[? pg_role == `replica` && !pg_offline_query]"}
`

![pgsql-ha](https://user-images.githubusercontent.com/8587410/206971583-74293d7b-d29a-4ca2-8728-75d50421c371.gif)

Take the default pg-meta cluster & meta database as an example, it will have four default services:

`bash
psql postgres://dbuser_meta:DBUser.Meta@pg-meta:5433/meta   # pg-meta-primary : production read/write via primary pgbouncer(6432)
psql postgres://dbuser_meta:DBUser.Meta@pg-meta:5434/meta   # pg-meta-replica : production read-only via replica pgbouncer(6432)
psql postgres://dbuser_dba:DBUser.DBA@pg-meta:5436/meta     # pg-meta-default : Direct connect primary via primary postgres(5432)
psql postgres://dbuser_stats:DBUser.Stats@pg-meta:5438/meta # pg-meta-offline : Direct connect offline via offline postgres(5432)
`

EVERY INSTANCE of pg-meta cluster will have these four services exposed; you can access service via ANY / ALL of them.



## Primary Service

The primary service may be the most critical service for production usage.

It will route traffic to the primary instance, depending on [pg_default_service_dest](PARAM#pg_default_service_dest):


	pgbouncer: route traffic to primary pgbouncer port (6432), which is the default behavior


	postgres: route traffic to primary postgres port (5432) directly, if you don’t want to use pgbouncer




`yaml
- { name: primary ,port: 5433 ,dest: default  ,check: /primary   ,selector: "[]" }
`

It means all cluster members will be included in the primary service (selector: “[]”), but the one and only one instance that past health check (check: /primary) will be used as the primary instance.
Patroni will guarantee that only one instance is primary at any time, so the primary service will always route traffic to THE primary instance.

<details><summary>Example: pg-test-primary haproxy config</summary>

```ini
listen pg-test-primary


bind *:5433
mode tcp
maxconn 5000
balance roundrobin
option httpchk
option http-keep-alive
http-check send meth OPTIONS uri /primary
http-check expect status 200
default-server inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100
# servers
server pg-test-1 10.10.10.11:6432 check port 8008 weight 100
server pg-test-3 10.10.10.13:6432 check port 8008 weight 100
server pg-test-2 10.10.10.12:6432 check port 8008 weight 100




```

</details>



## Replica Service

The replica service is used for production read-only traffics.

There may be many more read-only queries than read-write queries in real-world scenarios, you may have many replicas for that.

The replica service will route traffic to pgbouncer or postgres depending on [pg_default_service_dest](PARAM#pg_default_service_dest), just like [primary service](#primary-service).

`yaml
- { name: replica ,port: 5434 ,dest: default  ,check: /read-only ,selector: "[]" , backup: "[? pg_role == `primary` || pg_role == `offline` ]" }
`

The replica service traffic will try to use common pg instances with [pg_role](PARAM#pg_role) = replica to alleviate the load on the primary instance as much as possible.
And it will try NOT to use instances with [pg_role](PARAM#pg_role) = offline to avoid mixing OLAP & OLTP queries as much as possible.

All cluster members will be included in the replica service (selector: “[]”) when it passes the read-only health check (check: /read-only).
While primary and offline instances are used as backup servers, which will take over in case of all replica instances are down.

<details><summary>Example: pg-test-replica haproxy config</summary>

```ini
listen pg-test-replica


bind *:5434
mode tcp
maxconn 5000
balance roundrobin
option httpchk
option http-keep-alive
http-check send meth OPTIONS uri /read-only
http-check expect status 200
default-server inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100
# servers
server pg-test-1 10.10.10.11:6432 check port 8008 weight 100 backup
server pg-test-3 10.10.10.13:6432 check port 8008 weight 100
server pg-test-2 10.10.10.12:6432 check port 8008 weight 100




```

</details>



### Default Service

The default service will route to primary postgres (5432) by default.

It is quite like primary service, except that it will always bypass pgbouncer, regardless of [pg_default_service_dest](PARAM#pg_default_service_dest).
Which is useful for administration connection, ETL writes, CDC changing data capture, etc…

`yaml
- { name: primary ,port: 5433 ,dest: default  ,check: /primary   ,selector: "[]" }
`

<details><summary>Example: pg-test-default haproxy config</summary>

```ini
listen pg-test-default


bind *:5436
mode tcp
maxconn 5000
balance roundrobin
option httpchk
option http-keep-alive
http-check send meth OPTIONS uri /primary
http-check expect status 200
default-server inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100
# servers
server pg-test-1 10.10.10.11:5432 check port 8008 weight 100
server pg-test-3 10.10.10.13:5432 check port 8008 weight 100
server pg-test-2 10.10.10.12:5432 check port 8008 weight 100




```

</details>



### Offline Service

The Offline service will route traffic to dedicate postgres instance directly.

Which could be a [pg_role](PARAM#pg_role) = offline instance, or a [pg_offline_query](PARAM#pg_offline_query) flagged instance.

If no such instance is found, it will fall back to any replica instances. the bottom line is: it will never route traffic to the primary instance.

`yaml
- { name: offline ,port: 5438 ,dest: postgres ,check: /replica   ,selector: "[? pg_role == `offline` || pg_offline_query ]" , backup: "[? pg_role == `replica` && !pg_offline_query]"}
`

```ini
listen pg-test-offline


bind *:5438
mode tcp
maxconn 5000
balance roundrobin
option httpchk
option http-keep-alive
http-check send meth OPTIONS uri /replica
http-check expect status 200
default-server inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100
# servers
server pg-test-3 10.10.10.13:5432 check port 8008 weight 100
server pg-test-2 10.10.10.12:5432 check port 8008 weight 100 backup




```



## Define Service

The default services are defined in [pg_default_services](PARAM#pg_default_services).

While you can define your extra PostgreSQL services with [pg_services](PARAM#pg_services) @ the global or cluster level.

These two parameters are both arrays of service objects. Each service definition will be rendered as a haproxy config in /etc/haproxy/<svcname>.cfg, check [service.j2](https://github.com/Vonng/pigsty/blob/master/roles/pgsql/templates/service.j2) for details.

Here is an example of an extra service definition: standby

``yaml
- name: standby                   # required, service name, the actual svc name will be prefixed with `pg_cluster, e.g: pg-meta-standby


port: 5435                      # required, service exposed port (work as kubernetes service node port mode)
ip: “*”                         # optional, service bind ip address, * for all ip by default
selector: “[]”                  # required, service member selector, use JMESPath to filter inventory
dest: default                   # optional, destination port, default|postgres|pgbouncer|<port_number>, ‘default’ by default
check: /sync                    # optional, health check url path, / by default
backup: “[? pg_role == primary]”  # backup server selector
maxconn: 3000                   # optional, max allowed front-end connection
balance: roundrobin             # optional, haproxy load balance algorithm (roundrobin by default, other: leastconn)
options: ‘inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100’




```

And it will be translated to a haproxy config file /etc/haproxy/pg-test-standby.conf:

```ini
#———————————————————————
# service: pg-test-standby @ 10.10.10.11:5435
#———————————————————————
# service instances 10.10.10.11, 10.10.10.13, 10.10.10.12
# service backups   10.10.10.11
listen pg-test-standby


bind *:5435
mode tcp
maxconn 5000
balance roundrobin
option httpchk
option http-keep-alive
http-check send meth OPTIONS uri /
http-check expect status 200
default-server inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100
# servers
server pg-test-1 10.10.10.11:6432 check port 8008 weight 100 backup
server pg-test-3 10.10.10.13:6432 check port 8008 weight 100
server pg-test-2 10.10.10.12:6432 check port 8008 weight 100




```



## Reload Service

When cluster membership has changed, such as append / remove replicas, switchover/failover, or adjust relative weight,
You have to [reload service](PGSQL-ADMIN#reload-service) to make the changes take effect.

`bash
bin/pgsql-svc <cls> [ip...]         # reload service for lb cluster or lb instance
`



## Access Service

Pigsty expose [service](#service) with haproxy. Which is enabled on all nodes by default.

haproxy load balancers are idempotent among same pg cluster by default, you use ANY / ALL of them by all means.

The typical method is access via cluster domain name, which resolve to cluster L2 VIP, or all instances ip address in a round-robin manner.

Service can be implemented in different ways, You can even implement you own access method such as L4 LVS, F5, etc… instead of haproxy.

You can use different combination of [host](#host) and [port](#port), they are provide PostgreSQL service in different ways.

Host


type                | sample        | description                                                          |



|---------------------|—————|----------------------------------------------------------------------|
| Cluster Domain Name | pg-test     | via cluster domain name (resolved by dnsmasq @ infra nodes)          |
| Cluster VIP Address | 10.10.10.3  | via a L2 VIP address managed by vip-manager, bind to primary       |
| Instance Hostname   | pg-test-1   | Access via any instance hostname (resolved by dnsmasq @ infra nodes) |
| Instance IP Address | 10.10.10.11 | Access any instance ip address                                       |

Port

Pigsty uses different ports to distinguish between [pg services](#service)


port | service   | type       | description                                           |



|------|———–|------------|——————————————————-|
| 5432 | postgres  | database   | Direct access to postgres server                      |
| 6432 | pgbouncer | middleware | Go through connection pool middleware before postgres |
| 5433 | primary   | service    | Access primary pgbouncer (or postgres)                |
| 5434 | replica   | service    | Access replica pgbouncer (or postgres)                |
| 5436 | default   | service    | Access primary postgres                               |
| 5438 | offline   | service    | Access offline postgres                               |

Combinations

```bash
# Access via cluster domain
postgres://test@pg-test:5432/test # DNS -> L2 VIP -> primary direct connection
postgres://test@pg-test:6432/test # DNS -> L2 VIP -> primary connection pool -> primary
postgres://test@pg-test:5433/test # DNS -> L2 VIP -> HAProxy -> Primary Connection Pool -> Primary
postgres://test@pg-test:5434/test # DNS -> L2 VIP -> HAProxy -> Replica Connection Pool -> Replica
postgres://dbuser_dba@pg-test:5436/test # DNS -> L2 VIP -> HAProxy -> Primary direct connection (for Admin)
postgres://dbuser_stats@pg-test:5438/test # DNS -> L2 VIP -> HAProxy -> offline direct connection (for ETL/personal queries)

# Direct access via cluster VIP
postgres://test@10.10.10.3:5432/test # L2 VIP -> Primary direct access
postgres://test@10.10.10.3:6432/test # L2 VIP -> Primary Connection Pool -> Primary
postgres://test@10.10.10.3:5433/test # L2 VIP -> HAProxy -> Primary Connection Pool -> Primary
postgres://test@10.10.10.3:5434/test # L2 VIP -> HAProxy -> Repilca Connection Pool -> Replica
postgres://dbuser_dba@10.10.10.3:5436/test # L2 VIP -> HAProxy -> Primary direct connection (for Admin)
postgres://dbuser_stats@10.10.10.3::5438/test # L2 VIP -> HAProxy -> offline direct connect (for ETL/personal queries)

# Specify any cluster instance name directly
postgres://test@pg-test-1:5432/test # DNS -> Database Instance Direct Connect (singleton access)
postgres://test@pg-test-1:6432/test # DNS -> connection pool -> database
postgres://test@pg-test-1:5433/test # DNS -> HAProxy -> connection pool -> database read/write
postgres://test@pg-test-1:5434/test # DNS -> HAProxy -> connection pool -> database read-only
postgres://dbuser_dba@pg-test-1:5436/test # DNS -> HAProxy -> database direct connect
postgres://dbuser_stats@pg-test-1:5438/test # DNS -> HAProxy -> database offline read/write

# Directly specify any cluster instance IP access
postgres://test@10.10.10.11:5432/test # Database instance direct connection (directly specify instance, no automatic traffic distribution)
postgres://test@10.10.10.11:6432/test # Connection Pool -> Database
postgres://test@10.10.10.11:5433/test # HAProxy -> connection pool -> database read/write
postgres://test@10.10.10.11:5434/test # HAProxy -> connection pool -> database read-only
postgres://dbuser_dba@10.10.10.11:5436/test # HAProxy -> Database Direct Connections
postgres://dbuser_stats@10.10.10.11:5438/test # HAProxy -> database offline read-write

# Directly specify any cluster instance IP access
postgres://test@10.10.10.11:5432/test # Database instance direct connection (directly specify instance, no automatic traffic distribution)
postgres://test@10.10.10.11:6432/test # Connection pool -> database
postgres://test@10.10.10.11:5433/test # HAProxy -> connection pool -> database read/write
postgres://test@10.10.10.11:5434/test # HAProxy -> connection pool -> database read-only
postgres://dbuser_dba@10.10.10.11:5436/test # HAProxy -> Database Direct Connections
postgres://dbuser_stats@10.10.10.11:5438/test # HAProxy -> database offline read-write

# Smart client automatic read/write separation (connection pooling)
postgres://test@10.10.10.11:6432,10.10.10.12:6432,10.10.10.13:6432/test?target_session_attrs=primary
postgres://test@10.10.10.11:6432,10.10.10.12:6432,10.10.10.13:6432/test?target_session_attrs=prefer-standby

# Intelligent client automatic read/write separation (database)
postgres://test@10.10.10.11:5432,10.10.10.12:5432,10.10.10.13:5432/test?target_session_attrs=primary
postgres://test@10.10.10.11:5432,10.10.10.12:5432,10.10.10.13:5432/test?target_session_attrs=prefer-standby

```



            

          

      

      

    

  

    
      
          
            
  # PGSQL User

> In this context, the User refers to objects created by SQL CREATE USER/ROLE.



## Define User

There are two parameters related to users:


	[pg_users](PARAM#pg_users) : Define business users & roles at cluster level


	[pg_default_roles](PARAM#pg_default_roles) : Define system-wide roles & global users at global level




They are both arrays of user/role definition. You can define multiple users/roles in one cluster.

```yaml
pg-meta:


hosts: { 10.10.10.10: { pg_seq: 1, pg_role: primary } }
vars:


pg_cluster: pg-meta
pg_databases:



	{name: dbuser_meta     ,password: DBUser.Meta     ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: pigsty admin user }


	{name: dbuser_view     ,password: DBUser.Viewer   ,pgbouncer: true ,roles: [dbrole_readonly] ,comment: read-only viewer for meta database }


	{name: dbuser_grafana  ,password: DBUser.Grafana  ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for grafana database    }


	{name: dbuser_bytebase ,password: DBUser.Bytebase ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for bytebase database   }


	{name: dbuser_kong     ,password: DBUser.Kong     ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for kong api gateway    }


	{name: dbuser_gitea    ,password: DBUser.Gitea    ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for gitea service       }


	{name: dbuser_wiki     ,password: DBUser.Wiki     ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for wiki.js service     }













```

And each user definition may look like:

``yaml
- name: dbuser_meta               # REQUIRED, `name is the only mandatory field of a user definition


password: DBUser.Meta           # optional, password, can be a scram-sha-256 hash string or plain text
login: true                     # optional, can log in, true by default  (new biz ROLE should be false)
superuser: false                # optional, is superuser? false by default
createdb: false                 # optional, can create database? false by default
createrole: false               # optional, can create role? false by default
inherit: true                   # optional, can this role use inherited privileges? true by default
replication: false              # optional, can this role do replication? false by default
bypassrls: false                # optional, can this role bypass row level security? false by default
pgbouncer: true                 # optional, add this user to pgbouncer user-list? false by default (production user should be true explicitly)
connlimit: -1                   # optional, user connection limit, default -1 disable limit
expire_in: 3650                 # optional, now + n days when this role is expired (OVERWRITE expire_at)
expire_at: ‘2030-12-31’         # optional, YYYY-MM-DD ‘timestamp’ when this role is expired  (OVERWRITTEN by expire_in)
comment: pigsty admin user      # optional, comment string for this user/role
roles: [dbrole_admin]           # optional, belonged roles. default roles are: dbrole_{admin,readonly,readwrite,offline}
parameters: {}                  # optional, role level parameters with ALTER ROLE SET
pool_mode: transaction          # optional, pgbouncer pool mode at user level, transaction by default
pool_connlimit: -1              # optional, max database connections at user level, default -1 disable limit
search_path: public             # key value config parameters according to postgresql documentation (e.g: use pigsty as default search_path)




```


	The only required field is name, which should be a valid & unique username in PostgreSQL.


	Roles don’t need a password, while it could be necessary for a login-able user.


	The password can be plain text or a scram-sha-256 / md5 hash string.


	User/Role are created one by one in array order. So make sure role/group definition is ahead of its members


	login, superuser, createdb, createrole, inherit, replication, bypassrls are boolean flags


	pgbouncer is disabled by default. To add a business user to the pgbouncer user-list, you should set it to true explicitly.




ACL System

Pigsty has a battery-included [ACL](PGSQL-ACL) system, which can be easily used by assigning roles to users:


	dbrole_readonly : The role for global read-only access


	dbrole_readwrite : The role for global read-write access


	dbrole_admin : The role for object creation


	dbrole_offline : The role for restricted read-only access ([offline](PGSQL-CONF#offline) instance)




If you wish to re-design your ACL system, check the following parameters & templates.


	[pg_default_roles](PARAM#pg_default_roles) : System-wide roles & global users


	[pg_default_privileges](PARAM#pg_default_privileges) : Default privileges for newly created objects


	[roles/pgsql/templates/pg-init-role.sql](https://github.com/Vonng/pigsty/blob/master/roles/pgsql/templates/pg-init-role.sql): Role creation SQL template


	[roles/pgsql/templates/pg-init-template.sql](https://github.com/Vonng/pigsty/blob/master/roles/pgsql/templates/pg-init-template.sql): Privilege SQL template






## Create User

Users & Roles [defined](#define-user) in [pg_default_roles](PARAM#pg_default_roles) and [pg_users](PARAM#pg_users) will be automatically created one by one during cluster bootstrap.

If you wish to [create user](PGSQL-ADMIN#create-user) on an existing cluster, the bin/pgsql-user util can be used.

Add new user definition to all.children.<cls>.pg_users, and create that database with:

`bash
bin/pgsql-user <cls> <username>    # pgsql-user.yml -l <cls> -e username=<username>
`

The playbook is idempotent, so it’s ok to run this multiple times on the existing cluster.

If you are using the default pgbouncer as proxy middleware, YOU MUST create a new user with pgsql-user util, or pgsql-user.yml playbook,
Otherwise, the new user will not be added to the [pgbouncer userlist](#pgbouncer-user).



## Pgbouncer User

Pgbouncer is enabled by default and serves as a connection pool middleware, and its user is managed by default.

Pigsty will add all users in [pg_users](PARAM#pg_users) with pgbouncer: true flag to the pgbouncer userlist by default.

The user is listed in /etc/pgbouncer/userlist.txt:

`ini
"postgres" ""
"dbuser_wiki" "SCRAM-SHA-256$4096:+77dyhrPeFDT/TptHs7/7Q==$KeatuohpKIYzHPCt/tqBu85vI11o9mar/by0hHYM2W8=:X9gig4JtjoS8Y/o1vQsIX/gY1Fns8ynTXkbWOjUfbRQ="
"dbuser_view" "SCRAM-SHA-256$4096:DFoZHU/DXsHL8MJ8regdEw==$gx9sUGgpVpdSM4o6A2R9PKAUkAsRPLhLoBDLBUYtKS0=:MujSgKe6rxcIUMv4GnyXJmV0YNbf39uFRZv724+X1FE="
"dbuser_monitor" "SCRAM-SHA-256$4096:fwU97ZMO/KR0ScHO5+UuBg==$CrNsmGrx1DkIGrtrD1Wjexb/aygzqQdirTO1oBZROPY=:L8+dJ+fqlMQh7y4PmVR/gbAOvYWOr+KINjeMZ8LlFww="
"dbuser_meta" "SCRAM-SHA-256$4096:leB2RQPcw1OIiRnPnOMUEg==$eyC+NIMKeoTxshJu314+BmbMFpCcspzI3UFZ1RYfNyU=:fJgXcykVPvOfro2MWNkl5q38oz21nSl1dTtM65uYR1Q="
"dbuser_kong" "SCRAM-SHA-256$4096:bK8sLXIieMwFDz67/0dqXQ==$P/tCRgyKx9MC9LH3ErnKsnlOqgNd/nn2RyvThyiK6e4=:CDM8QZNHBdPf97ztusgnE7olaKDNHBN0WeAbP/nzu5A="
"dbuser_grafana" "SCRAM-SHA-256$4096:HjLdGaGmeIAGdWyn2gDt/Q==$jgoyOB8ugoce+Wqjr0EwFf8NaIEMtiTuQTg1iEJs9BM=:ed4HUFqLyB4YpRr+y25FBT7KnlFDnan6JPVT9imxzA4="
"dbuser_gitea" "SCRAM-SHA-256$4096:l1DBGCc4dtircZ8O8Fbzkw==$tpmGwgLuWPDog8IEKdsaDGtiPAxD16z09slvu+rHE74=:pYuFOSDuWSofpD9OZhG7oWvyAR0PQjJBffgHZLpLHds="
"dbuser_dba" "SCRAM-SHA-256$4096:zH8niABU7xmtblVUo2QFew==$Zj7/pq+ICZx7fDcXikiN7GLqkKFA+X5NsvAX6CMshF0=:pqevR2WpizjRecPIQjMZOm+Ap+x0kgPL2Iv5zHZs0+g="
"dbuser_bytebase" "SCRAM-SHA-256$4096:OMoTM9Zf8QcCCMD0svK5gg==$kMchqbf4iLK1U67pVOfGrERa/fY818AwqfBPhsTShNQ=:6HqWteN+AadrUnrgC0byr5A72noqnPugItQjOLFw0Wk="
`

And user level parameters are listed in /etc/pgbouncer/useropts.txt:

`ini
dbuser_dba                  = pool_mode=session max_user_connections=16
dbuser_monitor              = pool_mode=session max_user_connections=8
`

The userlist & useropts file will be updated automatically when you add a new user with pgsql-user util, or pgsql-user.yml playbook.

You can use [pgbouncer_auth_query](PARAM#pgbouncer_auth_query) to simplify pgbouncer user management (with the cost of reliability & security).



            

          

      

      

    

  

    
      
          
            
  # PGSQL

> The most advanced open-source relational database in the world!
>
> With battery-included observability, reliability, and maintainability powered by Pigsty

## Concept

> Overview of PostgreSQL in Pigsty


	[Architecture](PGSQL-ARCH)


	[Configuration](PGSQL-CONF)


	[Database](PGSQL-DB)


	[User](PGSQL-USER)


	[Service](PGSQL-SVC)


	[Authentication](PGSQL-HBA)


	[Access Control](PGSQL-ACL)


	[Administration](PGSQL-ADMIN)


	[Backup & PITR](PGSQL-PITR)


	[Monitor](PGSQL-MONITOR)


	[Migration](PGSQL-MIGRATION)




## Configuration

> [Describe](PGSQL-CONF) the cluster you want


	[Identity](PGSQL-CONF#identity): Parameters used for describing a PostgreSQL cluster


	[Primary](PGSQL-CONF#primary): Define a single instance cluster


	[Replica](PGSQL-CONF#replica): Define a basic HA cluster with one primary & one replica


	[Offline](PGSQL-CONF#offline): Define a dedicated instance for OLAP/ETL/Interactive queries.


	[Sync Standby](PGSQL-CONF#sync-standby): Enable synchronous commit to ensure no data loss


	[Quorum Commit](PGSQL-CONF#quorum-commit):   Use quorum sync commit for an even higher consistency level


	[Standby Cluster](PGSQL-CONF#standby-cluster): Clone an existing cluster and follow it


	[Delayed Cluster](PGSQL-CONF#delayed-cluster): Clone an existing cluster for emergency data recovery


	[Citus Cluster](PGSQL-CONF#citus-cluster): Define a Citus distributed database cluster




## Playbooks

> Materialize the cluster you described


	[pgsql.yml](https://github.com/vonng/pigsty/blob/master/pgsql.yml)                     : Init HA PostgreSQL clusters or adding new replicas.


	[pgsql-rm.yml](https://github.com/vonng/pigsty/blob/master/pgsql-rm.yml)               : Remove PostgreSQL cluster, or remove replicas


	[pgsql-user.yml](https://github.com/vonng/pigsty/blob/master/pgsql-user.yml)           : Add new business user to existing PostgreSQL cluster


	[pgsql-db.yml](https://github.com/vonng/pigsty/blob/master/pgsql-db.yml)               : Add new business database to existing PostgreSQL cluster


	[pgsql-monitor.yml](https://github.com/vonng/pigsty/blob/master/pgsql-monitor.yml)     : Monitor remote postgres instance with local exporters


	[pgsql-migration.yml](https://github.com/vonng/pigsty/blob/master/pgsql-migration.yml) : Generate Migration manual & scripts for existing PostgreSQL




<details><summary>Example: Install PGSQL module</summary>

[![asciicast](https://asciinema.org/a/566417.svg)](https://asciinema.org/a/566417)

</details>

<details><summary>Example: Remove PGSQL module</summary>

[![asciicast](https://asciinema.org/a/566418.svg)](https://asciinema.org/a/566418)

</details>

## Dashboards

There are 23 default grafana dashboards about PostgreSQL and categorized into 4 levels, check [PGSQL Monitor](PGSQL-MONITOR) for details.


Overview                               |                               Cluster                                |                         Instance                          |                         Database                          |



|:-------------------------------------------------------------------:|:——————————————————————–:|:---------------------------------------------------------:|:———————————————————:|
|      [PGSQL Overview](http://demo.pigsty.cc/d/pgsql-overview)       |        [PGSQL Cluster](http://demo.pigsty.cc/d/pgsql-cluster)        | [PGSQL Instance](http://demo.pigsty.cc/d/pgsql-instance)  | [PGSQL Database](http://demo.pigsty.cc/d/pgsql-database)  |
|         [PGSQL Alert](http://demo.pigsty.cc/d/pgsql-alert)          | [PGSQL Cluster-remote](http://demo.pigsty.cc/d/pgsql-cluster-remote) | [PGCAT Instance](http://demo.pigsty.cc/d/pgcat-instance)  | [PGCAT Database](http://demo.pigsty.cc/d/pgcat-database)  |
|         [PGSQL Shard](http://demo.pigsty.cc/d/pgsql-shard)          |       [PGSQL Activity](http://demo.pigsty.cc/d/pgsql-activity)       |  [PGSQL Persist](http://demo.pigsty.cc/d/pgsql-persist)   |   [PGSQL Tables](http://demo.pigsty.cc/d/pgsql-tables)    |
|                                                                     |    [PGSQL Replication](http://demo.pigsty.cc/d/pgsql-replication)    |    [PGSQL Proxy](http://demo.pigsty.cc/d/pgsql-proxy)     |    [PGSQL Table](http://demo.pigsty.cc/d/pgsql-table)     |
|                                                                     |        [PGSQL Service](http://demo.pigsty.cc/d/pgsql-service)        |  [PGSQL Queries](http://demo.pigsty.cc/d/pgsql-queries)   |    [PGCAT Table](http://demo.pigsty.cc/d/pgcat-table)     |
|                                                                     |      [PGSQL Databases](http://demo.pigsty.cc/d/pgsql-databases)      |  [PGSQL Session](http://demo.pigsty.cc/d/pgsql-session)   |    [PGSQL Query](http://demo.pigsty.cc/d/pgsql-query)     |
|                                                                     |                                                                      |    [PGSQL Xacts](http://demo.pigsty.cc/d/pgsql-xacts)     |    [PGCAT Query](http://demo.pigsty.cc/d/pgcat-query)     |

## Administration

> [Admin](PGSQL-ADMIN) your existing clusters


	[Admin Cheatsheet](PGSQL-ADMIN#cheatsheet)


	[Create Cluster](PGSQL-ADMIN#create-cluster)


	[Create User](PGSQL-ADMIN#create-user)


	[Create Database](PGSQL-ADMIN#create-database)


	[Reload Service](PGSQL-ADMIN#reload-service)


	[Reload HBARule](PGSQL-ADMIN#reload-hbarule)


	[Config Cluster](PGSQL-ADMIN#config-cluster)


	[Append Replica](PGSQL-ADMIN#append-replica)


	[Remove Replica](PGSQL-ADMIN#remove-replica)


	[Remove Cluster](PGSQL-ADMIN#remove-cluster)


	[Switchover Cluster](PGSQL-ADMIN#switchover)


	[Backup Cluster](PGSQL-ADMIN#backup-cluster)


	[Restore Cluster](PGSQL-ADMIN#restore-cluster)




## Parameters

> API Reference for [PGSQL](PARAM#pgsql) module:


	[PG_ID](PARAM#pg_id)               : Calculate & Check Postgres Identity


	[PG_BUSINESS](PARAM#pg_business)   : Postgres Business Object Definition


	[PG_INSTALL](PARAM#pg_install)     : Install PGSQL Packages & Extensions


	[PG_BOOTSTRAP](PARAM#pg_bootstrap) : Init a HA Postgres Cluster with Patroni


	[PG_PROVISION](PARAM#pg_provision) : Create users, databases, and in-database objects


	[PG_BACKUP](PARAM#pg_backup)       : Setup backup repo with pgbackrest


	[PG_SERVICE](PARAM#pg_service)     : Exposing pg service, bind vip and register DNS


	[PG_EXPORTER](PARAM#pg_exporter)   : Add Monitor for PGSQL Instance




<details><summary>Parameters</summary>


Parameter                                                            | Section                              |    Type     | Level | Comment                                                                       |



|----------------------------------------------------------------------|————————————–|:-----------:|:—–:|-------------------------------------------------------------------------------|
| [pg_mode](PARAM#pg_mode)                                           | [PG_ID](PARAM#pg_id)               |    enum     |   C   | pgsql cluster mode: pgsql,citus,gpsql                                         |
| [pg_cluster](PARAM#pg_cluster)                                     | [PG_ID](PARAM#pg_id)               |   string    |   C   | pgsql cluster name, REQUIRED identity parameter                               |
| [pg_seq](PARAM#pg_seq)                                             | [PG_ID](PARAM#pg_id)               |     int     |   I   | pgsql instance seq number, REQUIRED identity parameter                        |
| [pg_role](PARAM#pg_role)                                           | [PG_ID](PARAM#pg_id)               |    enum     |   I   | pgsql role, REQUIRED, could be primary,replica,offline                        |
| [pg_instances](PARAM#pg_instances)                                 | [PG_ID](PARAM#pg_id)               |    dict     |   I   | define multiple pg instances on node in {port:ins_vars} format              |
| [pg_upstream](PARAM#pg_upstream)                                   | [PG_ID](PARAM#pg_id)               |     ip      |   I   | repl upstream ip addr for standby cluster or cascade replica                  |
| [pg_shard](PARAM#pg_shard)                                         | [PG_ID](PARAM#pg_id)               |   string    |   C   | pgsql shard name, optional identity for sharding clusters                     |
| [pg_group](PARAM#pg_group)                                         | [PG_ID](PARAM#pg_id)               |     int     |   C   | pgsql shard index number, optional identity for sharding clusters             |
| [gp_role](PARAM#gp_role)                                           | [PG_ID](PARAM#pg_id)               |    enum     |   C   | greenplum role of this cluster, could be master or segment                    |
| [pg_exporters](PARAM#pg_exporters)                                 | [PG_ID](PARAM#pg_id)               |    dict     |   C   | additional pg_exporters to monitor remote postgres instances                  |
| [pg_offline_query](PARAM#pg_offline_query)                         | [PG_ID](PARAM#pg_id)               |    bool     |   I   | set to true to enable offline query on this instance                          |
| [pg_users](PARAM#pg_users)                                         | [PG_BUSINESS](PARAM#pg_business)   |   user[]    |   C   | postgres business users                                                       |
| [pg_databases](PARAM#pg_databases)                                 | [PG_BUSINESS](PARAM#pg_business)   | database[]  |   C   | postgres business databases                                                   |
| [pg_services](PARAM#pg_services)                                   | [PG_BUSINESS](PARAM#pg_business)   |  service[]  |   C   | postgres business services                                                    |
| [pg_hba_rules](PARAM#pg_hba_rules)                                 | [PG_BUSINESS](PARAM#pg_business)   |    hba[]    |   C   | business hba rules for postgres                                               |
| [pgb_hba_rules](PARAM#pgb_hba_rules)                               | [PG_BUSINESS](PARAM#pg_business)   |    hba[]    |   C   | business hba rules for pgbouncer                                              |
| [pg_replication_username](PARAM#pg_replication_username)           | [PG_BUSINESS](PARAM#pg_business)   |  username   |   G   | postgres replication username, replicator by default                        |
| [pg_replication_password](PARAM#pg_replication_password)           | [PG_BUSINESS](PARAM#pg_business)   |  password   |   G   | postgres replication password, DBUser.Replicator by default                 |
| [pg_admin_username](PARAM#pg_admin_username)                       | [PG_BUSINESS](PARAM#pg_business)   |  username   |   G   | postgres admin username, dbuser_dba by default                              |
| [pg_admin_password](PARAM#pg_admin_password)                       | [PG_BUSINESS](PARAM#pg_business)   |  password   |   G   | postgres admin password in plain text, DBUser.DBA by default                |
| [pg_monitor_username](PARAM#pg_monitor_username)                   | [PG_BUSINESS](PARAM#pg_business)   |  username   |   G   | postgres monitor username, dbuser_monitor by default                        |
| [pg_monitor_password](PARAM#pg_monitor_password)                   | [PG_BUSINESS](PARAM#pg_business)   |  password   |   G   | postgres monitor password, DBUser.Monitor by default                        |
| [pg_dbsu_password](PARAM#pg_dbsu_password)                         | [PG_BUSINESS](PARAM#pg_business)   |  password   |  G/C  | dbsu password, empty string means no dbsu password by default                 |
| [pg_dbsu](PARAM#pg_dbsu)                                           | [PG_INSTALL](PARAM#pg_install)     |  username   |   C   | os dbsu name, postgres by default, better not change it                       |
| [pg_dbsu_uid](PARAM#pg_dbsu_uid)                                   | [PG_INSTALL](PARAM#pg_install)     |     int     |   C   | os dbsu uid and gid, 26 for default postgres users and groups                 |
| [pg_dbsu_sudo](PARAM#pg_dbsu_sudo)                                 | [PG_INSTALL](PARAM#pg_install)     |    enum     |   C   | dbsu sudo privilege, none,limit,all,nopass. limit by default                  |
| [pg_dbsu_home](PARAM#pg_dbsu_home)                                 | [PG_INSTALL](PARAM#pg_install)     |    path     |   C   | postgresql home directory, /var/lib/pgsql by default                        |
| [pg_dbsu_ssh_exchange](PARAM#pg_dbsu_ssh_exchange)                 | [PG_INSTALL](PARAM#pg_install)     |    bool     |   C   | exchange postgres dbsu ssh key among same pgsql cluster                       |
| [pg_version](PARAM#pg_version)                                     | [PG_INSTALL](PARAM#pg_install)     |    enum     |   C   | postgres major version to be installed, 15 by default                         |
| [pg_bin_dir](PARAM#pg_bin_dir)                                     | [PG_INSTALL](PARAM#pg_install)     |    path     |   C   | postgres binary dir, /usr/pgsql/bin by default                              |
| [pg_log_dir](PARAM#pg_log_dir)                                     | [PG_INSTALL](PARAM#pg_install)     |    path     |   C   | postgres log dir, /pg/log/postgres by default                               |
| [pg_packages](PARAM#pg_packages)                                   | [PG_INSTALL](PARAM#pg_install)     |  string[]   |   C   | pg packages to be installed, ${pg_version} will be replaced                 |
| [pg_extensions](PARAM#pg_extensions)                               | [PG_INSTALL](PARAM#pg_install)     |  string[]   |   C   | pg extensions to be installed, ${pg_version} will be replaced               |
| [pg_safeguard](PARAM#pg_safeguard)                                 | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    bool     | G/C/A | prevent purging running postgres instance? false by default                   |
| [pg_clean](PARAM#pg_clean)                                         | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    bool     | G/C/A | purging existing postgres during pgsql init? true by default                  |
| [pg_data](PARAM#pg_data)                                           | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    path     |   C   | postgres data directory, /pg/data by default                                |
| [pg_fs_main](PARAM#pg_fs_main)                                     | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    path     |   C   | mountpoint/path for postgres main data, /data by default                    |
| [pg_fs_bkup](PARAM#pg_fs_bkup)                                     | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    path     |   C   | mountpoint/path for pg backup data, /data/backup by default                 |
| [pg_storage_type](PARAM#pg_storage_type)                           | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | storage type for pg main data, SSD,HDD, SSD by default                        |
| [pg_dummy_filesize](PARAM#pg_dummy_filesize)                       | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    size     |   C   | size of /pg/dummy, hold 64MB disk space for emergency use                   |
| [pg_listen](PARAM#pg_listen)                                       | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    ip(s)    |  C/I  | postgres/pgbouncer listen addresses, comma separated list                     |
| [pg_port](PARAM#pg_port)                                           | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    port     |   C   | postgres listen port, 5432 by default                                         |
| [pg_localhost](PARAM#pg_localhost)                                 | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    path     |   C   | postgres unix socket dir for localhost connection                             |
| [pg_namespace](PARAM#pg_namespace)                                 | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    path     |   C   | top level key namespace in etcd, used by patroni & vip                        |
| [patroni_enabled](PARAM#patroni_enabled)                           | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    bool     |   C   | if disabled, no postgres cluster will be created during init                  |
| [patroni_mode](PARAM#patroni_mode)                                 | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | patroni working mode: default,pause,remove                                    |
| [patroni_port](PARAM#patroni_port)                                 | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    port     |   C   | patroni listen port, 8008 by default                                          |
| [patroni_log_dir](PARAM#patroni_log_dir)                           | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    path     |   C   | patroni log dir, /pg/log/patroni by default                                 |
| [patroni_ssl_enabled](PARAM#patroni_ssl_enabled)                   | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    bool     |   G   | secure patroni RestAPI communications with SSL?                               |
| [patroni_watchdog_mode](PARAM#patroni_watchdog_mode)               | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | patroni watchdog mode: automatic,required,off. off by default                 |
| [patroni_username](PARAM#patroni_username)                         | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |  username   |   C   | patroni restapi username, postgres by default                               |
| [patroni_password](PARAM#patroni_password)                         | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |  password   |   C   | patroni restapi password, Patroni.API by default                            |
| [pg_conf](PARAM#pg_conf)                                           | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | config template: oltp,olap,crit,tiny. oltp.yml by default                   |
| [pg_max_conn](PARAM#pg_max_conn)                                   | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |     int     |   C   | postgres max connections, auto will use recommended value                   |
| [pg_shared_buffer_ratio](PARAM#pg_shared_buffer_ratio)             | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    float    |   C   | postgres shared buffer memory ratio, 0.25 by default, 0.1~0.4                 |
| [pg_rto](PARAM#pg_rto)                                             | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |     int     |   C   | recovery time objective in seconds, 30s by default                          |
| [pg_rpo](PARAM#pg_rpo)                                             | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |     int     |   C   | recovery point objective in bytes, 1MiB at most by default                  |
| [pg_libs](PARAM#pg_libs)                                           | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |   string    |   C   | preloaded libraries, pg_stat_statements,auto_explain by default             |
| [pg_delay](PARAM#pg_delay)                                         | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |  interval   |   I   | replication apply delay for standby cluster leader                            |
| [pg_checksum](PARAM#pg_checksum)                                   | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    bool     |   C   | enable data checksum for postgres cluster?                                    |
| [pg_pwd_enc](PARAM#pg_pwd_enc)                                     | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | passwords encryption algorithm: md5,scram-sha-256                             |
| [pg_encoding](PARAM#pg_encoding)                                   | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | database cluster encoding, UTF8 by default                                  |
| [pg_locale](PARAM#pg_locale)                                       | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | database cluster local, C by default                                        |
| [pg_lc_collate](PARAM#pg_lc_collate)                               | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | database cluster collate, C by default                                      |
| [pg_lc_ctype](PARAM#pg_lc_ctype)                                   | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | database character type, en_US.UTF8 by default                              |
| [pgbouncer_enabled](PARAM#pgbouncer_enabled)                       | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    bool     |   C   | if disabled, pgbouncer will not be launched on pgsql host                     |
| [pgbouncer_port](PARAM#pgbouncer_port)                             | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    port     |   C   | pgbouncer listen port, 6432 by default                                        |
| [pgbouncer_log_dir](PARAM#pgbouncer_log_dir)                       | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    path     |   C   | pgbouncer log dir, /pg/log/pgbouncer by default                             |
| [pgbouncer_auth_query](PARAM#pgbouncer_auth_query)                 | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    bool     |   C   | query postgres to retrieve unlisted business users?                           |
| [pgbouncer_poolmode](PARAM#pgbouncer_poolmode)                     | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | pooling mode: transaction,session,statement, transaction by default           |
| [pgbouncer_sslmode](PARAM#pgbouncer_sslmode)                       | [PG_BOOTSTRAP](PARAM#pg_bootstrap) |    enum     |   C   | pgbouncer client ssl mode, disable by default                                 |
| [pg_provision](PARAM#pg_provision)                                 | [PG_PROVISION](PARAM#pg_provision) |    bool     |   C   | provision postgres cluster after bootstrap                                    |
| [pg_init](PARAM#pg_init)                                           | [PG_PROVISION](PARAM#pg_provision) |   string    |  G/C  | provision init script for cluster template, pg-init by default              |
| [pg_default_roles](PARAM#pg_default_roles)                         | [PG_PROVISION](PARAM#pg_provision) |   role[]    |  G/C  | default roles and users in postgres cluster                                   |
| [pg_default_privileges](PARAM#pg_default_privileges)               | [PG_PROVISION](PARAM#pg_provision) |  string[]   |  G/C  | default privileges when created by admin user                                 |
| [pg_default_schemas](PARAM#pg_default_schemas)                     | [PG_PROVISION](PARAM#pg_provision) |  string[]   |  G/C  | default schemas to be created                                                 |
| [pg_default_extensions](PARAM#pg_default_extensions)               | [PG_PROVISION](PARAM#pg_provision) | extension[] |  G/C  | default extensions to be created                                              |
| [pg_reload](PARAM#pg_reload)                                       | [PG_PROVISION](PARAM#pg_provision) |    bool     |   A   | reload postgres after hba changes                                             |
| [pg_default_hba_rules](PARAM#pg_default_hba_rules)                 | [PG_PROVISION](PARAM#pg_provision) |    hba[]    |  G/C  | postgres default host-based authentication rules                              |
| [pgb_default_hba_rules](PARAM#pgb_default_hba_rules)               | [PG_PROVISION](PARAM#pg_provision) |    hba[]    |  G/C  | pgbouncer default host-based authentication rules                             |
| [pgbackrest_enabled](PARAM#pgbackrest_enabled)                     | [PG_BACKUP](PARAM#pg_backup)       |    bool     |   C   | enable pgbackrest on pgsql host?                                              |
| [pgbackrest_clean](PARAM#pgbackrest_clean)                         | [PG_BACKUP](PARAM#pg_backup)       |    bool     |   C   | remove pg backup data during init?                                            |
| [pgbackrest_log_dir](PARAM#pgbackrest_log_dir)                     | [PG_BACKUP](PARAM#pg_backup)       |    path     |   C   | pgbackrest log dir, /pg/log/pgbackrest by default                           |
| [pgbackrest_method](PARAM#pgbackrest_method)                       | [PG_BACKUP](PARAM#pg_backup)       |    enum     |   C   | pgbackrest repo method: local,minio,etc…                                    |
| [pgbackrest_repo](PARAM#pgbackrest_repo)                           | [PG_BACKUP](PARAM#pg_backup)       |    dict     |  G/C  | pgbackrest repo: https://pgbackrest.org/configuration.html#section-repository |
| [pg_weight](PARAM#pg_weight)                                       | [PG_SERVICE](PARAM#pg_service)     |     int     |   I   | relative load balance weight in service, 100 by default, 0-255                |
| [pg_service_provider](PARAM#pg_service_provider)                   | [PG_SERVICE](PARAM#pg_service)     |    enum     |  G/C  | dedicate haproxy node group name, or empty string for local nodes by default  |
| [pg_default_service_dest](PARAM#pg_default_service_dest)           | [PG_SERVICE](PARAM#pg_service)     |    enum     |  G/C  | default service destination if svc.dest=’default’                             |
| [pg_default_services](PARAM#pg_default_services)                   | [PG_SERVICE](PARAM#pg_service)     |  service[]  |  G/C  | postgres default service definitions                                          |
| [pg_vip_enabled](PARAM#pg_vip_enabled)                             | [PG_SERVICE](PARAM#pg_service)     |    bool     |   C   | enable a l2 vip for pgsql primary? false by default                           |
| [pg_vip_address](PARAM#pg_vip_address)                             | [PG_SERVICE](PARAM#pg_service)     |    cidr4    |   C   | vip address in <ipv4>/<mask> format, require if vip is enabled              |
| [pg_vip_interface](PARAM#pg_vip_interface)                         | [PG_SERVICE](PARAM#pg_service)     |   string    |  C/I  | vip network interface to listen, eth0 by default                              |
| [pg_dns_suffix](PARAM#pg_dns_suffix)                               | [PG_SERVICE](PARAM#pg_service)     |   string    |   C   | pgsql dns suffix, ‘’ by default                                               |
| [pg_dns_target](PARAM#pg_dns_target)                               | [PG_SERVICE](PARAM#pg_service)     |    enum     |   C   | auto, primary, vip, none, or ad hoc ip                                        |
| [pg_exporter_enabled](PARAM#pg_exporter_enabled)                   | [PG_EXPORTER](PARAM#pg_exporter)   |    bool     |   C   | enable pg_exporter on pgsql hosts?                                            |
| [pg_exporter_config](PARAM#pg_exporter_config)                     | [PG_EXPORTER](PARAM#pg_exporter)   |   string    |   C   | pg_exporter configuration file name                                           |
| [pg_exporter_cache_ttls](PARAM#pg_exporter_cache_ttls)             | [PG_EXPORTER](PARAM#pg_exporter)   |   string    |   C   | pg_exporter collector ttl stage in seconds, ‘1,10,60,300’ by default          |
| [pg_exporter_port](PARAM#pg_exporter_port)                         | [PG_EXPORTER](PARAM#pg_exporter)   |    port     |   C   | pg_exporter listen port, 9630 by default                                      |
| [pg_exporter_params](PARAM#pg_exporter_params)                     | [PG_EXPORTER](PARAM#pg_exporter)   |   string    |   C   | extra url parameters for pg_exporter dsn                                      |
| [pg_exporter_url](PARAM#pg_exporter_url)                           | [PG_EXPORTER](PARAM#pg_exporter)   |    pgurl    |   C   | overwrite auto-generate pg dsn if specified                                   |
| [pg_exporter_auto_discovery](PARAM#pg_exporter_auto_discovery)     | [PG_EXPORTER](PARAM#pg_exporter)   |    bool     |   C   | enable auto database discovery? enabled by default                            |
| [pg_exporter_exclude_database](PARAM#pg_exporter_exclude_database) | [PG_EXPORTER](PARAM#pg_exporter)   |   string    |   C   | csv of database that WILL NOT be monitored during auto-discovery              |
| [pg_exporter_include_database](PARAM#pg_exporter_include_database) | [PG_EXPORTER](PARAM#pg_exporter)   |   string    |   C   | csv of database that WILL BE monitored during auto-discovery                  |
| [pg_exporter_connect_timeout](PARAM#pg_exporter_connect_timeout)   | [PG_EXPORTER](PARAM#pg_exporter)   |     int     |   C   | pg_exporter connect timeout in ms, 200 by default                             |
| [pg_exporter_options](PARAM#pg_exporter_options)                   | [PG_EXPORTER](PARAM#pg_exporter)   |     arg     |   C   | overwrite extra options for pg_exporter                                       |
| [pgbouncer_exporter_enabled](PARAM#pgbouncer_exporter_enabled)     | [PG_EXPORTER](PARAM#pg_exporter)   |    bool     |   C   | enable pgbouncer_exporter on pgsql hosts?                                     |
| [pgbouncer_exporter_port](PARAM#pgbouncer_exporter_port)           | [PG_EXPORTER](PARAM#pg_exporter)   |    port     |   C   | pgbouncer_exporter listen port, 9631 by default                               |
| [pgbouncer_exporter_url](PARAM#pgbouncer_exporter_url)             | [PG_EXPORTER](PARAM#pg_exporter)   |    pgurl    |   C   | overwrite auto-generate pgbouncer dsn if specified                            |
| [pgbouncer_exporter_options](PARAM#pgbouncer_exporter_options)     | [PG_EXPORTER](PARAM#pg_exporter)   |     arg     |   C   | overwrite extra options for pgbouncer_exporter                                |

</details>

## Tutorials


	Fork an existing PostgreSQL cluster.


	Create a standby cluster of an existing PostgreSQL cluster.


	Create a delayed cluster of another pgsql cluster?


	Monitoring an existing postgres instance?


	Migration from an external PostgreSQL with logical replication?


	Use MinIO as a central pgBackRest repo.


	Use dedicate etcd cluster for DCS?


	Use dedicated haproxy for exposing PostgreSQL service.


	Deploy a multi-node MinIO cluster?


	Use CMDB instead of Config as inventory.


	Use PostgreSQL as grafana backend storage ?


	Use PostgreSQL as prometheus backend storage ?






            

          

      

      

    

  

    
      
          
            
  # Playbook

> Pigsty use ansible playbook to install modules on nodes.

Playbooks are used in Pigsty to install [modules](ARCH#modules) on nodes.To run playbooks, just treat them as executables.

e.g. run with ./install.yml.

## Playbooks

Here are default playbooks included in Pigsty.


Playbook                                                                                 | Function                                                    |



|------------------------------------------------------------------------------------------|————————————————————-|
| [install.yml](https://github.com/vonng/pigsty/blob/master/install.yml)                 | Install Pigsty on current node in one-pass                  |
| [infra.yml](https://github.com/vonng/pigsty/blob/master/infra.yml)                     | Init pigsty infrastructure on infra nodes                   |
| [infra-rm.yml](https://github.com/vonng/pigsty/blob/master/infra-rm.yml)               | Remove infrastructure components from infra nodes           |
| [node.yml](https://github.com/vonng/pigsty/blob/master/node.yml)                       | Init node for pigsty, tune node into desired status         |
| [node-rm.yml](https://github.com/vonng/pigsty/blob/master/node-rm.yml)                 | Remove node from pigsty                                     |
| [pgsql.yml](https://github.com/vonng/pigsty/blob/master/pgsql.yml)                     | Init HA PostgreSQL clusters, or adding new replicas         |
| [pgsql-rm.yml](https://github.com/vonng/pigsty/blob/master/pgsql-rm.yml)               | Remove PostgreSQL cluster, or remove replicas               |
| [pgsql-user.yml](https://github.com/vonng/pigsty/blob/master/pgsql-user.yml)           | Add new business user to existing PostgreSQL cluster        |
| [pgsql-db.yml](https://github.com/vonng/pigsty/blob/master/pgsql-db.yml)               | Add new business database to existing PostgreSQL cluster    |
| [pgsql-monitor.yml](https://github.com/vonng/pigsty/blob/master/pgsql-monitor.yml)     | Monitor remote postgres instance with local exporters       |
| [pgsql-migration.yml](https://github.com/vonng/pigsty/blob/master/pgsql-migration.yml) | Generate Migration manual & scripts for existing PostgreSQL |
| [redis.yml](https://github.com/vonng/pigsty/blob/master/redis.yml)                     | Init redis cluster/node/instance                            |
| [redis-rm.yml](https://github.com/vonng/pigsty/blob/master/redis-rm.yml)               | Remove redis cluster/node/instance                          |
| [etcd.yml](https://github.com/vonng/pigsty/blob/master/etcd.yml)                       | Init etcd cluster (required for patroni HA DCS)             |
| [minio.yml](https://github.com/vonng/pigsty/blob/master/minio.yml)                     | Init minio cluster (optional for pgbackrest repo)           |
| [cert.yml](https://github.com/vonng/pigsty/blob/master/cert.yml)                       | Issue cert with pigsty self-signed CA (e.g. for pg clients) |
| [docker.yml](https://github.com/vonng/pigsty/blob/master/docker.yml)                   | Install docker on nodes                                     |

One-Pass Install

The special playbook install.yml is actually a composed playbook that install everything on current environment.

```bash


playbook  / command / group         infra           nodes    etcd     minio     pgsql




[infra.yml] ./infra.yml [-l infra]   [+infra][+node]
[node.yml]  ./node.yml                               [+node]  [+node]  [+node]   [+node]
[etcd.yml]  ./etcd.yml  [-l etcd ]                            [+etcd]
[minio.yml] ./minio.yml [-l minio]                                     [+minio]
[pgsql.yml] ./pgsql.yml                                                          [+pgsql]
```

Note that there’s a circular dependency between [NODE](NODE) and [INFRA](INFRA):
to register a NODE to INFRA, the INFRA should already exist, while the INFRA module relies on NODE to work.

The solution is that INFRA playbook will also install [NODE](NODE) module in addition to [INFRA](INFRA) on infra nodes.
Make sure that infra nodes are init first.

## Ansible

Playbooks require ansible-playbook executable to run, playbooks which is included in ansible package.

Pigsty will install ansible on admin node during [bootstrap](INSTALL#bootstrap).

You can install it by yourself with yum install ansible or brew install ansible, it is included in default OS repo.

Knowledge about ansible is good but not required. Only three parameters needs your attention:


	-l|–limit <pattern> : Limit execution target on specific group/host/pattern (Where)


	-t|–tags <tags>: Only run tasks with specific tags (What)


	-e|–extra-vars <vars>: Extra command line arguments (How)




## Limit Host

The target of playbook can be limited with -l|-limit <selector>.

Missing this value could be dangerous since most playbooks will execute on all host, DO USE WITH CAUTION.

Here are some examples of host limit:

`bash
./pgsql.yml                 # run on all hosts (very dangerous!)
./pgsql.yml -l pg-test      # run on pg-test cluster
./pgsql.yml -l 10.10.10.10  # run on single host 10.10.10.10
./pgsql.yml -l pg-*         # run on host/group matching glob pattern `pg-*`
./pgsql.yml -l '10.10.10.11,&pg-test'     # run on 10.10.10.10 of group pg-test
/pgsql-rm.yml -l 'pg-test,!10.10.10.11'   # run on pg-test, except 10.10.10.11
./pgsql.yml -l pg-test      # Execute the pgsql playbook against the hosts in the pg-test cluster
`

## Limit Tags

You can execute a subset of playbook with -t|–tags <tags>.

You can specify multiple tags in comma separated list, e.g. -t tag1,tag2.

If specified, tasks with given tags will be executed instead of entire playbook.

Here are some examples of task limit:

```bash
./pgsql.yml -t pg_clean    # cleanup existing postgres if necessary
./pgsql.yml -t pg_dbsu     # setup os user sudo for postgres dbsu
./pgsql.yml -t pg_install  # install postgres packages & extensions
./pgsql.yml -t pg_dir      # create postgres directories and setup fhs
./pgsql.yml -t pg_util     # copy utils scripts, setup alias and env
./pgsql.yml -t patroni     # bootstrap postgres with patroni
./pgsql.yml -t pg_user     # provision postgres business users
./pgsql.yml -t pg_db       # provision postgres business databases
./pgsql.yml -t pg_backup   # init pgbackrest repo & basebackup
./pgsql.yml -t pgbouncer   # deploy a pgbouncer sidecar with postgres
./pgsql.yml -t pg_vip      # bind vip to pgsql primary with vip-manager
./pgsql.yml -t pg_dns      # register dns name to infra dnsmasq
./pgsql.yml -t pg_service  # expose pgsql service with haproxy
./pgsql.yml -t pg_exporter # expose pgsql service with haproxy
./pgsql.yml -t pg_register # register postgres to pigsty infrastructure

# run multiple tasks: reload postgres & pgbouncer hba rules
./pgsql.yml -t pg_hba,pgbouncer_hba,pgbouncer_reload

# run multiple tasks: refresh haproxy config & reload it
./node.yml -t haproxy_config,haproxy_reload
```

## Extra Vars

Extra command-line args can be passing via -e|-extra-vars KEY=VALUE.

It has the highest precedence over all other definition.

Here are some examples of extra vars

`bash
./node.yml -e ansible_user=admin -k -K   # run playbook as another user (with admin sudo password)
./pgsql.yml -e pg_clean=true             # force purging existing postgres when init a pgsql instance
./pgsql-rm.yml -e pg_uninstall=true      # explicitly uninstall rpm after postgres instance is removed
./redis.yml -l 10.10.10.11 -e redis_port=6501 -t redis  # init a specific redis instance: 10.10.10.11:6501
./redis-rm.yml -l 10.10.10.13 -e redis_port=6501        # remove a specific redis instance: 10.10.10.11:6501
`

Most playbooks are idempotent, meaning that some deployment playbooks may erase existing databases and create new ones without the protection option turned on.

Please read the documentation carefully, proofread the commands several times, and operate with caution. The author is not responsible for any loss of databases due to misuse.



            

          

      

      

    

  

    
      
          
            
  # Provisioning

> A crude intro to provision VMs for pigsty with vagrant & terraform

Pigsty runs on nodes, which are Bare Metals or Virtual Machines. You can prepare them manually, or using terraform & vagrant for provionsing.



## Sandbox

Pigsty has a sandbox, which is a 4-node deployment with fixed IP addresses and other identifiers. Check [demo.yml](https://github.com/Vonng/pigsty/blob/master/files/pigsty/demo.yml) for details.

The sandbox consists of 4 nodes with fixed IP addresses: 10.10.10.10, 10.10.10.11, 10.10.10.12, 10.10.10.13.

and a 3-instance PostgreSQL HA cluster: pg-test

There’s a primary singleton PostgreSQL cluster: pg-meta on the meta node, which can be used alone if you don’t care about PostgreSQL high availability.


	meta    10.10.10.10  pg-meta pg-meta-1




There are 3 additional nodes in the sandbox, with a 3-instance PostgreSQL HA cluster pg-test.


	node-1  10.10.10.11  pg-test.pg-test-1


	node-2  10.10.10.12  pg-test.pg-test-2


	node-3  10.10.10.13  pg-test.pg-test-3




Two optional L2 VIP are bind on primary instances of  pg-meta  and pg-test:


	10.10.10.2  pg-meta


	10.10.10.2  pg-test




There’s also a 1-instance etcd cluster, and 1-instance minio cluster on the meta node, too.


![pigsty-sandbox](https://user-images.githubusercontent.com/8587410/218279650-5d5e8b09-8907-42bf-a48c-4c28bcc73ddd.jpg)




You can run sandbox on local VMs or cloud VMs. Pigsty offers a local sandbox based on Vagrant (pulling up local VMs using Virtualbox), and a cloud sandbox based on Terraform (creating VMs using the cloud vendor API).


	Local sandbox can be run on your Mac/PC for free.  Your Mac/PC should have at least 4C/8G to run the full 4-node sandbox.


	Cloud sandbox can be easily created and shared. You will have to create a cloud account for that. VMs are created on-demand and can be destroyed with one command, which is also very cheap for a quick glance.






## Vagrant

Local sandbox require [Vagrant](https://www.vagrantup.com/) and [Virtualbox](https://www.virtualbox.org/) to work.

Make sure [Vagrant](https://www.vagrantup.com/) and [Virtualbox](https://www.virtualbox.org/) are installed and available on your OS.

### MacOS Quick Start

If you are using macOS, You can use homebrew to install both of them with one command (reboot required).

`bash
/bin/bash -c "$(curl -fsSL https://raw.githubusercontent.com/Homebrew/install/HEAD/install.sh)" # Install homebrew
brew install vagrant VirtualBox # Installing Vagrant and Virtualbox on a MacOS host
`

There are some shortcuts to help you get started quickly: install deps, write static DNS and pull up the 1-node/4-node sandbox.

`bash
make deps           # Install homebrew, and install vagrant and Virtualbox via homebrew (requires reboot)
make dns            # Write static DNS records to local /etc/hosts (requires sudo password)
make meta install   # pull up a single meta node and install pigsty on it  1-NODE Sandbox
make full install   # pull up 4 nodes and install pigsty on them           4-NODE Sandbox
`

### Vagrant Templates

Pigsty have some Vagrant [templates](https://github.com/Vonng/pigsty/tree/master/vagrant) for different scenarios.


Templates         | Shortcut |      Spec       |               Comment               |



|:-------------------------:|:——–:|:---------------:|:———————————–:|
|  [meta.rb](spec/meta.rb)  |   v1   |    4C8G x 1     |          Single Meta Node           |
|  [full.rb](spec/full.rb)  |   v4   | 2C4G + 1C2G x 3 |          Full 4 Node Demo           |
| [build.rb](spec/build.rb) |   vb   |    2C4G x 3     | 3-Node EL7,8,9 Building Environment |
|   [el7.rb](spec/el7.rb)   |   v7   | 2C4G + 1C2G x 3 |       EL7 4-nodes Testing Env       |
|   [el8.rb](spec/el8.rb)   |   v8   | 2C4G + 1C2G x 3 |       EL8 4-nodes Testing Env       |
|   [el9.rb](spec/el9.rb)   |   v9   | 2C4G + 1C2G x 3 |       EL9 4-nodes Testing Env       |

You can customize the [vagrant/Vagrantfile](https://github.com/Vonng/pigsty/blob/master/vagrant/Vagrantfile) to fit your need:

```ruby
Specs = [


{“name” => “meta”,   “ip” => “10.10.10.10”, “cpu” => “2”,  “mem” => “4096”, “image” => “generic/centos7” },
{“name” => “node-1”, “ip” => “10.10.10.11”, “cpu” => “1”,  “mem” => “2048”, “image” => “generic/centos7” },
{“name” => “node-2”, “ip” => “10.10.10.12”, “cpu” => “1”,  “mem” => “2048”, “image” => “generic/centos7” },
{“name” => “node-3”, “ip” => “10.10.10.13”, “cpu” => “1”,  “mem” => “2048”, “image” => “generic/centos7” },





]

And here are some makefile shortcuts to help you manage the VMs:

```bash
new: del up   # destroy & recreate VMs
clean: del    # destroy VMs
up:           # pull up all VMs


cd vagrant && vagrant up





	dw:           # stop all VMs
	cd vagrant && vagrant halt



	del:          # remove all VMs
	cd vagrant && vagrant destroy -f



	status:       # show VM status
	cd vagrant && vagrant status



	suspend:      # pause VMs
	cd vagrant && vagrant suspend



	resume:       # resume VMs
	cd vagrant && vagrant resume





```



## Terraform

[Terraform](https://www.terraform.io/) is an open-source tool to practice ‘Infra as Code’. Describe the cloud resource you want and create them with one command.

Terraform can be easily installed with homebrew, too: brew install terraform. You will have to create a cloud account to obtain AccessKey and AccessSecret credentials to proceed.

The terraform/ dir have two example templates: one for AWS, and one for Aliyun, you can adjust them to fit your need, or modify them if you are using a different cloud vendor.

Take Aliyun as example:

`bash
cd terraform                         # goto the terraform dir
cp spec/alicloud.tf terraform.tf     # use aliyun template
`

You have to perform terraform init before terraform apply:

`bash
terraform init      # install terraform provider: aliyun (required only for the first time)
terraform apply     # generate execution plans: create VMs, virtual segments/switches/security groups
`

After running apply and answering yes to the prompt, Terraform will create the VMs and configure the network for you.

The admin node ip address will be printed out at the end of the execution, you can log in and start pigsty [installation](INSTALL)




            

          

      

      

    

  

    
      
          
            
  # Pigsty

> “P**ostgreSQL **I**n **G**reat **STY**le.”
>
> —— **A battery-included, local-first, open-source RDS PG alternative.
>
> [Release v2.1.0](https://github.com/Vonng/pigsty/releases/tag/v2.1.0) | [Repo](https://github.com/Vonng/pigsty) | [Demo](http://demo.pigsty.cc) | [Docs](https://vonng.github.io/pigsty/#/) | [Blog](https://pigsty.cc/en/) | [Telegram](https://t.me/joinchat/gV9zfZraNPM3YjFh) | [Discord](https://discord.gg/QDMZqV4a)
>
> [Get Started](INSTALL.md) with curl -fsSL http://download.pigsty.cc/get | bash

## Features

Free RDS for PostgreSQL! check [Feature](FEATURE.md) | [亮点特性](FEATURE_ZH.md) for details.


	Battery-Included [PostgreSQL](https://www.postgresql.org/) Distribution, with [PostGIS](https://postgis.net/), [TimescaleDB](https://www.timescale.com/), [Citus](https://www.citusdata.com/), [PGVector](https://github.com/pgvector/pgvector), etc…


	Incredible observability powered by [Prometheus](https://prometheus.io/) & [Grafana](https://grafana.com/) stack. Public [Demo](http://demo.pigsty.cc).


	Self-healing HA PGSQL cluster, powered by [patroni](https://patroni.readthedocs.io/en/latest/), [haproxy](http://www.haproxy.org/), [etcd](https://etcd.io/)…


	Auto-Configured PITR, powered by [pgbackrest](https://pgbackrest.org/) and optional [MinIO](https://min.io/) cluster


	Declarative API, Database-as-Code implemented with [Ansible](https://www.ansible.com/) playbooks.


	Versatile Scenarios, run [Docker](https://www.docker.com/) apps, build demos, visualize data with [ECharts](https://echarts.apache.org/).


	Handy Toolbox, provision IaaS with [Terraform](https://www.terraform.io/), and try with local [Vagrant](https://www.vagrantup.com/) sandbox.




[![pigsty-distro](https://user-images.githubusercontent.com/8587410/226076217-77e76e0c-94ac-4faa-9014-877b4a180e09.jpg)](FEATURE.md)

## Get Started

Setup everything in one command! Check [Get Started](INSTALL.md) | [快速上手](INSTALL_ZH.md) for details.

`bash
# fresh node, Linux x86_64 EL 7/8/9 compatible OS, with nopass sudo/ssh
bash -c "$(curl -fsSL http://download.pigsty.cc/get)" && cd ~/pigsty
./bootstrap  && ./configure && ./install.yml # install latest pigsty
`

Then you will have a pigsty singleton node ready, with Web Services on port 80 and Postgres on port 5432.

<details><summary>Download with Get</summary>

`bash
$ curl http://download.pigsty.cc/get | bash
...
[Checking] ===========================================
[ OK ] SOURCE from CDN due to GFW
FROM CDN    : bash -c "$(curl -fsSL http://download.pigsty.cc/get)"
FROM GITHUB : bash -c "$(curl -fsSL https://raw.githubusercontent.com/Vonng/pigsty/master/bin/get)"
[Downloading] ===========================================
[ OK ] download pigsty source code from CDN
[ OK ] $ curl -SL http://download.pigsty.cc/v2.1.0/pigsty-v2.1.0.tgz
...
MD5: abcdef1234567890abcdef1234567890  /tmp/pigsty-v2.1.0.tgz
[Extracting] ===========================================
[ OK ] extract '/tmp/pigsty-v2.1.0.tgz' to '/root/pigsty'
[ OK ] $ tar -xf /tmp/pigsty-v2.1.0.tgz -C ~;
cd ~/pigsty      # entering pigsty home directory before proceeding
[Proceeding] ===========================================
./bootstrap      # install ansible & download the optional offline packages
./configure      # preflight-check and generate config according to your env
./install.yml    # install pigsty on this node and init it as the admin node
[Reference] ===========================================
Get Started:     https://vonng.github.io/pigsty/#/INSTALL
Documentation:   https://vonng.github.io/pigsty
Github Repo:     https://github.com/Vonng/pigsty
Public Demo:     http://demo.pigsty.cc
Official Site:   https://pigsty.cc
`

</details>

<details><summary>Download with Git</summary>

You can also download pigsty source with git, don’t forget to checkout a specific version.

`bash
git clone https://github.com/Vonng/pigsty;
cd pigsty; git checkout v2.1.0
`

</details>

<details><summary>Download Directly</summary>

You can also download pigsty source & offline pkgs directly from GitHub release page.

```bash
# get from GitHub
bash -c “$(curl -fsSL https://raw.githubusercontent.com/Vonng/pigsty/master/bin/get)”

# or download tarball directly with curl
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-v2.1.0.tgz -o ~/pigsty.tgz                 # SRC
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el9.x86_64.tgz -o /tmp/pkg.tgz  # EL9
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el8.x86_64.tgz -o /tmp/pkg.tgz  # EL8
curl -L https://github.com/Vonng/pigsty/releases/download/v2.1.0/pigsty-pkg-v2.1.0.el7.x86_64.tgz -o /tmp/pkg.tgz  # EL7
```

</details>

[![asciicast](https://asciinema.org/a/568771.svg)](https://asciinema.org/a/568771)

## Architecture

Pigsty uses a modular design. There are six default modules available:


	[INFRA](INFRA): Local yum repo, Nginx, DNS, and entire Prometheus & Grafana observability stack.


	[NODE](NODE):   Init node name, repo, pkg, NTP, ssh, admin, tune, expose services, collect logs & metrics.


	[ETCD](ETCD):   Init etcd cluster for HA Postgres DCS or Kubernetes, used as distributed config store.


	[PGSQL](PGSQL): Autonomous self-healing PostgreSQL cluster powered by Patroni, Pgbouncer, PgBackrest & HAProxy


	[REDIS](REDIS): Deploy Redis servers in standalone master-replica, sentinel, and native cluster mode, optional.


	[MINIO](MINIO): S3-compatible object storage service used as an optional central backup server for PGSQL.




You can compose them freely in a declarative manner. If you want host monitoring, INFRA & NODE will suffice.
ETCD and PGSQL are used for HA PG clusters, install them on multiple nodes will automatically form a HA cluster.
You can also reuse pigsty infra and develop your own modules, KAFKA, MYSQL, GPSQL, and more will come.

The default [install.yml](https://github.com/Vonng/pigsty/blob/master/install.yml) playbook in [Get Started](#get-started) will install INFRA, NODE, ETCD & PGSQL on the current node.
which gives you a battery-included PostgreSQL singleton instance (admin_ip:5432) with everything ready.
This node can be used as an admin center & infra provider to manage, deploy & monitor more nodes & clusters.

Check [Architecture](ARCH) for details.

## More Clusters

To deploy a 3-node HA Postgres Cluster with streaming replication, [define](https://github.com/Vonng/pigsty/blob/master/pigsty.yml#L54) a new cluster on all.children.pg-test of [pigsty.yml](https://github.com/Vonng/pigsty/blob/master/pigsty.yml):

```yaml
pg-test:



	hosts:
	10.10.10.11: { pg_seq: 1, pg_role: primary }
10.10.10.12: { pg_seq: 2, pg_role: replica }
10.10.10.13: { pg_seq: 3, pg_role: offline }





vars:  { pg_cluster: pg-test }




```

Then create it with built-in playbooks:

`bash
bin/pgsql-add pg-test   # init pg-test cluster
`

You can deploy different kinds of instance roles, such as primary, replica, offline, delayed, sync standby, and different kinds of clusters, such as standby clusters, Citus clusters, and even Redis/MinIO/Etcd clusters.

<details><summary>Example: Complex Postgres Customize</summary>

```yaml
pg-meta:


hosts: { 10.10.10.10: { pg_seq: 1, pg_role: primary , pg_offline_query: true } }
vars:


pg_cluster: pg-meta
pg_databases:                       # define business databases on this cluster, array of database definition



	name: meta                      # REQUIRED, name is the only mandatory field of a database definition
baseline: cmdb.sql              # optional, database sql baseline path, (relative path among ansible search path, e.g files/)
pgbouncer: true                 # optional, add this database to pgbouncer database list? true by default
schemas: [pigsty]               # optional, additional schemas to be created, array of schema names
extensions:                     # optional, additional extensions to be installed: array of {name[,schema]}



	{ name: postgis , schema: public }


	{ name: timescaledb }







comment: pigsty meta database   # optional, comment string for this database
owner: postgres                # optional, database owner, postgres by default
template: template1            # optional, which template to use, template1 by default
encoding: UTF8                 # optional, database encoding, UTF8 by default. (MUST same as template database)
locale: C                      # optional, database locale, C by default.  (MUST same as template database)
lc_collate: C                  # optional, database collate, C by default. (MUST same as template database)
lc_ctype: C                    # optional, database ctype, C by default.   (MUST same as template database)
tablespace: pg_default         # optional, default tablespace, ‘pg_default’ by default.
allowconn: true                # optional, allow connection, true by default. false will disable connect at all
revokeconn: false              # optional, revoke public connection privilege. false by default. (leave connect with grant option to owner)
register_datasource: true      # optional, register this database to grafana datasources? true by default
connlimit: -1                  # optional, database connection limit, default -1 disable limit
pool_auth_user: dbuser_meta    # optional, all connection to this pgbouncer database will be authenticated by this user
pool_mode: transaction         # optional, pgbouncer pool mode at database level, default transaction
pool_size: 64                  # optional, pgbouncer pool size at database level, default 64
pool_size_reserve: 32          # optional, pgbouncer pool size reserve at database level, default 32
pool_size_min: 0               # optional, pgbouncer pool size min at database level, default 0
pool_max_db_conn: 100          # optional, max database connections at database level, default 100



	{ name: grafana  ,owner: dbuser_grafana  ,revokeconn: true ,comment: grafana primary database }


	{ name: bytebase ,owner: dbuser_bytebase ,revokeconn: true ,comment: bytebase primary database }


	{ name: kong     ,owner: dbuser_kong     ,revokeconn: true ,comment: kong the api gateway database }


	{ name: gitea    ,owner: dbuser_gitea    ,revokeconn: true ,comment: gitea meta database }


	{ name: wiki     ,owner: dbuser_wiki     ,revokeconn: true ,comment: wiki meta database }








	pg_users:                           # define business users/roles on this cluster, array of user definition
	
	name: dbuser_meta               # REQUIRED, name is the only mandatory field of a user definition
password: DBUser.Meta           # optional, password, can be a scram-sha-256 hash string or plain text
login: true                     # optional, can log in, true by default  (new biz ROLE should be false)
superuser: false                # optional, is superuser? false by default
createdb: false                 # optional, can create database? false by default
createrole: false               # optional, can create role? false by default
inherit: true                   # optional, can this role use inherited privileges? true by default
replication: false              # optional, can this role do replication? false by default
bypassrls: false                # optional, can this role bypass row level security? false by default
pgbouncer: true                 # optional, add this user to pgbouncer user-list? false by default (production user should be true explicitly)
connlimit: -1                   # optional, user connection limit, default -1 disable limit
expire_in: 3650                 # optional, now + n days when this role is expired (OVERWRITE expire_at)
expire_at: ‘2030-12-31’         # optional, YYYY-MM-DD ‘timestamp’ when this role is expired  (OVERWRITTEN by expire_in)
comment: pigsty admin user      # optional, comment string for this user/role
roles: [dbrole_admin]           # optional, belonged roles. default roles are: dbrole_{admin,readonly,readwrite,offline}
parameters: {}                  # optional, role level parameters with ALTER ROLE SET
pool_mode: transaction          # optional, pgbouncer pool mode at user level, transaction by default
pool_connlimit: -1              # optional, max database connections at user level, default -1 disable limit


	{name: dbuser_view     ,password: DBUser.Viewer   ,pgbouncer: true ,roles: [dbrole_readonly], comment: read-only viewer for meta database}


	{name: dbuser_grafana  ,password: DBUser.Grafana  ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for grafana database   }


	{name: dbuser_bytebase ,password: DBUser.Bytebase ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for bytebase database  }


	{name: dbuser_kong     ,password: DBUser.Kong     ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for kong api gateway   }


	{name: dbuser_gitea    ,password: DBUser.Gitea    ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for gitea service      }


	{name: dbuser_wiki     ,password: DBUser.Wiki     ,pgbouncer: true ,roles: [dbrole_admin]    ,comment: admin user for wiki.js service    }






	pg_services:                        # extra services in addition to pg_default_services, array of service definition
	# standby service will route {ip|name}:5435 to sync replica’s pgbouncer (5435->6432 standby)
- name: standby                   # required, service name, the actual svc name will be prefixed with pg_cluster, e.g: pg-meta-standby


port: 5435                      # required, service exposed port (work as kubernetes service node port mode)
ip: “*”                         # optional, service bind ip address, * for all ip by default
selector: “[]”                  # required, service member selector, use JMESPath to filter inventory
dest: default                   # optional, destination port, default|postgres|pgbouncer|<port_number>, ‘default’ by default
check: /sync                    # optional, health check url path, / by default
backup: “[? pg_role == primary]”  # backup server selector
maxconn: 3000                   # optional, max allowed front-end connection
balance: roundrobin             # optional, haproxy load balance algorithm (roundrobin by default, other: leastconn)
options: ‘inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100’






	pg_hba_rules:
	
	{user: dbuser_view , db: all ,addr: infra ,auth: pwd ,title: ‘allow grafana dashboard access cmdb from infra nodes’}








pg_vip_enabled: true
pg_vip_address: 10.10.10.2/24
pg_vip_interface: eth1
node_crontab:  # make a full backup 1 am everyday



	‘00 01 * * * postgres /pg/bin/pg-backup full’













```

</details>

<details><summary>Example: Security Enhanced PG Cluster with Delayed Replica</summary>

``yaml
pg-meta:      # 3 instance postgres cluster `pg-meta



	hosts:
	10.10.10.10: { pg_seq: 1, pg_role: primary }
10.10.10.11: { pg_seq: 2, pg_role: replica }
10.10.10.12: { pg_seq: 3, pg_role: replica , pg_offline_query: true }



	vars:
	pg_cluster: pg-meta
pg_conf: crit.yml
pg_users:



	{ name: dbuser_meta , password: DBUser.Meta   , pgbouncer: true , roles: [ dbrole_admin ] , comment: pigsty admin user }


	{ name: dbuser_view , password: DBUser.Viewer , pgbouncer: true , roles: [ dbrole_readonly ] , comment: read-only viewer for meta database }








	pg_databases:
	
	{name: meta ,baseline: cmdb.sql ,comment: pigsty meta database ,schemas: [pigsty] ,extensions: [{name: postgis, schema: public}, {name: timescaledb}]}








pg_default_service_dest: postgres
pg_services:



	{ name: standby ,src_ip: “*” ,port: 5435 , dest: default ,selector: “[]” , backup: “[? pg_role == primary]” }







pg_vip_enabled: true
pg_vip_address: 10.10.10.2/24
pg_vip_interface: eth1
pg_listen: ‘${ip},${vip},${lo}’
patroni_ssl_enabled: true
pgbouncer_sslmode: require
pgbackrest_method: minio
pg_libs: ‘timescaledb, $libdir/passwordcheck, pg_stat_statements, auto_explain’ # add passwordcheck extension to enforce strong password
pg_default_roles:                 # default roles and users in postgres cluster



	{ name: dbrole_readonly  ,login: false ,comment: role for global read-only access     }


	{ name: dbrole_offline   ,login: false ,comment: role for restricted read-only access }


	{ name: dbrole_readwrite ,login: false ,roles: [dbrole_readonly]               ,comment: role for global read-write access }


	{ name: dbrole_admin     ,login: false ,roles: [pg_monitor, dbrole_readwrite]  ,comment: role for object creation }


	{ name: postgres     ,superuser: true  ,expire_in: 7300                        ,comment: system superuser }


	{ name: replicator ,replication: true  ,expire_in: 7300 ,roles: [pg_monitor, dbrole_readonly]   ,comment: system replicator }


	{ name: dbuser_dba   ,superuser: true  ,expire_in: 7300 ,roles: [dbrole_admin]  ,pgbouncer: true ,pool_mode: session, pool_connlimit: 16 , comment: pgsql admin user }


	{ name: dbuser_monitor ,roles: [pg_monitor] ,expire_in: 7300 ,pgbouncer: true ,parameters: {log_min_duration_statement: 1000 } ,pool_mode: session ,pool_connlimit: 8 ,comment: pgsql monitor user }








	pg_default_hba_rules:             # postgres host-based auth rules by default
	
	{user: ‘${dbsu}’    ,db: all         ,addr: local     ,auth: ident ,title: ‘dbsu access via local os user ident’  }


	{user: ‘${dbsu}’    ,db: replication ,addr: local     ,auth: ident ,title: ‘dbsu replication from local os ident’ }


	{user: ‘${repl}’    ,db: replication ,addr: localhost ,auth: ssl   ,title: ‘replicator replication from localhost’}


	{user: ‘${repl}’    ,db: replication ,addr: intra     ,auth: ssl   ,title: ‘replicator replication from intranet’ }


	{user: ‘${repl}’    ,db: postgres    ,addr: intra     ,auth: ssl   ,title: ‘replicator postgres db from intranet’ }


	{user: ‘${monitor}’ ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘monitor from localhost with password’ }


	{user: ‘${monitor}’ ,db: all         ,addr: infra     ,auth: ssl   ,title: ‘monitor from infra host with password’}


	{user: ‘${admin}’   ,db: all         ,addr: infra     ,auth: ssl   ,title: ‘admin @ infra nodes with pwd & ssl’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: cert  ,title: ‘admin @ everywhere with ssl & cert’   }


	{user: ‘+dbrole_readonly’,db: all    ,addr: localhost ,auth: ssl   ,title: ‘pgbouncer read/write via local socket’}


	{user: ‘+dbrole_readonly’,db: all    ,addr: intra     ,auth: ssl   ,title: ‘read/write biz user via password’     }


	{user: ‘+dbrole_offline’ ,db: all    ,addr: intra     ,auth: ssl   ,title: ‘allow etl offline tasks from intranet’}






	pgb_default_hba_rules:            # pgbouncer host-based authentication rules
	
	{user: ‘${dbsu}’    ,db: pgbouncer   ,addr: local     ,auth: peer  ,title: ‘dbsu local admin access with os ident’}


	{user: ‘all’        ,db: all         ,addr: localhost ,auth: pwd   ,title: ‘allow all user local access with pwd’ }


	{user: ‘${monitor}’ ,db: pgbouncer   ,addr: intra     ,auth: ssl   ,title: ‘monitor access via intranet with pwd’ }


	{user: ‘${monitor}’ ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other monitor access addr’ }


	{user: ‘${admin}’   ,db: all         ,addr: intra     ,auth: ssl   ,title: ‘admin access via intranet with pwd’   }


	{user: ‘${admin}’   ,db: all         ,addr: world     ,auth: deny  ,title: ‘reject all other admin access addr’   }


	{user: ‘all’        ,db: all         ,addr: intra     ,auth: ssl   ,title: ‘allow all user intra access with pwd’ }















# OPTIONAL delayed cluster for pg-meta
pg-meta-delay:                    # delayed instance for pg-meta (1 hour ago)


hosts: { 10.10.10.13: { pg_seq: 1, pg_role: primary, pg_upstream: 10.10.10.10, pg_delay: 1h } }
vars: { pg_cluster: pg-meta-delay }




```

</details>

<details><summary>Example: Citus Distributed Cluster: 5 Nodes</summary>

```yaml
all:



	children:
	
	pg-citus0: # citus coordinator, pg_group = 0
	hosts: { 10.10.10.10: { pg_seq: 1, pg_role: primary } }
vars: { pg_cluster: pg-citus0 , pg_group: 0 }



	pg-citus1: # citus data node 1
	hosts: { 10.10.10.11: { pg_seq: 1, pg_role: primary } }
vars: { pg_cluster: pg-citus1 , pg_group: 1 }



	pg-citus2: # citus data node 2
	hosts: { 10.10.10.12: { pg_seq: 1, pg_role: primary } }
vars: { pg_cluster: pg-citus2 , pg_group: 2 }



	pg-citus3: # citus data node 3, with an extra replica
	
	hosts:
	10.10.10.13: { pg_seq: 1, pg_role: primary }
10.10.10.14: { pg_seq: 2, pg_role: replica }





vars: { pg_cluster: pg-citus3 , pg_group: 3 }







	vars:                               # global parameters for all citus clusters
	pg_mode: citus                    # pgsql cluster mode: citus
pg_shard: pg-citus                # citus shard name: pg-citus
patroni_citus_db: meta            # citus distributed database name
pg_dbsu_password: DBUser.Postgres # all dbsu password access for citus cluster
pg_users: [ { name: dbuser_meta ,password: DBUser.Meta ,pgbouncer: true ,roles: [ dbrole_admin ] } ]
pg_databases: [ { name: meta ,extensions: [ { name: citus }, { name: postgis }, { name: timescaledb } ] } ]
pg_hba_rules:



	{ user: ‘all’ ,db: all  ,addr: 127.0.0.1/32 ,auth: ssl ,title: ‘all user ssl access from localhost’ }


	{ user: ‘all’ ,db: all  ,addr: intra        ,auth: ssl ,title: ‘all user ssl access from intranet’  }














```

</details>

<details><summary>Example: Redis Cluster/Sentinel/Standalone</summary>

```yaml
redis-ms: # redis classic primary & replica


hosts: { 10.10.10.10: { redis_node: 1 , redis_instances: { 6501: { }, 6502: { replica_of: ‘10.10.10.10 6501’ } } } }
vars: { redis_cluster: redis-ms ,redis_password: ‘redis.ms’ ,redis_max_memory: 64MB }





	redis-meta: # redis sentinel x 3
	hosts: { 10.10.10.11: { redis_node: 1 , redis_instances: { 6001: { } ,6002: { } , 6003: { } } } }
vars: { redis_cluster: redis-meta ,redis_password: ‘redis.meta’ ,redis_mode: sentinel ,redis_max_memory: 16MB }



	redis-test: # redis native cluster: 3m x 3s
	
	hosts:
	10.10.10.12: { redis_node: 1 ,redis_instances: { 6501: { } ,6502: { } ,6503: { } } }
10.10.10.13: { redis_node: 2 ,redis_instances: { 6501: { } ,6502: { } ,6503: { } } }





vars: { redis_cluster: redis-test ,redis_password: ‘redis.test’ ,redis_mode: cluster, redis_max_memory: 32MB }





```

</details>

<details><summary>Example: ETCD 3 Node Cluster</summary>

```yaml
etcd: # dcs service for postgres/patroni ha consensus



	hosts:  # 1 node for testing, 3 or 5 for production
	10.10.10.10: { etcd_seq: 1 }  # etcd_seq required
10.10.10.11: { etcd_seq: 2 }  # assign from 1 ~ n
10.10.10.12: { etcd_seq: 3 }  # odd number please



	vars: # cluster level parameter override roles/etcd
	etcd_cluster: etcd  # mark etcd cluster name etcd
etcd_safeguard: false # safeguard against purging
etcd_clean: true # purge etcd during init process








```

</details>

<details><summary>Example: Minio 3 Node Deployment</summary>

```yaml
minio:



	hosts:
	10.10.10.10: { minio_seq: 1 }
10.10.10.11: { minio_seq: 2 }
10.10.10.12: { minio_seq: 3 }



	vars:
	minio_cluster: minio
minio_data: ‘/data{1…2}’        # use two disk per node
minio_node: ‘${minio_cluster}-${minio_seq}.pigsty’ # minio node name pattern
haproxy_services:



	name: minio                     # [REQUIRED] service name, unique
port: 9002                      # [REQUIRED] service port, unique
options:



	option httpchk


	option http-keep-alive


	http-check send meth OPTIONS uri /minio/health/live


	http-check expect status 200








	servers:
	
	{ name: minio-1 ,ip: 10.10.10.10 , port: 9000 , options: ‘check-ssl ca-file /etc/pki/ca.crt check port 9000’ }


	{ name: minio-2 ,ip: 10.10.10.11 , port: 9000 , options: ‘check-ssl ca-file /etc/pki/ca.crt check port 9000’ }


	{ name: minio-3 ,ip: 10.10.10.12 , port: 9000 , options: ‘check-ssl ca-file /etc/pki/ca.crt check port 9000’ }






















```

</details>

<details><summary>Example: Install Pigsty 4-Node Sandbox</summary>

[![asciicast](https://asciinema.org/a/566220.svg)](https://asciinema.org/a/566220)

</details>

Check [Configuration](CONFIG) for details.

## About

> Pigsty (/ˈpɪɡˌstaɪ/) is the abbreviation of “**P**ostgreSQL **I**n **G**reat **STY**le.”

Docs: https://vonng.github.io/pigsty/

Wiki: https://github.com/Vonng/pigsty/wiki

Website: https://pigsty.cc/en/ | https://pigsty.cc/zh/

WeChat: Search pigsty-cc to join the WeChat group.

Telegram: https://t.me/joinchat/gV9zfZraNPM3YjFh

Discord: https://discord.gg/QDMZqV4a

Author: [Vonng](https://vonng.com/en) ([rh@vonng.com](mailto:rh@vonng.com))

License: [AGPL-3.0](LICENSE)

Copyright 2018-2023 rh@vonng.com



            

          

      

      

    

  

    
      
          
            
  # REDIS

> Redis is an open source, in-memory data store that is widely used and works well with PostgreSQL



## Configuration

Redis Identity

Redis [identity parameters](PARAM#redis_id) are required parameters when defining a Redis cluster.


Name                    |          Attribute          |     Description      |          Example          |



|:------------------------------------------:|:—————————:|:--------------------:|:————————-:|
|   [redis_cluster](PARAM#redis_cluster)   | REQUIRED, cluster level |     cluster name     |       redis-test        |
|      [redis_node](PARAM#redis_node)      |   REQUIRED，node level   | Node Sequence Number |          1,`2`          |
| [redis_instances](PARAM#redis_instances) |   REQUIRED，node level   | Instance Definition  | { 6001 : {} ,6002 : {}} |


	[redis_cluster](PARAM#redis_cluster): Redis cluster name, top-level namespace for cluster sources.


	[redis_node](PARAM#redis_node): Redis node identity, integer the number of the node in the cluster.


	[redis_instances](PARAM#redis_instances): A Dict with the Key as redis port and the value as a instance level parameters.




Redis Mode

There are three [redis_mode](PARAM#redis_mode) available in Pigsty:


	standalone: setup redis as standalone (master-slave) mode


	cluster: setup this redis cluster as a redis native cluster


	sentinel: setup redis as sentinel for standalone redis HA




Redis Definition

Here are three examples:

```yaml
redis-ms: # redis classic primary & replica


hosts: { 10.10.10.10: { redis_node: 1 , redis_instances: { 6501: { }, 6502: { replica_of: ‘10.10.10.10 6501’ } } } }
vars: { redis_cluster: redis-ms ,redis_max_memory: 64MB }





	redis-meta: # redis sentinel x 3
	hosts: { 10.10.10.11: { redis_node: 1 , redis_instances: { 6001: { } ,6002: { } , 6003: { } } } }
vars: { redis_cluster: redis-meta, redis_mode: sentinel ,redis_max_memory: 16MB }



	redis-test: # redis native cluster: 3m x 3s
	
	hosts:
	10.10.10.12: { redis_node: 1 ,redis_instances: { 6501: { } ,6502: { } ,6503: { } } }
10.10.10.13: { redis_node: 2 ,redis_instances: { 6501: { } ,6502: { } ,6503: { } } }





vars: { redis_cluster: redis-test ,redis_mode: cluster, redis_max_memory: 32MB }





```

Limitation


	A redis node can only belong to one redis cluster


	You can not set different password for redis instances on same redis node (since redis_exporter only allows one password)






## Playbook

There are two playbooks for redis:


	[redis.yml](https://github.com/Vonng/pigsty/blob/master/redis.yml): create redis cluster / node / instance


	[redis-rm.yml](https://github.com/Vonng/pigsty/blob/master/redis-rm.yml): remove redis cluster /node /instance




You can also create & destroy redis cluster/node/instance with util scripts:

```bash
bin/redis-add redis-ms          # create redis cluster ‘redis-ms’
bin/redis-add 10.10.10.10       # create redis node ‘10.10.10.10’
bin/redis-add 10.10.10.10 6501  # create redis instance ‘10.10.10.10:6501’

bin/redis-rm redis-ms           # remove redis cluster ‘redis-ms’
bin/redis-rm 10.10.10.10        # remove redis node ‘10.10.10.10’
bin/redis-rm 10.10.10.10 6501   # remove redis instance ‘10.10.10.10:6501’
```

[![asciicast](https://asciinema.org/a/568808.svg)](https://asciinema.org/a/568808)



## Administration

Init Cluster/Node/Instance

```bash
# init all redis instances on group <cluster>
./redis.yml -l <cluster>      # create redis cluster

# init redis node (package,dir,exporter)
./redis.yml -l 10.10.10.10    # create redis cluster

# init all redis instances specific node
./redis.yml -l 10.10.10.10    # create redis cluster

# init one specific instance 10.10.10.11:6501
./redis.yml -l 10.10.10.11 -e redis_port=6501 -t redis
```

You can also use wrapper script:

`bash
bin/redis-add redis-ms          # create redis cluster 'redis-ms'
bin/redis-add 10.10.10.10       # create redis node '10.10.10.10'
bin/redis-add 10.10.10.10 6501  # create redis instance '10.10.10.10:6501'
`

Remove Cluster/Node/Instance

``bash
# Remove cluster `redis-test
redis-rm.yml -l redis-test

# Remove cluster redis-test, and uninstall packages
redis-rm.yml -l redis-test -e redis_uninstall=true

# Remove all instance on redis node 10.10.10.13
redis-rm.yml -l 10.10.10.13

# Remove one specific instance 10.10.10.13:6501
redis-rm.yml -l 10.10.10.13 -e redis_port=6501
```

You can also use wrapper script:

`bash
bin/redis-rm redis-ms          # remove redis cluster 'redis-ms'
bin/redis-rm 10.10.10.10       # remove redis node '10.10.10.10'
bin/redis-rm 10.10.10.10 6501  # remove redis instance '10.10.10.10:6501'
`



## Dashboards

There are three dashboards for [REDIS](REDIS) module.


	[Redis Overview](http://demo.pigsty.cc/d/redis-overview): Overview of all Redis Instances


	[Redis Cluster](http://demo.pigsty.cc/d/redis-cluster): Overview of a redis cluster


	[Redis Instance](http://demo.pigsty.cc/d/redis-instance): Detail information about a single redis instance






## Parameters

There are 3 sections, 20 parameters about [REDIS](PARAM#REDIS) module.


	[REDIS_ID](PARAM#redis_id) : REDIS Identity Parameters


	[REDIS_NODE](PARAM#redis_node) : REDIS Node & Exporter


	[REDIS_PROVISION](PARAM#redis_provision) : Config & Launch Redis Instances





Parameter                                                |   Type   | Level | Comment                                            |



|----------------------------------------------------------|:——–:|:-----:|—————————————————-|
| [redis_cluster](PARAM#redis_cluster)                   |  string  |   C   | redis cluster name, required identity parameter    |
| [redis_instances](PARAM#redis_instances)               |   dict   |   I   | redis instances definition on this redis node      |
| [redis_node](PARAM#redis_node)                         |   int    |   I   | redis node sequence number, node int id required   |
| [redis_fs_main](PARAM#redis_fs_main)                   |   path   |   C   | redis main data mountpoint, /data by default     |
| [redis_exporter_enabled](PARAM#redis_exporter_enabled) |   bool   |   C   | install redis exporter on redis nodes?             |
| [redis_exporter_port](PARAM#redis_exporter_port)       |   port   |   C   | redis exporter listen port, 9121 by default        |
| [redis_exporter_options](PARAM#redis_exporter_options) |  string  |  C/I  | cli args and extra options for redis exporter      |
| [redis_safeguard](PARAM#redis_safeguard)               |   bool   |   C   | prevent purging running redis instance?            |
| [redis_clean](PARAM#redis_clean)                       |   bool   |   C   | purging existing redis during init?                |
| [redis_rmdata](PARAM#redis_rmdata)                     |   bool   |   A   | remove redis data when purging redis server?       |
| [redis_mode](PARAM#redis_mode)                         |   enum   |   C   | redis mode: standalone,cluster,sentinel            |
| [redis_conf](PARAM#redis_conf)                         |  string  |   C   | redis config template path, except sentinel        |
| [redis_bind_address](PARAM#redis_bind_address)         |    ip    |   C   | redis bind address, empty string will use host ip  |
| [redis_max_memory](PARAM#redis_max_memory)             |   size   |  C/I  | max memory used by each redis instance             |
| [redis_mem_policy](PARAM#redis_mem_policy)             |   enum   |   C   | redis memory eviction policy                       |
| [redis_password](PARAM#redis_password)                 | password |   C   | redis password, empty string will disable password |
| [redis_rdb_save](PARAM#redis_rdb_save)                 | string[] |   C   | redis rdb save directives, disable with empty list |
| [redis_aof_enabled](PARAM#redis_aof_enabled)           |   bool   |   C   | enable redis append only file?                     |
| [redis_rename_commands](PARAM#redis_rename_commands)   |   dict   |   C   | rename redis dangerous commands                    |
| [redis_cluster_replicas](PARAM#redis_cluster_replicas) |   int    |   C   | replica number for one master in redis cluster     |



            

          

      

      

    

  

    
      
          
            
  # RELEASENOTE


Version         |    Time    | Description                                             | Release                                                                                   |



|:----------------|:———-:|---------------------------------------------------------|——————————————————————————————-|
| [v2.0.2](#v202) | 2023-03-31 | Add pgvector support and fix MinIO CVE                  | [v2.0.2](https://github.com/Vonng/pigsty/releases/tag/v2.0.2)                             |
| [v2.0.1](#v201) | 2023-03-21 | v2 Bug Fix, security enhance and bump grafana version   | [v2.0.1](https://github.com/Vonng/pigsty/releases/tag/v2.0.1)                             |
| [v2.0.0](#v200) | 2023-02-28 | Compatibility Security Maintainability Enhancement      | [v2.0.0](https://github.com/Vonng/pigsty/releases/tag/v2.0.0)                             |
| [v1.5.1](#v151) | 2022-06-18 | Grafana Security Hotfix                                 | [v1.5.1](https://github.com/Vonng/pigsty/releases/tag/v1.5.1)                             |
| [v1.5.0](#v150) | 2022-05-31 | Docker Applications                                     | [v1.5.0](https://github.com/Vonng/pigsty/releases/tag/v1.5.0)                             |
| [v1.4.1](#v141) | 2022-04-20 | Bug fix & Full translation of English documents.        | [v1.4.1](https://github.com/Vonng/pigsty/releases/tag/v1.4.1)                             |
| [v1.4.0](#v140) | 2022-03-31 | MatrixDB Support, Separated INFRA, NODES, PGSQL, REDIS  | [v1.4.0](https://github.com/Vonng/pigsty/releases/tag/v1.4.0)                             |
| [v1.3.0](#v130) | 2021-11-30 | PGCAT Overhaul & PGSQL Enhancement & Redis Support Beta | [v1.3.0](https://github.com/Vonng/pigsty/releases/tag/v1.3.0)                             |
| [v1.2.0](#v120) | 2021-11-03 | Upgrade default Postgres to 14, monitoring existing pg  | [v1.2.0](https://github.com/Vonng/pigsty/releases/tag/v1.2.0)                             |
| [v1.1.0](#v110) | 2021-10-12 | HomePage, JupyterLab, PGWEB, Pev2 & Pgbadger            | [v1.1.0](https://github.com/Vonng/pigsty/releases/tag/v1.1.0)                             |
| [v1.0.0](#v100) | 2021-07-26 | v1 GA, Monitoring System Overhaul                       | [v1.0.0](https://github.com/Vonng/pigsty/releases/tag/v1.0.0)                             |
| [v0.9.0](#v090) | 2021-04-04 | Pigsty GUI, CLI, Logging Integration                    | [v0.9.0](https://github.com/Vonng/pigsty/releases/tag/v0.9.0)                             |
| [v0.8.0](#v080) | 2021-03-28 | Service Provision                                       | [v0.8.0](https://github.com/Vonng/pigsty/releases/tag/v0.8.0)                             |
| [v0.7.0](#v070) | 2021-03-01 | Monitor only deployment                                 | [v0.7.0](https://github.com/Vonng/pigsty/releases/tag/v0.7.0)                             |
| [v0.6.0](#v060) | 2021-02-19 | Architecture Enhancement                                | [v0.6.0](https://github.com/Vonng/pigsty/releases/tag/v0.6.0)                             |
| [v0.5.0](#v050) | 2021-01-07 | Database Customize Template                             | [v0.5.0](https://github.com/Vonng/pigsty/releases/tag/v0.5.0)                             |
| [v0.4.0](#v040) | 2020-12-14 | PostgreSQL 13 Support, Official Documentation           | [v0.4.0](https://github.com/Vonng/pigsty/releases/tag/v0.4.0)                             |
| [v0.3.0](#v030) | 2020-10-22 | Provisioning Solution GA                                | [v0.3.0](https://github.com/Vonng/pigsty/releases/tag/v0.3.0)                             |
| v0.2.0          | 2020-07-10 | PGSQL Monitoring v6 GA                                  | [v0.2.0](https://github.com/Vonng/pigsty/commit/385e33a62a19817e8ba19997260e6b77d99fe2ba) |
| v0.1.0          | 2020-06-20 | Validation on Testing Environment                       | [v0.1.0](https://github.com/Vonng/pigsty/commit/1cf2ea5ee91db071de00ec805032928ff582453b) |
| v0.0.5          | 2020-08-19 | Offline Installation Mode                               | [v0.0.5](https://github.com/Vonng/pigsty/commit/0fe9e829b298fe5e56307de3f78c95071de28245) |
| v0.0.4          | 2020-07-27 | Refactor playbooks into ansible roles                   | [v0.0.4](https://github.com/Vonng/pigsty/commit/90b44259818d2c71e37df5250fe8ed1078a883d0) |
| v0.0.3          | 2020-06-22 | Interface enhancement                                   | [v0.0.3](https://github.com/Vonng/pigsty/commit/4c5c68ccd57bc32a9e9c98aa3f264aa19f45c7ee) |
| v0.0.2          | 2020-04-30 | First Commit                                            | [v0.0.2](https://github.com/Vonng/pigsty/commit/dd646775624ddb33aef7884f4f030682bdc371f8) |
| v0.0.1          | 2019-05-15 | POC                                                     | [v0.0.1](https://github.com/Vonng/pg/commit/fa2ade31f8e81093eeba9d966c20120054f0646b)     |



## v2.1.0

Highlight


	PostgreSQL 16 beta support, and 12 ~ 15 support.


	Add PGVector for AI Embedding for 12 - 15


	Add 6 extra panel & datasource plugins for grafana


	Add bin/profile to profile remote process and generate flamegraph


	Add bin/validate to validate pigsty.yml configuration file


	Add bin/repo-add to add upstream repo files to /etc/yum.repos.d


	PostgreSQL 16 observability: pg_stat_io and corresponding dashboards




Software Upgrade


	PostgreSQL 15.3 , 14.8, 13.11, 12.15, 11.20, and 16 beta1


	pgBackRest 2.46


	pgbouncer 1.19


	Redis 7.0.11


	Grafana v9.5.3


	Loki / Promtail / Logcli 2.8.2


	Prometheus 2.44


	TimescaleDB 2.11.0


	minio-20230518000536 / mcli-20230518165900


	Bytebase v2.2.0




Enhancement


	Now use all id*.pub when installing local user’s public key






## v2.0.2

Highlight

Store OpenAI embedding and search similar vectors with [pgvector](https://github.com/pgvector/pgvector)


	New extension [pgvector](https://github.com/Vonng/pigsty/issues/267)


	[MinIO CVE-2023-28432](https://github.com/Vonng/pigsty/issues/265) fix, and upgrade to 20230324 with new policy API:




Changes


	New extension [pgvector](https://github.com/Vonng/pigsty/issues/267) for storing OpenAI embedding and searching similar vectors.


	[MinIO CVE-2023-28432](https://github.com/Vonng/pigsty/issues/265) fix, and upgrade to 20230324 with new policy API.


	Add reload functionality to DNSMASQ systemd services


	Bump pev to v1.8


	Bump grafana to v9.4.7


	Bump MinIO and MCLI version to 20230324


	Bump bytebase version to v1.15.0


	Upgrade monitoring dashboards and fix dead links


	Upgrade aliyun terraform template image to rockylinux 9


	Adopt grafana provisioning API change since v9.4


	Add asciinema videos for various administration tasks


	Fix broken EL8 pgsql deps: remove anonymizer_15 faker_15 and pgloader




`bash
MD5 (pigsty-pkg-v2.0.2.el7.x86_64.tgz) = d46440a115d741386d29d6de646acfe2
MD5 (pigsty-pkg-v2.0.2.el8.x86_64.tgz) = 5fa268b5545ac96b40c444210157e1e1
MD5 (pigsty-pkg-v2.0.2.el9.x86_64.tgz) = c8b113d57c769ee86a22579fc98e8345
`



## v2.0.1

Bug fix for [v2.0.0](https://github.com/Vonng/pigsty/releases/tag/v2.0.0) and security improvement.

Enhancement


	Replace the pig shape logo for compliance with the PostgreSQL trademark policy.


	Bump grafana version to v9.4 with better UI and bugfix.


	Bump patroni version to v3.0.1 with some bugfix.


	Change: rollback grafana systemd service file to rpm default.


	Use slow copy instead of rsync to copy grafana dashboards.


	Enhancement: add back default repo files after bootstrap


	Add asciinema video for various administration tasks.


	Security Enhance Mode: restrict monitor user privilege.


	New config template: dual.yml for two-node deployment.


	Enable log_connections and log_disconnections in crit.yml template.


	Enable $lib/passwordcheck in pg_libs in crit.yml template.


	Explicitly grant monitor view permission to pg_monitor role.


	Remove default dbrole_readonly from dbuser_monitor to limit monitor user privilege


	Now patroni listen on {{ inventory_hostname }} instead of 0.0.0.0


	Now you can control postgres/pgbouncer listen to address with pg_listen


	Now you can use placeholder ${ip}, ${lo}, ${vip} in pg_listen


	Bump Aliyun terraform image to rocky Linux 9 instead of centos 7.9


	Bump bytebase to v1.14.0




Bug Fixes


	Add missing advertise address for alertmanager


	Fix missing pg_mode error when adding postgres user with bin/pgsql-user


	Add -a password to redis-join task @ redis.yml


	Fix missing default value in infra-rm.yml.`remove infra data`


	Fix prometheus targets file ownership to prometheus


	Use admin user rather than root to delete metadata in DCS


	Fix Meta datasource missing database name due to grafana 9.4 bug.




Caveats

Official EL8 pgdg upstream is broken now, DO use it with caution!

Affected packages: postgis33_15, pgloader, postgresql_anonymizer_15*, postgresql_faker_15

How to Upgrade

`bash
cd ~/pigsty; tar -zcf /tmp/files.tgz files; rm -rf ~/pigsty    # backup files dir and remove
cd ~; bash -c "$(curl -fsSL http://download.pigsty.cc/get)"    # get latest pigsty source
cd ~/pigsty; rm -rf files; tar -xf /tmp/files.tgz -C ~/pigsty  # restore files dir
`

Checksums

`bash
MD5 (pigsty-pkg-v2.0.1.el7.x86_64.tgz) = 5cfbe98fd9706b9e0f15c1065971b3f6
MD5 (pigsty-pkg-v2.0.1.el8.x86_64.tgz) = c34aa460925ae7548866bf51b8b8759c
MD5 (pigsty-pkg-v2.0.1.el9.x86_64.tgz) = 055057cebd93c473a67fb63bcde22d33
`

Special thanks to [@cocoonkid](https://github.com/cocoonkid) for his feedback.



## v2.0.0

“PIGSTY” is now the abbr of “PostgreSQL in Great STYle”

> or “PostgreSQL & Infrastructure & Governance System allTogether for You”.

Get pigsty v2.0.0 via the following command:

`bash
curl -fsSL http://download.pigsty.cc/get | bash
`

<details><summary>Download directly from GitHub Release</summary>

```bash
# get from GitHub
bash -c “$(curl -fsSL https://raw.githubusercontent.com/Vonng/pigsty/master/bin/get)”

# or download tarball directly with curl
curl -L https://github.com/Vonng/pigsty/releases/download/v2.0.0/pigsty-v2.0.0.tgz -o ~/pigsty.tgz                 # SRC
curl -L https://github.com/Vonng/pigsty/releases/download/v2.0.0/pigsty-pkg-v2.0.0.el9.x86_64.tgz -o /tmp/pkg.tgz  # EL9
curl -L https://github.com/Vonng/pigsty/releases/download/v2.0.0/pigsty-pkg-v2.0.0.el8.x86_64.tgz -o /tmp/pkg.tgz  # EL8
curl -L https://github.com/Vonng/pigsty/releases/download/v2.0.0/pigsty-pkg-v2.0.0.el7.x86_64.tgz -o /tmp/pkg.tgz  # EL7
```

</details>

Highlights


	PostgreSQL 15.2, PostGIS 3.3, Citus 11.2, TimescaleDB 2.10 now works together and unite as one.


	Now works on EL 7,8,9 for RHEL, CentOS, Rocky, AlmaLinux, and other EL compatible distributions


	Security enhancement with self-signed CA, full SSL support, scram-sha-256 pwd encryption, and more.


	Patroni 3.0 with native HA citus cluster support and dcs failsafe mode to prevent global DCS failures.


	Auto-Configured, Battery-Included PITR for PostgreSQL powered by pgbackrest, local or S3/minio.


	Dedicate module ETCD which can be easily deployed and scaled in/out. Used as DCS instead of Consul.


	Dedicate module MINIO, local S3 alternative for the optional central backup repo for PGSQL PITR.


	Better config templates with adaptive tuning for Node & PG according to your hardware spec.


	Use AGPL v3.0 license instead of Apache 2.0 license due to Grafana & MinIO reference.




Compatibility


	Pigsty now works on EL7, EL8, EL9, and offers corresponding pre-packed offline packages.


	Pigsty now works on EL compatible distributions: RHEL, CentOS, Rocky, AlmaLinux, OracleLinux,…


	Pigsty now use RockyLinux 9 as default developing & testing environment instead of CentOS 7


	EL version, CPU arch, and pigsty version string are part of source & offline package names.


	PGSQL: PostgreSQL 15.2 / PostGIS 3.3 / TimescaleDB 2.10 / Citus 11.2 now works together.


	PGSQL: Patroni 3.0 is used as default HA solution for PGSQL, and etcd is used as default DCS.
* Patroni 3.0 with DCS failsafe mode to prevent global DCS failures (demoting all primary)
* Patroni 3.0 with native HA citus cluster support, with entirely open sourced v11 citus.
* vip-manager 2.x with ETCDv3 API, ETCDv2 API is deprecated, so does patroni.


	PGSQL: pgBackRest v2.44 is introduced to provide battery-include PITR for PGSQL.
* it will use local backup FS on primary by default for a two-day retention policy
* it will use S3/minio as an alternative central backup repo for a two-week retention policy


	ETCD is used as default DCS instead of Consul, And V3 API is used instead of V2 API.


	NODE module now consist of node itself, haproxy, docker, node_exporter, and promtail
* chronyd is used as default NTP client instead of ntpd
* HAPROXY now attach to NODE instead of PGSQL, which can be used for exposing services
* You can register PG Service to dedicate haproxy clusters rather than local cluster nodes.
* You can expose ad hoc service in a NodePort manner with haproxy, not limited to pg services.


	INFRA now consist of dnsmasq, nginx, prometheus, grafana, loki
* DNSMASQ is enabled on all infra nodes, and added to all nodes as the default resolver.
* Add blackbox_exporter for ICMP probe, add pushgateway for batch job metrics.
* Switch to official loki & promtail rpm packages. Use official Grafana Echarts Panel.
* Add infra dashboards for self-monitoring, add patroni & pg15 metrics to monitoring system


	Software Upgrade
* PostgreSQL 15.2 / PostGIS 3.3 / TimescaleDB 2.10 / Citus 11.2
* Patroni 3.0 / Pgbouncer 1.18 / pgBackRest 2.44 / vip-manager 2.1
* HAProxy 2.7 / Etcd 3.5 / MinIO 20230222182345 / mcli 20230216192011
* Prometheus 2.42 / Grafana 9.3 / Loki & Promtail 2.7 / Node Exporter 1.5




Security


	A full-featured self-signed CA enabled by default


	Redact password in postgres logs.


	SSL for Nginx (you have to trust the self-signed CA or use thisisunsafe to dismiss warning)


	SSL for etcd peer/client traffics by @alemacci


	SSL for postgres/pgbouncer/patroni by @alemacci


	scram-sha-256 auth for postgres password encryption by @alemacci


	Pgbouncer Auth Query  by @alemacci


	Use AES-256-CBC for pgbackrest encryption by @alemacci


	Adding a security enhancement config template which enforce global SSL


	Now all hba rules are defined in config inventory, no default rules.




Maintainability


	Adaptive tuning template for PostgreSQL & Patroni by @Vonng, @alemacci


	configurable log dir for Patroni & Postgres & Pgbouncer & Pgbackrest by @alemacci


	Replace fixed ip placeholder 10.10.10.10 with ${admin_ip} that can be referenced


	Adaptive upstream repo definition that can be switched according EL ver, region & arch.


	Terraform Templates for AWS CN & Aliyun, which can be used for sandbox IaaS provisioning


	Vagrant Templates: meta, full, el7 el8, el9, build, minio, citus, etc…


	New playbook pgsql-monitor.yml for monitoring existing pg instance or RDS PG.


	New playbook pgsql-migration.yml for migrating existing pg instance to pigsty manged pg.


	New shell utils under bin/ to simplify the daily administration tasks.


	Optimize ansible role implementation. which can be used without default parameter values.


	Now you can define pgbouncer parameters on database & user level




API Changes

69 parameters added, 16 parameters removed, rename 14 parameters


	INFRA.`META`.`admin_ip`                        : primary meta node ip address


	INFRA.`META`.`region`                         : upstream mirror region: default|china|europe


	INFRA.`META`.`os_version`                     : enterprise linux release version: 7,8,9


	INFRA.`CA`.`ca_cn`                            : ca common name, pigsty-ca by default


	INFRA.`CA`.`cert_validity`                    : cert validity, 20 years by default


	INFRA.`REPO`.`repo_enabled`                   : build a local yum repo on infra node?


	INFRA.`REPO`.`repo_upstream`                  : list of upstream yum repo definition


	INFRA.`REPO`.`repo_home`                      : home dir of local yum repo, usually same as nginx_home ‘/www’


	INFRA.`NGINX`.`nginx_ssl_port`                : https listen port


	INFRA.`NGINX`.`nginx_ssl_enabled`             : nginx https enabled?


	INFRA.`PROMTETHEUS`.`alertmanager_endpoint`   : altermanager endpoint in (ip|domain):port format


	NODE.`NODE_TUNE`.`node_hugepage_count`        : number of 2MB hugepage, take precedence over node_hugepage_ratio


	NODE.`NODE_TUNE`.`node_hugepage_ratio`        : mem hugepage ratio, 0 disable it by default


	NODE.`NODE_TUNE`.`node_overcommit_ratio`      : node mem overcommit ratio, 0 disable it by default


	NODE.`HAPROXY`.`haproxy_service`              : list of haproxy service to be exposed


	PGSQL.`PG_ID`.`pg_mode`                       : pgsql cluster mode: pgsql,citus,gpsql


	PGSQL.`PG_BUSINESS`.`pg_dbsu_password`        : dbsu password, empty string means no dbsu password by default


	PGSQL.`PG_INSTALL`.`pg_log_dir`               : postgres log dir, /pg/data/log by default


	PGSQL.`PG_BOOTSTRAP`.`pg_storage_type`        : SSD|HDD, SSD by default


	PGSQL.`PG_BOOTSTRAP`.`patroni_log_dir`        : patroni log dir, /pg/log by default


	PGSQL.`PG_BOOTSTRAP`.`patroni_ssl_enabled`    : secure patroni RestAPI communications with SSL?


	PGSQL.`PG_BOOTSTRAP`.`patroni_username`       : patroni rest api username


	PGSQL.`PG_BOOTSTRAP`.`patroni_password`       : patroni rest api password (IMPORTANT: CHANGE THIS)


	PGSQL.`PG_BOOTSTRAP`.`patroni_citus_db`       : citus database managed by patroni, postgres by default


	PGSQL.`PG_BOOTSTRAP`.`pg_max_conn`            : postgres max connections, auto will use recommended value


	PGSQL.`PG_BOOTSTRAP`.`pg_shared_buffer_ratio` : postgres shared buffer memory ratio, 0.25 by default, 0.1~0.4


	PGSQL.`PG_BOOTSTRAP`.`pg_rto`                 : recovery time objective, ttl to failover, 30s by default


	PGSQL.`PG_BOOTSTRAP`.`pg_rpo`                 : recovery point objective, 1MB data loss at most by default


	PGSQL.`PG_BOOTSTRAP`.`pg_pwd_enc`             : algorithm for encrypting passwords: md5|scram-sha-256


	PGSQL.`PG_BOOTSTRAP`.`pgbouncer_log_dir`      : pgbouncer log dir, /var/log/pgbouncer by default


	PGSQL.`PG_BOOTSTRAP`.`pgbouncer_auth_query`   : if enabled, query pg_authid table to retrieve biz users instead of populating userlist


	PGSQL.`PG_BOOTSTRAP`.`pgbouncer_sslmode`      : SSL for pgbouncer client: disable|allow|prefer|require|verify-ca|verify-full


	PGSQL.`PG_BACKUP`.`pgbackrest_enabled`        : pgbackrest enabled?


	PGSQL.`PG_BACKUP`.`pgbackrest_clean`          : remove pgbackrest data during init ?


	PGSQL.`PG_BACKUP`.`pgbackrest_log_dir`        : pgbackrest log dir, /pg/log by default


	PGSQL.`PG_BACKUP`.`pgbackrest_method`         : pgbackrest backup repo method, local or minio


	PGSQL.`PG_BACKUP`.`pgbackrest_repo`           : pgbackrest backup repo config


	PGSQL.`PG_SERVICE`.`pg_service_provider`      : dedicate haproxy node group name, or empty string for local nodes by default


	PGSQL.`PG_SERVICE`.`pg_default_service_dest`  : default service destination if svc.dest=’default’


	PGSQL.`PG_SERVICE`.`pg_vip_enabled`           : enable a l2 vip for pgsql primary? false by default


	PGSQL.`PG_SERVICE`.`pg_vip_address`           : vip address in <ipv4>/<mask> format, require if vip is enabled


	PGSQL.`PG_SERVICE`.`pg_vip_interface`         : vip network interface to listen, eth0 by default


	PGSQL.`PG_SERVICE`.`pg_dns_suffix`            : pgsql cluster dns name suffix, ‘’ by default


	PGSQL.`PG_SERVICE`.`pg_dns_target`            : auto, primary, vip, none, or ad hoc ip


	ETCD.`etcd_seq`                : etcd instance identifier, REQUIRED


	ETCD.`etcd_cluster`            : etcd cluster & group name, etcd by default


	ETCD.`etcd_safeguard`          : prevent purging running etcd instance?


	ETCD.`etcd_clean`              : purging existing etcd during initialization?


	ETCD.`etcd_data`               : etcd data directory, /data/etcd by default


	ETCD.`etcd_port`               : etcd client port, 2379 by default


	ETCD.`etcd_peer_port`          : etcd peer port, 2380 by default


	ETCD.`etcd_init`               : etcd initial cluster state, new or existing


	ETCD.`etcd_election_timeout`   : etcd election timeout, 1000ms by default


	ETCD.`etcd_heartbeat_interval` : etcd heartbeat interval, 100ms by default


	MINIO.`minio_seq`        :  minio instance identifier, REQUIRED


	MINIO.`minio_cluster`    :  minio cluster name, minio by default


	MINIO.`minio_clean`      :  cleanup minio during init?, false by default


	MINIO.`minio_user`       :  minio os user, minio by default


	MINIO.`minio_node`       :  minio node name pattern


	MINIO.`minio_data`       :  minio data dir(s), use {x…y} to specify multi drivers


	MINIO.`minio_domain`     :  minio external domain name, sss.pigsty by default


	MINIO.`minio_port`       :  minio service port, 9000 by default


	MINIO.`minio_admin_port` :  minio console port, 9001 by default


	MINIO.`minio_access_key` :  root access key, minioadmin by default


	MINIO.`minio_secret_key` :  root secret key, minioadmin by default


	MINIO.`minio_extra_vars` :  extra environment variables for minio server


	MINIO.`minio_alias`      :  alias name for local minio deployment


	MINIO.`minio_buckets`    :  list of minio bucket to be created


	MINIO.`minio_users`      :  list of minio user to be created




Removed Parameters


	INFRA.`CA`.`ca_homedir`: ca home dir, now fixed as /etc/pki/


	INFRA.`CA`.`ca_cert`: ca cert filename, now fixed as ca.key


	INFRA.`CA`.`ca_key`: ca key filename, now fixed as ca.key


	INFRA.`REPO`.`repo_upstreams`: replaced by repo_upstream


	PGSQL.`PG_INSTALL`.`pgdg_repo`: now taken care by node playbooks


	PGSQL.`PG_INSTALL`.`pg_add_repo`: now taken care by node playbooks


	PGSQL.`PG_IDENTITY`.`pg_backup`: not used and conflict with section name


	PGSQL.`PG_IDENTITY`.`pg_preflight_skip`: not used anymore, replace by pg_id


	DCS.`dcs_name`      : removed due to using etcd


	DCS.`dcs_servers`   : replaced by using ad hoc group etcd


	DCS.`dcs_registry`  : removed due to using etcd


	DCS.`dcs_safeguard` : replaced by etcd_safeguard


	DCS.`dcs_clean`     : replaced by etcd_clean


	PGSQL.`PG_VIP`.`vip_mode`      : replaced by pg_vip_enabled


	PGSQL.`PG_VIP`.`vip_address`   : replaced by pg_vip_address


	PGSQL.`PG_VIP`.`vip_interface` : replaced by pg_vip_interface




Renamed Parameters


	nginx_upstream            -> infra_portal


	repo_address              -> repo_endpoint


	pg_hostname               -> node_id_from_pg


	pg_sindex                 -> pg_group


	pg_services               -> pg_default_services


	pg_services_extra         -> pg_services


	pg_hba_rules_extra        -> pg_hba_rules


	pg_hba_rules              -> pg_default_hba_rules


	pgbouncer_hba_rules_extra -> pgb_hba_rules


	pgbouncer_hba_rules       -> pgb_default_hba_rules


	node_packages_default     -> node_default_packages


	node_packages_meta        -> infra_packages


	node_packages_meta_pip    -> infra_packages_pip


	node_data_dir             -> node_data




Checksums

`
MD5 (pigsty-pkg-v2.0.0.el7.x86_64.tgz) = 9ff3c973fa5915f65622b91419817c9b
MD5 (pigsty-pkg-v2.0.0.el8.x86_64.tgz) = bd108a6c8f026cb79ee62c3b68b72176
MD5 (pigsty-pkg-v2.0.0.el9.x86_64.tgz) = e24288770f240af0511b0c38fa2f4774
`

Special thanks to @alemacci for his great contribution!



## v1.5.1

WARNING: CREATE INDEX|REINDEX CONCURRENTLY PostgreSQL 14.0 - 14.3 may lead to index data corruption!

Please upgrade postgres to 14.4 ASAP.

Software Upgrade


	upgrade postgres to 14.4 (important bug fix)


	upgrade citus to 11.0-2 (with enterprise features)


	upgrade timescaledb to 2.7 (more continuous aggregates)


	Upgrade patroni to 2.1.4 (new sync health-check)


	Upgrade haproxy to 2.6.0 (cli, reload, ssl,…)


	Upgrade grafana to 9.0.0 (new ui)


	Upgrade prometheus 2.36.0




Bug fix


	Fix typo in pgsql-migration.yml


	remove pid file in haproxy config


	remove i686 packages when using repotrack under el7


	Fix redis service systemctl enabled issue


	Fix patroni systemctl service enabled=no by default issue


	stop vip-manager when purging existing postgres




API Changes


	Mark grafana_database and grafana_pgurl as obsolete


	Add some new etcd & pgsql alias (optional)




New Apps


	wiki.js : Local wiki with Postgres


	FerretDB : MongoDB API over Postgres






## v1.5.0

Highlights


	Complete Docker Support, enable on meta nodes by default with lot’s of software templates.
* bytebase pgadmin4 pgweb postgrest kong minio,…


	Infra Self Monitoring: Nginx, ETCD, Consul, Grafana, Prometheus, Loki, etc…


	New CMDB design compatible with redis & greenplum, visualize with CMDB Overview


	Service Discovery : Consul SD now works again for prometheus targets management


	Redis playbook now works on single instance with redis_port option.


	Better cold backup support: crontab for backup, delayed standby with pg_delay


	Use ETCD as DCS, alternative to Consul


	Nginx Log Enhancement




Monitoring

*Dashboards*


	CMDB Overview: Visualize CMDB Inventory


	DCS Overview: Show consul & etcd metrics


	Nginx Overview: Visualize nginx metrics & access/error logs


	Grafana Overview: Grafana self Monitoring


	Prometheus Overview：Prometheus self Monitoring


	INFRA Dashboard & Home Dashboard Reforge




*Architecture*


	Infra monitoring targets now have a separated target dir targets/infra


	Consul SD is available for prometheus


	etcd , consul , patroni, docker metrics


	Now infra targets are managed by role infra_register


	Upgrade pg_exporter to v0.5.0 with scale and default support
* pg_bgwriter, pg_wal, pg_query, pg_db, pgbouncer_stat now use seconds instead of ms and µs
* pg_table counters now have default value 0 instead of NaN
* pg_class is replaced by pg_table and pg_index
* pg_table_size is now enabled with 300s ttl




*Provisioning*


	New optional package docker.tgz contains: Pgadmin, Pgweb, Postgrest, ByteBase, Kong, Minio, etc.


	New Role etcd to deploy & monitor etcd dcs service


	Specify which type of DCS to use with pg_dcs_type (etcd now available)


	Add pg_checksum option to enable data checksum


	Add pg_delay option to setup delayed standby leaders


	Add node_crontab and node_crontab_overwrite to create routine jobs such as cold backup


	Add a series of *_enable options to control  components


	Loki and Promtail are now installed using the RPM package made by frpm.


	Allow customize monitoring logo




*Software Updates*


	Upgrade PostgreSQL to 14.3


	Upgrade Redis to 6.2.7


	Upgrade PG Exporter to 0.5.0


	Upgrade Consul to 1.12.0


	Upgrade vip-manager to v1.0.2


	Upgrade Grafana to v8.5.2


	Upgrade HAproxy to 2.5.7 without rsyslog dependency


	Upgrade Loki & Promtail to v2.5.0 with RPM packages


	New packages: pg_probackup




New software / application based on docker:
* bytebase : DDL Schema Migrator
* pgadmin4 : Web Admin UI for PostgreSQL
* pgweb : Web Console for PostgreSQL
* postgrest : Auto generated REST API for PostgreSQL
* kong : API Gateway which use PostgreSQL as backend storage
* swagger openapi : API Specification Generator
* Minio : S3-compatible object storage
* Gitea : Private local git service

Bug Fix


	Fix loki & promtail /etc/default config file name issue


	Now node_data_dir (/data) is created before consul init if not exists


	Fix haproxy silence /var/log/messages with inappropriate rsyslog dependency




API Change

*New Variable*


	node_data_dir : major data mount path, will be created if not exist.


	node_crontab_overwrite : overwrite /etc/crontab instead of append


	node_crontab: node crontab to be appended or overwritten


	nameserver_enabled: enable nameserver on this meta node?


	prometheus_enabled: enable prometheus on this meta node?


	grafana_enabled: enable grafana on this meta node?


	loki_enabled: enable loki on this meta node?


	docker_enable: enable docker on this node?


	consul_enable: enable consul server/agent?


	etcd_enable: enable etcd server/clients?


	pg_checksum: enable pg cluster data-checksum?


	pg_delay: recovery min apply delay for standby leader


	grafana_customize_logo: customize grafana icon




*Reforge*

Now *_clean are boolean flags to clean up existing instance during init.

And *_safeguard are boolean flags to avoid purging running instance when executing any playbook.


	pg_exists_action -> pg_clean


	pg_disable_purge -> pg_safeguard


	dcs_exists_action -> dcs_clean


	dcs_disable_purge -> dcs_safeguard




*Rename*


	node_ntp_config -> node_ntp_enabled


	node_admin_setup -> node_admin_enabled


	node_admin_pks -> node_admin_pk_list


	node_dns_hosts -> node_etc_hosts_default


	node_dns_hosts_extra -> node_etc_hosts


	node_dns_server -> node_dns_method


	node_local_repo_url -> node_repo_local_urls


	node_packages -> node_packages_default


	node_extra_packages -> node_packages


	node_meta_pip_install -> node_packages_meta_pip


	node_sysctl_params -> node_tune_params


	app_list -> nginx_indexes


	grafana_plugin -> grafana_plugin_method


	grafana_cache -> grafana_plugin_cache


	grafana_plugins -> grafana_plugin_list


	grafana_git_plugin_git -> grafana_plugin_git


	haproxy_admin_auth_enabled -> haproxy_auth_enabled


	pg_shared_libraries -> pg_libs


	dcs_type -> pg_dcs_type






## v1.4.1

Routine bug fix / Docker Support / English Docs

Now docker is enabled on meta node by default. You can launch ton’s of SaaS with it

English document is available now.


	[add docker to default packages](https://github.com/Vonng/pigsty/commit/68f8c8da0576e043686137aca47bad01dd4e82c0)


	[add docker-compose to default pacakge list](https://github.com/Vonng/pigsty/commit/765077744836d8600a8703dce8623182784d65a7)


	[disable nameserver by default & enable docker role by default](https://github.com/Vonng/pigsty/commit/9b8b7c5209d09049716318b624001de3b567452a)




Bug Fix


	[fix promtail & loki config var issue](https://github.com/Vonng/pigsty/commit/100f31842d473001f946200d9b8e2e3e89add35a)


	Fix grafana legacy alerts.


	Disable nameserver by default


	Rename pg-alias.sh for patroni shortcuts


	[disable exemplars queries for all dashboards](https://github.com/Vonng/pigsty/commit/62d74f15f8c164e5971d9d1d1215869359267b53)


	[fix loki data dir issue](https://github.com/Vonng/pigsty/commit/b277f488b7ed0fd0a7eeeb995e2efd75a048e0ef) https://github.com/Vonng/pigsty/issues/100


	[change autovacuum_freeze_max_age from 100000000 to 1000000000](https://github.com/Vonng/pigsty/commit/1690b490205af24d5f0394aba99007c0d9ebc49d)






## v1.4.0

Architecture


	Decouple system into 4 major categories:  INFRA, NODES, PGSQL, REDIS, which makes pigsty far more clear and more extensible.


	Single Node Deployment = INFRA + NODES + PGSQL


	Deploy pgsql clusters = NODES + PGSQL


	Deploy redis clusters = NODES + REDIS


	Deploy other databases = NODES + xxx (e.g MONGO, KAFKA, … TBD)




Accessibility


	CDN for mainland China.


	Get the latest source with bash -c “$(curl -fsSL http://download.pigsty.cc/get)”


	Download & Extract packages with new download script.




Monitor Enhancement


	Split monitoring system into 5 major categories:  INFRA, NODES, REDIS, PGSQL, APP


	Logging enabled by default
* now loki and promtail are enabled by default. with prebuilt [loki-rpm](https://github.com/Vonng/loki-rpm)


	Models & Labels
* A hidden ds prometheus datasource variable is added for all dashboards, so you can easily switch different datasource simply by select a new one rather than modifying Grafana Datasources & Dashboards
* An ip label is added for all metrics, and will be used as join key between database metrics & nodes metrics


	INFRA Monitoring
* Home dashboard for infra: INFRA Overview
* Add logging Dashboards : Logs Instance
* PGLOG Analysis & PGLOG Session now treated as an example Pigsty APP.


	NODES Monitoring Application
* If you don’t care database at all, Pigsty now can be used as host monitoring software alone!
* Consist of 4 core dashboards: Nodes Overview & Nodes Cluster & Nodes Instance & Nodes Alert
* Introduce new identity variables for nodes: node_cluster and nodename
* Variable pg_hostname now means set hostname same as postgres instance name to keep backward-compatible
* Variable nodename_overwrite control whether overwrite node’s hostname with nodename
* Variable nodename_exchange will write nodename to each other’s /etc/hosts
* All nodes metrics reference are overhauled, join by ip
* Nodes monitoring targets are managed alone under /etc/prometheus/targets/nodes


	PGSQL Monitoring Enhancement
* Complete new PGSQL Cluster which simplify and focus on important stuff among cluster.
* New Dashboard PGSQL Databases which is cluster level object monitoring. Such as tables & queries among the entire cluster rather than single instance.
* PGSQL Alert dashboard now only focus on pgsql alerts.
* PGSQL Shard are added to PGSQL


	Redis Monitoring Enhancement
* Add nodes monitoring for all redis dashboards.




MatrixDB Support


	MatrixDB (Greenplum 7) can be deployed via pigsty-matrix.yml playbook


	MatrixDB Monitor Dashboards : PGSQL MatrixDB


	Example configuration added: pigsty-mxdb.yml




Provisioning Enhancement

Now pigsty work flow works as this:


	```bash
	
	infra.yml —> install pigsty on single meta node
	
then add more nodes under pigsty’s management








	nodes.yml —> prepare nodes for pigsty (node setup, dcs, node_exporter, promtail)
	
then choose one playbook to deploy database clusters on those nodes






^–> pgsql.yml   install postgres on prepared nodes
^–> redis.yml   install redis on prepared nodes







	infra-demo.yml =
	infra.yml -l meta     +
nodes.yml -l pg-test  +
pgsql.yml -l pg-test +
infra-loki.yml + infra-jupyter.yml + infra-pgweb.yml





```


	nodes.yml to setup & prepare nodes for pigsty
*  setup node, node_exporter, consul agent on nodes
* node-remove.yml are used for node de-register


	pgsql.yml now only works on prepared nodes
* pgsql-remove now  only responsible for postgres itself. (dcs and node monitor are taken by node.yml)
* Add a series of new options to reuse postgres role in greenplum/matrixdb


	redis.yml now works on prepared nodes
* and redis-remove.yml now remove redis from nodes.


	pgsql-matrix.yml now install matrixdb (Greenplum 7) on prepared nodes.




Software Upgrade


	PostgreSQL  14.2


	PostGIS 3.2


	TimescaleDB 2.6


	Patroni 2.1.3 (Prometheus Metrics + Failover Slots)


	HAProxy 2.5.5  (Fix stats error, more metrics)


	PG Exporter 0.4.1 (Timeout Parameters, and)


	Grafana 8.4.4


	Prometheus 2.33.4


	Greenplum 6.19.4 / MatrixDB 4.4.0


	Loki are now shipped as rpm packages instead of zip archives




Bug Fix


	Remove consul dependency for patroni , which makes it much more easier to migrate to a new consul cluster


	Fix prometheus bin/new scripts default data dir path : /export/prometheus to /data/prometheus


	Fix typos and tasks


	Add restart seconds to vip-manager systemd service




API Changes

New Variable


	node_cluster: Identity variable for node cluster


	nodename_overwrite: If set, nodename will be set to node’s hostname


	nodename_exchange : exchange node hostname (in /etc/hosts) among play hosts


	node_dns_hosts_extra : extra static dns records which can be easily overwritten by single instance/cluster


	patroni_enabled: if disabled, postgres & patroni bootstrap will not be performed during role postgres


	pgbouncer_enabled : if disabled, pgbouncer will not be launched during role postgres


	pg_exporter_params: extra url parameters for pg_exporter when generating monitor target url.


	pg_provision: bool var to indicate whether perform provision part of role postgres (template, db,user)


	no_cmdb: cli args for infra.yml and infra-demo.yml playbook which will not create cmdb on meta node.




`
MD5 (app.tgz) = f887313767982b31a2b094e5589a75ea
MD5 (matrix.tgz) = 3d063437c482d94bd7e35df1a08bbc84
MD5 (pigsty.tgz) = e143b88ebea1474f9ebaffddc6072c49
MD5 (pkg.tgz) = 73e8f5ce995b1f1760cb63c1904fb91b
`



## v1.3.1

[Monitor]
* PGSQL & PGCAT Dashboard polish
* optimize layout for pgcat instance & pgcat database
* add key metrics panels to pgsql instance dashboard, keep consist with pgsql cluster
* add table/index bloat panels to pgcat database, remove pgcat bloat dashboard.
* add index information in pgcat database dashboard
* fix broken panels in grafana 8.3
* add redis index in nginx homepage

[Deploy]
* New infra-demo.yml playbook for one-pass bootstrap
* Use infra-jupyter.yml playbook to deploy optional jupyter lab server
* Use infra-pgweb.yml playbook to deploy optional pgweb server
* New pg alias on meta node, can initiate postgres cluster from admin user (in addition to postgres)
* Adjust all patroni conf templates’s max_locks_per_transactions according to timescaledb-tune ‘s advise
* Add citus.node_conninfo: ‘sslmode=prefer’ to conf templates in order to use citus without SSL
* Add all extensions (except for pgrouting) in pgdg14 in package list
* Upgrade node_exporter to v1.3.1
* Add PostgREST v9.0.0 to package list. Generate API from postgres schema.

[BugFix]
* Grafana’s security breach (upgrade to v8.3.1 [issue](https://grafana.com/blog/2021/12/07/grafana-8.3.1-8.2.7-8.1.8-and-8.0.7-released-with-high-severity-security-fix/))
* fix pg_instance & pg_service in register role when start from middle of playbook
* Fix nginx homepage render issue when host without pg_cluster variable exists
* Fix style issue when upgrading to grafana 8.3.1

## v1.3.0


	[ENHANCEMENT] Redis Deployment (cluster,sentinel,standalone)


	[ENHANCEMENT] Redis Monitor
* Redis Overview Dashboard
* Redis Cluster Dashboard
* Redis Instance Dashboard


	[ENHANCEMENT] monitor: PGCAT Overhaul
* New Dashboard: PGCAT Instance
* New Dashboard: PGCAT Database Dashboard
* Remake Dashboard: PGCAT Table


	[ENHANCEMENT] monitor: PGSQL Enhancement
* New Panels: PGSQL Cluster, add 10 key metrics panel (toggled by default)
* New Panels: PGSQL Instance, add 10 key metrics panel (toggled by default)
* Simplify & Redesign: PGSQL Service
* Add cross-references between PGCAT & PGSL dashboards


	[ENHANCEMENT] monitor deploy
* Now grafana datasource is automatically registered during monly deployment


	[ENHANCEMENT] software upgrade
* add PostgreSQL 13 to default package list
* upgrade to PostgreSQL 14.1 by default
* add greenplum rpm and dependencies
* add redis rpm & source packages
* add perf as default packages






## v1.2.0


	[ENHANCEMENT] Use PostgreSQL 14 as default version


	[ENHANCEMENT] Use TimescaleDB 2.5 as default extension
* now timescaledb & postgis are enabled in cmdb by default


	[ENHANCEMENT] new monitor-only mode:
* you can use pigsty to monitor existing pg instances with a connectable url only
* pg_exporter will be deployed on meta node locally
* new dashboard PGSQL Cluster Monly for remote clusters


	[ENHANCEMENT] Software upgrade
* grafana to 8.2.2
* pev2 to v0.11.9
* promscale to 0.6.2
* pgweb to 0.11.9
* Add new extensions: pglogical pg_stat_monitor orafce


	[ENHANCEMENT] Automatic detect machine spec and use proper node_tune and pg_conf templates


	[ENHANCEMENT] Rework on bloat related views, now more information are exposed


	[ENHANCEMENT] Remove timescale & citus internal monitoring


	[ENHANCEMENT] New playbook pgsql-audit.yml to create audit report.


	[BUG FIX] now pgbouncer_exporter resource owner are {{ pg_dbsu }} instead of postgres


	[BUG FIX] fix pg_exporter duplicate metrics on pg_table pg_index while executing REINDEX TABLE CONCURRENTLY


	[CHANGE] now all config templates are minimize into two: auto & demo. (removed: pub4, pg14, demo4, tiny, oltp )
* pigsty-demo is configured if vagrant is the default user, otherwise pigsty-auto is used.




How to upgrade from v1.1.1

There’s no API change in 1.2.0 You can still use old pigsty.yml configuration files (PG13).

For the infrastructure part. Re-execution of repo will do most of the parts

As for the database. You can still use the existing PG13 instances. In-place upgrade is quite
tricky especially when involving extensions such as PostGIS & Timescale. I would highly recommend
performing a database migration with logical replication.

The new playbook pgsql-migration.yml will make this a lot easier. It will create a series of
scripts which will help you to migrate your cluster with near-zero downtime.



## v1.1.1


	[ENHANCEMENT] replace timescaledb apache version with timescale version


	[ENHANCEMENT] upgrade prometheus to 2.30


	[BUG FIX] now pg_exporter config dir’s owner are {{ pg_dbsu }} instead of prometheus




How to upgrade from v1.1.0
The major change in this release is timescaledb. Which replace old apache license version with timescale license version

```bash
stop/pause postgres instance with timescaledb
yum remove -y timescaledb_13

[timescale_timescaledb]
name=timescale_timescaledb
baseurl=https://packagecloud.io/timescale/timescaledb/el/7/$basearch
repo_gpgcheck=0
gpgcheck=0
enabled=1

yum install timescaledb-2-postgresql13
```



## v1.1.0


	[ENHANCEMENT] add pg_dummy_filesize to create fs space placeholder


	[ENHANCEMENT] home page overhaul


	[ENHANCEMENT] add jupyter lab integration


	[ENHANCEMENT] add pgweb console integration


	[ENHANCEMENT] add pgbadger support


	[ENHANCEMENT] add pev2 support, explain visualizer


	[ENHANCEMENT] add pglog utils


	[ENHANCEMENT] update default pkg.tgz software version:
* upgrade postgres to v13.4  (with official pg14 support)
* upgrade pgbouncer to v1.16 (metrics definition updates)
* upgrade grafana to v8.1.4
* upgrade prometheus to v2.2.29
* upgrade node_exporter to v1.2.2
* upgrade haproxy to v2.1.1
* upgrade consul to v1.10.2
* upgrade vip-manager to v1.0.1




API Changes


	nginx_upstream now holds different structures. (incompatible)


	new config entries: app_list, render into home page’s nav entries


	new config entries: docs_enabled, setup local docs on default server.


	new config entries: pev2_enabled, setup local pev2 utils.


	new config entries: pgbadger_enabled, create log summary/report dir


	new config entries: jupyter_enabled, enable jupyter lab server on meta node


	new config entries: jupyter_username, specify which user to run jupyter lab


	new config entries: jupyter_password, specify jupyter lab default password


	new config entries: pgweb_enabled, enable pgweb server on meta node


	new config entries: pgweb_username, specify which user to run pgweb


	rename internal flag repo_exist into repo_exists


	now default value for repo_address is pigsty instead of yum.pigsty


	now haproxy access point is http://pigsty instead of http://h.pigsty






## v1.0.1


	Documentation Update
* Chinese document now viable
* Machine-Translated English document now viable


	Bug Fix: pgsql-remove does not remove primary instance.


	Bug Fix: replace pg_instance with pg_cluster + pg_seq
* Start-At-Task may fail due to pg_instance undefined


	Bug Fix: remove citus from default shared preload library
* citus will force max_prepared_transaction to non-zero value


	Bug Fix: ssh sudo checking in configure:
* now ssh -t sudo -n ls is used for privilege checking


	Typo Fix: pg-backup script typo


	Alert Adjust: Remove ntp sanity check alert (dupe with ClockSkew)


	Exporter Adjust: remove collector.systemd to reduce overhead






## v1.0.0

v1 GA, Monitoring System Overhaul

Highlights


	Monitoring System Overhaul
* New Dashboards on Grafana 8.0
* New metrics definition, with extra PG14 support
* Simplified labeling system: static label set: (job, cls, ins)
* New Alerting Rules & Derived Metrics
* Monitoring multiple database at one time
* Realtime log search & csvlog analysis
* Link-Rich Dashboards, click graphic elements to drill-down|roll-up


	Architecture Changes
* Add citus & timescaledb as part of default installation
* Add PostgreSQL 14beta2 support
* Simply haproxy admin page index
* Decouple infra & pgsql by adding a new role register
* Add new role loki and promtail for logging
* Add new role environ for setting up environment for admin user on admin node
* Using static service-discovery for prometheus by default (instead of consul)
* Add new role remove to gracefully remove cluster & instance
* Upgrade prometheus & grafana provisioning logics.
* Upgrade to vip-manager 1.0 , node_exporter 1.2 , pg_exporter 0.4, grafana 8.0
* Now every database on every instance can be auto-registered as grafana datasource
* Move consul register tasks to role register, change consul service tags
* Add cmdb.sql as pg-meta baseline definition (CMDB & PGLOG)


	Application Framework
* Extensible framework for new functionalities
* core app: PostgreSQL Monitor System: pgsql
* core app: PostgreSQL Catalog explorer: pgcat
* core app: PostgreSQL Csvlog Analyzer: pglog
* add example app covid for visualizing covid-19 data.
* add example app isd for visualizing isd data.


	Misc
* Add jupyterlab which brings entire python environment for data science
* Add vonng-echarts-panel to bring Echarts support back.
* Add wrap script createpg , createdb, createuser
* Add cmdb dynamic inventory scripts: load_conf.py, inventory_cmdb, inventory_conf
* Remove obsolete playbooks: pgsql-monitor, pgsql-service, node-remove, etc….




API Change


	new var :  [node_meta_pip_install](http://doc.pigsty.cc/#/zh-cn/v-node?id=node_meta_pip_install)


	rename var: grafana_url to [grafana_endpoint](http://doc.pigsty.cc/#/zh-cn/v-meta?id=grafana_endpoint)


	new var: [grafana_admin_username](http://doc.pigsty.cc/#/zh-cn/v-meta?id=grafana_admin_username)


	new var: [grafana_database](http://doc.pigsty.cc/#/zh-cn/v-meta?id=grafana_database)


	new var: [grafana_pgurl](http://doc.pigsty.cc/#/zh-cn/v-meta?id=grafana_pgurl)


	new var: [pg_shared_libraries](http://doc.pigsty.cc/#/zh-cn/v-pg-provision?id=pg_shared_libraries)


	new var: [pg_exporter_auto_discovery](http://doc.pigsty.cc/#/zh-cn/v-monitor?id=pg_exporter_auto_discovery)


	new var: [pg_exporter_exclude_database](http://doc.pigsty.cc/#/zh-cn/v-monitor?id=pg_exporter_exclude_database)


	new var: [pg_exporter_include_database](http://doc.pigsty.cc/#/zh-cn/v-monitor?id=pg_exporter_include_database)




Bug Fix


	Fix default timezone Asia/Shanghai (CST) issue


	Fix nofile limit for pgbouncer & patroni


	Pgbouncer userlist & database list will be generated when executing tag pgbouncer






## v0.9.0

Pigsty GUI, CLI, Logging Intergration

<details>

Features


	One-Line Installation

Run this on meta node /bin/bash -c “$(curl -fsSL https://pigsty.cc/install)”



	MetaDB provisioning

Now you can use pgsql database on meta node as inventory instead of static yaml file affter bootstrap.



	Add Loki & Prometail as optinal logging collector

Now you can view, query, search postgres|pgbouncer|patroni logs with Grafana UI (PG Instance Log)



	Pigsty CLI/GUI (beta)

Mange you pigsty deployment with much more human-friendly command line interface.





Bug Fix


	Log related issues
* fix connection reset by peer entries in postgres log caused by Haproxy health check.
* fix Connect Reset Exception in patroni logs caused by haproxy health check
* fix patroni log time format (remove mill seconds, add timezone)
* set log_min_duration_statement=1s for dbuser_monitor to get ride of monitor logs.


	Fix pgbouncer-create-user does not handle md5 password properly


	Fix obsolete Makefile entries


	Fix node dns nameserver lost when abort during resolv.conf rewrite


	Fix db/user template and entry not null check




API Change


	Set default value of node_disable_swap to false


	Remove example enties of node_sysctl_params.


	grafana_plugin default install will now download from CDN if plugins not exists


	repo_url_packages now download rpm via pigsty CDN to accelerate.


	proxy_env.no_proxy now add pigsty CDN to noproxy sites。


	grafana_customize  set to false by default，enable it means install pigsty pro UI.


	node_admin_pk_current add current user’s ~/.ssh/id_rsa.pub to admin pks


	loki_clean whether to cleanup existing loki data during init


	loki_data_dir set default data dir for loki logging service


	promtail_enabled enabling promtail logging agent service?


	promtail_clean remove existing promtail status during init?


	promtail_port default port used by promtail, 9080 by default


	promtail_status_file location of promtail status file


	promtail_send_url endpoint of loki service which receives log data




</details>



## v0.8.0

Service Provisioning support is added in this release

<details>

New Features


	Service provision.


	full locale support.




API Changes

Role vip and haproxy are merged into service.

```yaml
#——————————————————————————
# SERVICE PROVISION
#——————————————————————————
pg_weight: 100              # default load balance weight (instance level)

# - service - #
pg_services:                                  # how to expose postgres service in cluster?


# primary service will route {ip|name}:5433 to primary pgbouncer (5433->6432 rw)
- name: primary           # service name {{ pg_cluster }}_primary


src_ip: “*”
src_port: 5433
dst_port: pgbouncer     # 5433 route to pgbouncer
check_url: /primary     # primary health check, success when instance is primary
selector: “[]”          # select all instance as primary service candidate




# replica service will route {ip|name}:5434 to replica pgbouncer (5434->6432 ro)
- name: replica           # service name {{ pg_cluster }}_replica


src_ip: “*”
src_port: 5434
dst_port: pgbouncer
check_url: /read-only   # read-only health check. (including primary)
selector: “[]”          # select all instance as replica service candidate
selector_backup: “[? pg_role == primary]”   # primary are used as backup server in replica service




# default service will route {ip|name}:5436 to primary postgres (5436->5432 primary)
- name: default           # service’s actual name is {{ pg_cluster }}-{{ service.name }}


src_ip: “*”             # service bind ip address, * for all, vip for cluster virtual ip address
src_port: 5436          # bind port, mandatory
dst_port: postgres      # target port: postgres|pgbouncer|port_number , pgbouncer(6432) by default
check_method: http      # health check method: only http is available for now
check_port: patroni     # health check port:  patroni|pg_exporter|port_number , patroni by default
check_url: /primary     # health check url path, / as default
check_code: 200         # health check http code, 200 as default
selector: “[]”          # instance selector
haproxy:                # haproxy specific fields


maxconn: 3000         # default front-end connection
balance: roundrobin   # load balance algorithm (roundrobin by default)
default_server_options: ‘inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100’







# offline service will route {ip|name}:5438 to offline postgres (5438->5432 offline)
- name: offline           # service name {{ pg_cluster }}_replica


src_ip: “*”
src_port: 5438
dst_port: postgres
check_url: /replica     # offline MUST be a replica
selector: “[? pg_role == offline || pg_offline_query ]”         # instances with pg_role == ‘offline’ or instance marked with ‘pg_offline_query == true’
selector_backup: “[? pg_role == replica && !pg_offline_query]”  # replica are used as backup server in offline service







pg_services_extra: []        # extra services to be added

# - haproxy - #
haproxy_enabled: true                         # enable haproxy among every cluster members
haproxy_reload: true                          # reload haproxy after config
haproxy_policy: roundrobin                    # roundrobin, leastconn
haproxy_admin_auth_enabled: false             # enable authentication for haproxy admin?
haproxy_admin_username: admin                 # default haproxy admin username
haproxy_admin_password: admin                 # default haproxy admin password
haproxy_exporter_port: 9101                   # default admin/exporter port
haproxy_client_timeout: 3h                    # client side connection timeout
haproxy_server_timeout: 3h                    # server side connection timeout

# - vip - #
vip_mode: none                                # none | l2 | l4
vip_reload: true                              # whether reload service after config
# vip_address: 127.0.0.1                      # virtual ip address ip (l2 or l4)
# vip_cidrmask: 24                            # virtual ip address cidr mask (l2 only)
# vip_interface: eth0                         # virtual ip network interface (l2 only)
```

New Options

```yml
# - localization - #
pg_encoding: UTF8                             # default to UTF8
pg_locale: C                                  # default to C
pg_lc_collate: C                              # default to C
pg_lc_ctype: en_US.UTF8                       # default to en_US.UTF8

pg_reload: true                               # reload postgres after hba changes
vip_mode: none                                # none | l2 | l4
vip_reload: true                              # whether reload service after config
```

Remove Options

`
haproxy_check_port                            # covered by service options
haproxy_primary_port
haproxy_replica_port
haproxy_backend_port
haproxy_weight
haproxy_weight_fallback
vip_enabled                                   # replace by vip_mode
`

Service

pg_services and pg_services_extra Defines the services in cluster:

A service has some mandatory fields:


	name: service’s name


	src_port: which port to listen and expose service?


	selector: which instances belonging to this service?





	```yaml
	# default service will route {ip|name}:5436 to primary postgres (5436->5432 primary)
- name: default           # service’s actual name is {{ pg_cluster }}-{{ service.name }}


src_ip: “*”             # service bind ip address, * for all, vip for cluster virtual ip address
src_port: 5436          # bind port, mandatory
dst_port: postgres      # target port: postgres|pgbouncer|port_number , pgbouncer(6432) by default
check_method: http      # health check method: only http is available for now
check_port: patroni     # health check port:  patroni|pg_exporter|port_number , patroni by default
check_url: /primary     # health check url path, / as default
check_code: 200         # health check http code, 200 as default
selector: “[]”          # instance selector
haproxy:                # haproxy specific fields


maxconn: 3000         # default front-end connection
balance: roundrobin   # load balance algorithm (roundrobin by default)
default_server_options: ‘inter 3s fastinter 1s downinter 5s rise 3 fall 3 on-marked-down shutdown-sessions slowstart 30s maxconn 3000 maxqueue 128 weight 100’











```

Database

Add additional locale support: lc_ctype and lc_collate.

It’s mainly because of pg_trgm ‘s weird behavior on i18n characters.

```yaml
pg_databases:



	name: meta                      # name is the only required field for a database
# owner: postgres                 # optional, database owner
# template: template1             # optional, template1 by default
# encoding: UTF8                # optional, UTF8 by default , must same as template database, leave blank to set to db default
# locale: C                     # optional, C by default , must same as template database, leave blank to set to db default
# lc_collate: C                 # optional, C by default , must same as template database, leave blank to set to db default
# lc_ctype: C                   # optional, C by default , must same as template database, leave blank to set to db default
allowconn: true                 # optional, true by default, false disable connect at all
revokeconn: false               # optional, false by default, true revoke connect from public # (only default user and owner have connect privilege on database)
# tablespace: pg_default          # optional, ‘pg_default’ is the default tablespace
connlimit: -1                   # optional, connection limit, -1 or none disable limit (default)
extensions:                     # optional, extension name and where to create



	{name: postgis, schema: public}








	parameters:                     # optional, extra parameters with ALTER DATABASE
	enable_partitionwise_join: true





pgbouncer: true                 # optional, add this database to pgbouncer list? true by default
comment: pigsty meta database   # optional, comment string for database








```

</details>



## v0.7.0

Monitor only deployment support

<details>

Overview


	Monitor Only Deployment
* Now you can monitoring existing postgres clusters without Pigsty provisioning solution.
* Intergration with other provisioning solution is available and under further test.


	Database/User Management
* Update user/database definition schema to cover more usecases.
* Add pgsql-createdb.yml and pgsql-user.yml to mange user/db on running clusters.




Features


	[Monitor Only Deployment Support #25](https://github.com/Vonng/pigsty/issues/25)


	[Split monolith static monitor target file into per-cluster conf #36](https://github.com/Vonng/pigsty/issues/36)


	[Add create user playbook #29](https://github.com/Vonng/pigsty/issues/29)


	[Add create database playbook #28](https://github.com/Vonng/pigsty/issues/28)


	[Database provisioning interface enhancement #33](https://github.com/Vonng/pigsty/issues/33)


	[User provisioning interface enhancement #34](https://github.com/Vonng/pigsty/issues/34)




Bug Fix


	[Create extension with schema typo #32](https://github.com/Vonng/pigsty/issues/32)


	[pgbouncer reload with systemctl not work #35](https://github.com/Vonng/pigsty/issues/35)




API Changes

*New Options*

`yml
prometheus_sd_target: batch                   # batch|single
exporter_install: none                        # none|yum|binary
exporter_repo_url: ''                         # add to yum repo if set
node_exporter_options: '--no-collector.softnet --collector.systemd --collector.ntp --collector.tcpstat --collector.processes'                          # default opts for node_exporter
pg_exporter_url: ''                           # optional, overwrite default pg_exporter target
pgbouncer_exporter_url: ''                    # optional, overwrite default pgbouncer_expoter target
`

*Remove Options*

`yml
exporter_binary_install: false                 # covered by exporter_install
`

*Structure Changes*

`yaml
pg_default_roles                               # refer to pg_users
pg_users                                       # refer to pg_users
pg_databases                                   # refer to pg_databases
`

*Rename Options*

`yml
pg_default_privilegs -> pg_default_privileges  # fix typo
`

Enhancement

Monitoring Provisioning Enhancement


	[Decouple consul #13](https://github.com/Vonng/pigsty/issues/13)


	[Binary install mode for node_exporter and pg_exporter #14](https://github.com/Vonng/pigsty/issues/14)


	[Prometheus static targets mode support #11](https://github.com/Vonng/pigsty/issues/11)




Haproxy Enhancement


	[Adjust relative traffic weight with configuration #10](https://github.com/Vonng/pigsty/issues/10)


	[HAProxy admin page access via nginx #12](https://github.com/Vonng/pigsty/issues/12)


	[Readonly traffic fallback on primary if all replicas down #8](https://github.com/Vonng/pigsty/issues/8)




Security Enhancement


	[Offline access control #7](https://github.com/Vonng/pigsty/issues/7)


	[Safeguard for purge functionality #9](https://github.com/Vonng/pigsty/issues/9)




Software Update


	[Upgrade to PG 13.2 #6](https://github.com/Vonng/pigsty/issues/6)


	Prometheus 2.25 / Grafana 7.4 / Consul 1.9.3 / Node Exporter 1.1 / PG Exporter 0.3.2




API Change

*New Config Entries*

`yaml
service_registry: consul                      # none | consul | etcd | both
prometheus_options: '--storage.tsdb.retention=30d'  # prometheus cli opts
prometheus_sd_method: consul                  # Prometheus service discovery method：static|consul
prometheus_sd_interval: 2s                    # Prometheus service discovery refresh interval
pg_offline_query: false                       # set to true to allow offline queries on this instance
node_exporter_enabled: true                   # enabling Node Exporter
pg_exporter_enabled: true                     # enabling PG Exporter
pgbouncer_exporter_enabled: true              # enabling Pgbouncer Exporter
export_binary_install: false                  # install Node/PG Exporter via copy binary
dcs_disable_purge: false                      # force dcs_exists_action = abort to avoid dcs purge
pg_disable_purge: false                       # force pg_exists_action = abort to avoid pg purge
haproxy_weight: 100                           # relative lb weight for backend instance
haproxy_weight_fallback: 1                    # primary server weight in replica service group
`

*Obsolete Config Entries*

`yaml
prometheus_metrics_path                       # duplicate with exporter_metrics_path
prometheus_retention                          # covered by `prometheus_options`
`

Database Definition

[Database provisioning interface enhancement #33](https://github.com/Vonng/pigsty/issues/33)

*Old Schema*

```yaml
pg_databases:                       # create a business database ‘meta’



	name: meta
schemas: [meta]                 # create extra schema named ‘meta’
extensions: [{name: postgis}]   # create extra extension postgis
parameters:                     # overwrite database meta’s default search_path


search_path: public, monitor











```

*New Schema*

```yaml
pg_databases:



	name: meta                      # name is the only required field for a database
owner: postgres                 # optional, database owner
template: template1             # optional, template1 by default
encoding: UTF8                  # optional, UTF8 by default
locale: C                       # optional, C by default
allowconn: true                 # optional, true by default, false disable connect at all
revokeconn: false               # optional, false by default, true revoke connect from public # (only default user and owner have connect privilege on database)
tablespace: pg_default          # optional, ‘pg_default’ is the default tablespace
connlimit: -1                   # optional, connection limit, -1 or none disable limit (default)
extensions:                     # optional, extension name and where to create



	{name: postgis, schema: public}








	parameters:                     # optional, extra parameters with ALTER DATABASE
	enable_partitionwise_join: true





pgbouncer: true                 # optional, add this database to pgbouncer list? true by default
comment: pigsty meta database   # optional, comment string for database








```

Changes


	Add new options: template , encoding, locale, allowconn, tablespace, connlimit


	Add new option revokeconn, which revoke connect privileges from public for this database


	Add comment field for database




*Apply Changes*

You can create new database on running postgres clusters with pgsql-createdb.yml playbook.
1. Define your new database in config files
2. Pass new database.name with option pg_database to playbook.

`bash
./pgsql-createdb.yml -e pg_database=<your_new_database_name>
`

User Definition

[User provisioning interface enhancement #34](https://github.com/Vonng/pigsty/issues/34)

*Old Schema*

```yaml
pg_users:



	username: test                  # example production user have read-write access
password: test                  # example user’s password
options: LOGIN                  # extra options
groups: [ dbrole_readwrite ]    # dborole_admin|dbrole_readwrite|dbrole_readonly
comment: default test user for production usage
pgbouncer: true                 # add to pgbouncer







```

*New Schema*

```yaml
pg_users:


# complete example of user/role definition for production user
- name: dbuser_meta               # example production user have read-write access


password: DBUser.Meta           # example user’s password, can be encrypted
login: true                     # can login, true by default (should be false for role)
superuser: false                # is superuser? false by default
createdb: false                 # can create database? false by default
createrole: false               # can create role? false by default
inherit: true                   # can this role use inherited privileges?
replication: false              # can this role do replication? false by default
bypassrls: false                # can this role bypass row level security? false by default
connlimit: -1                   # connection limit, -1 disable limit
expire_at: ‘2030-12-31’         # ‘timestamp’ when this role is expired
expire_in: 365                  # now + n days when this role is expired (OVERWRITE expire_at)
roles: [dbrole_readwrite]       # dborole_admin|dbrole_readwrite|dbrole_readonly
pgbouncer: true                 # add this user to pgbouncer? false by default (true for production user)
parameters:                     # user’s default search path


search_path: public




comment: test user







```

Changes


	username field rename to name


	groups field rename to roles


	options now split into separated configration entries:
login, superuser, createdb, createrole, inherit, replication,`bypassrls`,`connlimit`


	expire_at and expire_in options


	pgbouncer option for user is now false by default




Apply Changes

You can create new users on running postgres clusters with pgsql-createuser.yml playbook.
1. Define your new users in config files (pg_users)
2. Pass new user.name with option pg_user to playbook.

`bash
./pgsql-createuser.yml -e pg_user=<your_new_user_name>
`

</details>



## v0.6.0

Architecture Enhancement

<details>

Bug Fix


	[pg_hba reset on patroni restart (patroni 2.0) #5](https://github.com/Vonng/pigsty/issues/5)


	Merge [Fix name of dashboard #1](https://github.com/Vonng/pigsty/pull/1), Fix PG Overview Dashboard typo


	Fix default primary instance to pg-test-1 of cluster pg-test in sandbox environment


	Fix obsolete comments




Monitoring Provisioning Enhancement


	[Decouple consul #13](https://github.com/Vonng/pigsty/issues/13)


	[Binary install mode for node_exporter and pg_exporter #14](https://github.com/Vonng/pigsty/issues/14)


	[Prometheus static targets mode support #11](https://github.com/Vonng/pigsty/issues/11)




Haproxy Enhancement


	[Adjust relative traffic weight with configuration #10](https://github.com/Vonng/pigsty/issues/10)


	[HAProxy admin page access via nginx #12](https://github.com/Vonng/pigsty/issues/12)


	[Readonly traffic fallback on primary if all replicas down #8](https://github.com/Vonng/pigsty/issues/8)




Security Enhancement


	[Offline access control #7](https://github.com/Vonng/pigsty/issues/7)


	[Safeguard for purge functionality #9](https://github.com/Vonng/pigsty/issues/9)




Software Update


	[Upgrade to PG 13.2 #6](https://github.com/Vonng/pigsty/issues/6)


	Prometheus 2.25 / Grafana 7.4 / Consul 1.9.3 / Node Exporter 1.1 / PG Exporter 0.3.2




API Change

New Config Entries

`yaml
service_registry: consul                      # none | consul | etcd | both
prometheus_options: '--storage.tsdb.retention=30d'  # prometheus cli opts
prometheus_sd_method: consul                  # Prometheus service discovery method：static|consul
prometheus_sd_interval: 2s                    # Prometheus service discovery refresh interval
pg_offline_query: false                       # set to true to allow offline queries on this instance
node_exporter_enabled: true                   # enabling Node Exporter
pg_exporter_enabled: true                     # enabling PG Exporter
pgbouncer_exporter_enabled: true              # enabling Pgbouncer Exporter
export_binary_install: false                  # install Node/PG Exporter via copy binary
dcs_disable_purge: false                      # force dcs_exists_action = abort to avoid dcs purge
pg_disable_purge: false                       # force pg_exists_action = abort to avoid pg purge
haproxy_weight: 100                           # relative lb weight for backend instance
haproxy_weight_fallback: 1                    # primary server weight in replica service group
`

Obsolete Config Entries

`yaml
prometheus_metrics_path                       # duplicate with exporter_metrics_path
prometheus_retention                          # covered by `prometheus_options`
`

</details>



## v0.5.0

Pigsty now have an [Official Site](http://pigsty.cc/) 🎉 !

<details>

New Features


	Add Database Provision Template


	Add Init Template


	Add Business Init Template


	Refactor HBA Rules variables


	Fix dashboards bugs.


	Move pg-cluster-replication to default dashboards


	Use ZJU PostgreSQL mirror as default to accelerate repo build phase.


	Move documentation to official site:  https://pigsty.cc


	Download newly created offline installation packages:  [pkg.tgz](https://github.com/Vonng/pigsty/releases/download/v0.5.0/pkg.tgz) (v0.5)




Database Provision Template

Now you can customize your database content with pigsty !

```yaml
pg_users:



	username: test
password: test
comment: default test user
groups: [ dbrole_readwrite ]    # dborole_admin|dbrole_readwrite|dbrole_readonly








	pg_databases:                       # create a business database ‘test’
	
	name: test
extensions: [{name: postgis}]   # create extra extension postgis
parameters:                     # overwrite database meta’s default search_path


search_path: public,monitor












```
[pg-init-template.sql](https://github.com/Vonng/pigsty/blob/master/roles/postgres/templates/pg-init-template.sql) wil be used as default template1 database init script
[pg-init-business.sql](https://github.com/Vonng/pigsty/blob/master/roles/postgres/templates/pg-init-business.sql) will be used as default business database init script

you can customize default role system, schemas, extensions, privileges with variables now:

<details>
<summary>Template Configuration</summary>

```yaml
# - system roles - #
pg_replication_username: replicator           # system replication user
pg_replication_password: DBUser.Replicator    # system replication password
pg_monitor_username: dbuser_monitor           # system monitor user
pg_monitor_password: DBUser.Monitor           # system monitor password
pg_admin_username: dbuser_admin               # system admin user
pg_admin_password: DBUser.Admin               # system admin password

# - default roles - #
pg_default_roles:



	username: dbrole_readonly                 # sample user:
options: NOLOGIN                          # role can not login
comment: role for readonly access         # comment string


	username: dbrole_readwrite                # sample user: one object for each user
options: NOLOGIN
comment: role for read-write access
groups: [ dbrole_readonly ]               # read-write includes read-only access


	username: dbrole_admin                    # sample user: one object for each user
options: NOLOGIN BYPASSRLS                # admin can bypass row level security
comment: role for object creation
groups: [dbrole_readwrite,pg_monitor,pg_signal_backend]




# NOTE: replicator, monitor, admin password are overwritten by separated config entry
- username: postgres                        # reset dbsu password to NULL (if dbsu is not postgres)


options: SUPERUSER LOGIN
comment: system superuser





	username: replicator
options: REPLICATION LOGIN
groups: [pg_monitor, dbrole_readonly]
comment: system replicator


	username: dbuser_monitor
options: LOGIN CONNECTION LIMIT 10
comment: system monitor user
groups: [pg_monitor, dbrole_readonly]


	username: dbuser_admin
options: LOGIN BYPASSRLS
comment: system admin user
groups: [dbrole_admin]


	username: dbuser_stats
password: DBUser.Stats
options: LOGIN
comment: business read-only user for statistics
groups: [dbrole_readonly]







# object created by dbsu and admin will have their privileges properly set
pg_default_privilegs:



	GRANT USAGE                         ON SCHEMAS   TO dbrole_readonly


	GRANT SELECT                        ON TABLES    TO dbrole_readonly


	GRANT SELECT                        ON SEQUENCES TO dbrole_readonly


	GRANT EXECUTE                       ON FUNCTIONS TO dbrole_readonly


	GRANT INSERT, UPDATE, DELETE        ON TABLES    TO dbrole_readwrite


	GRANT USAGE,  UPDATE                ON SEQUENCES TO dbrole_readwrite


	GRANT TRUNCATE, REFERENCES, TRIGGER ON TABLES    TO dbrole_admin


	GRANT CREATE                        ON SCHEMAS   TO dbrole_admin


	GRANT USAGE                         ON TYPES     TO dbrole_admin







# schemas
pg_default_schemas: [monitor]

# extension
pg_default_extensions:



	{ name: ‘pg_stat_statements’,  schema: ‘monitor’ }


	{ name: ‘pgstattuple’,         schema: ‘monitor’ }


	{ name: ‘pg_qualstats’,        schema: ‘monitor’ }


	{ name: ‘pg_buffercache’,      schema: ‘monitor’ }


	{ name: ‘pageinspect’,         schema: ‘monitor’ }


	{ name: ‘pg_prewarm’,          schema: ‘monitor’ }


	{ name: ‘pg_visibility’,       schema: ‘monitor’ }


	{ name: ‘pg_freespacemap’,     schema: ‘monitor’ }


	{ name: ‘pg_repack’,           schema: ‘monitor’ }


	name: postgres_fdw


	name: file_fdw


	name: btree_gist


	name: btree_gin


	name: pg_trgm


	name: intagg


	name: intarray







# postgres host-based authentication rules
pg_hba_rules:



	title: allow meta node password access
role: common
rules:



	host    all     all                         10.10.10.10/32      md5









	title: allow intranet admin password access
role: common
rules:



	host    all     +dbrole_admin               10.0.0.0/8          md5


	host    all     +dbrole_admin               172.16.0.0/12       md5


	host    all     +dbrole_admin               192.168.0.0/16      md5









	title: allow intranet password access
role: common
rules:



	host    all             all                 10.0.0.0/8          md5


	host    all             all                 172.16.0.0/12       md5


	host    all             all                 192.168.0.0/16      md5









	title: allow local read-write access (local production user via pgbouncer)
role: common
rules:



	local   all     +dbrole_readwrite                               md5


	host    all     +dbrole_readwrite           127.0.0.1/32        md5









	title: allow read-only user (stats, personal) password directly access
role: replica
rules:



	local   all     +dbrole_readonly                               md5


	host    all     +dbrole_readonly           127.0.0.1/32        md5














pg_hba_rules_extra: []

# pgbouncer host-based authentication rules
pgbouncer_hba_rules:



	title: local password access
role: common
rules:



	local  all          all                                     md5


	host   all          all                     127.0.0.1/32    md5









	title: intranet password access
role: common
rules:



	host   all          all                     10.0.0.0/8      md5


	host   all          all                     172.16.0.0/12   md5


	host   all          all                     192.168.0.0/16  md5














pgbouncer_hba_rules_extra: []

```

</details>
</details>



## v0.4.0

The second public beta (v0.4.0) of pigsty is available now ! 🎉

<details>

Monitoring System

Skim version of monitoring system consist of 10 essential dashboards:


	PG Overview


	PG Cluster


	PG Service


	PG Instance


	PG Database


	PG Query


	PG Table


	PG Table Catalog


	PG Table Detail


	Node




Software upgrade


	Upgrade to PostgreSQL 13.1, Patroni 2.0.1-4, add citus to repo.


	Upgrade to [pg_exporter 0.3.1](https://github.com/Vonng/pg_exporter/releases/tag/v0.3.1)


	Upgrade to Grafana 7.3, Ton’s of compatibility work


	Upgrade to prometheus 2.23, with new UI as default


	Upgrade to consul 1.9




Misc


	Update prometheus alert rules


	Fix alertmanager info links


	Fix bugs and typos.


	add a simple backup script




Offline Installation


	[pkg.tgz](https://github.com/Vonng/pigsty/releases/download/v0.4.0/pkg.tgz) is the latest offline install package (1GB rpm packages, made under CentOS 7.8)




</details>



## v0.3.0

The first public beta (v0.3.0) of pigsty is available now ! 🎉

<details>

Monitoring System

Skim version of monitoring system consist of 8 essential dashboards:


	PG Overview


	PG Cluster


	PG Service


	PG Instance


	PG Database


	PG Table Overview


	PG Table Catalog


	Node




Database Cluster Provision


	All config files are merged into one file: conf/all.yml by default


	Use infra.yml to provision meta node(s) and infrastructure


	Use initdb.yml to provision database clusters


	Use ins-add.yml to add new instance to database cluster


	Use ins-del.yml to remove instance from database cluster




Offline Installation


	[pkg.tgz](https://github.com/Vonng/pigsty/releases/download/v0.3.0/pkg.tgz) is the latest offline install package (1GB rpm packages, made under CentOS 7.8)




</details>



            

          

      

      

    

  

    
      
          
            
  # Security Considerations

> If security concerns you, you should be aware of the following options.

## Confidentiality

Credentials


	Secure your CA private key and other certs
- These files are very important, and will be generated under files/pki under pigsty source dir by default.
- You should secure & backup them in a safe place




Passwords


	Always change these passwords, DO NOT USE THE DEFAULT VALUES:
- [grafana_admin_password](PARAM#grafana_admin_password)   : pigsty
- [pg_admin_password](PARAM#pg_admin_password)             : DBUser.DBA
- [pg_monitor_password](PARAM#pg_monitor_password)         : DBUser.Monitor
- [pg_replication_password](PARAM#pg_replication_password) : DBUser.Replicator
- [patroni_password](PARAM#patroni_password)               : Patroni.API
- [haproxy_admin_password](PARAM#haproxy_admin_password)   : pigsty


	Use advanced password encryption method for PostgreSQL
- use [pg_pwd_enc](PARAM#pg_pwd_enc) default scram-sha-256 instead of legacy md5


	Enforce a strong pg password with the passwordcheck extension.
- add $lib/passwordcheck to [pg_libs](PARAM#pg_libs) to enforce password policy.


	Encrypt remote backup with an encryption algorithm
- check [pgbackrest_repo](PARAM#pgbackrest_repo) definition repo_cipher_type


	Add an expiration date to biz user passwords.
- You can set an expiry date for each user for compliance purposes.
- Don’t forget to refresh these passwords periodically.

`yaml
- { name: dbuser_meta , password: Pleas3-ChangeThisPwd ,expire_in: 7300 ,pgbouncer: true ,roles: [ dbrole_admin ]    ,comment: pigsty admin user }
- { name: dbuser_view , password: Make.3ure-Compl1ance  ,expire_in: 7300 ,pgbouncer: true ,roles: [ dbrole_readonly ] ,comment: read-only viewer for meta database }
- { name: postgres     ,superuser: true  ,expire_in: 7300                        ,comment: system superuser }
- { name: replicator ,replication: true  ,expire_in: 7300 ,roles: [pg_monitor, dbrole_readonly]   ,comment: system replicator }
- { name: dbuser_dba   ,superuser: true  ,expire_in: 7300 ,roles: [dbrole_admin]  ,pgbouncer: true ,pool_mode: session, pool_connlimit: 16 , comment: pgsql admin user }
- { name: dbuser_monitor ,roles: [pg_monitor] ,expire_in: 7300 ,pgbouncer: true ,parameters: {log_min_duration_statement: 1000 } ,pool_mode: session ,pool_connlimit: 8 ,comment: pgsql monitor user }
`



	Do not log changing password statement into postgres log.

`bash
SET log_statement TO 'none';
ALTER USER "{{ user.name }}" PASSWORD '{{ user.password }}';
SET log_statement TO DEFAULT;
`





IP Addresses


	Bind to specific IP addresses rather than all addresses for postgres/pgbouncer/patroni
- The default [pg_listen](PARAM#pg_listen) address is 0.0.0.0, which is all IPv4 addresses.
- consider using pg_listen: ‘${ip},${vip},${lo}’ to bind to specific addresses for better security.


	Do not expose any port to the Internet; except 80/443, the infra portal.
- You have to implement it with the security group or firewall rules.


	Limit postgres client access with [HBA](PGSQL-HBA)
- There’s a security enhance config template: [security.yml](https://github.com/Vonng/pigsty/blob/master/files/pigsty/security.yml)


	Limit patroni admin access from the infra/admin node.
- This is restricted by default with [restapi.allowlist](https://github.com/Vonng/pigsty/blob/master/roles/pgsql/templates/oltp.yml#L109)




Net Traffic


	Access Nginx with SSL and domain names
- Nginx SSL is controlled by [nginx_sslmode](PARAM#nginx_sslmode), which is enable by default.
- Nginx Domain names are specified by [infra_portal.<value>.domain](PARAM#infra_portal).


	Secure Patroni REST API with SSL
- [patroni_ssl_enabled](PARAM#patroni_ssl_enabled) is disabled by default
- Since it affects health checks and API invocation.
- Note this is a global option, and you have to decide before deployment.


	Secure Pgbouncer Client Traffic with SSL
- [pgbouncer_sslmode](PARAM#pgbouncer_sslmode) is disable by default
- Since it has a significant performance impact.




## Integrity

Consistency


	Use consistency-first mode for PostgreSQL.
- Use crit.yml templates for [pg_conf](PARAM#pg_conf) will trade some availability for the best consistency.


	Use a critical node tuning template for better consistency.
- Use crit templates for [node_tune](PARAM#node_tune) to reduce the dirty page ratio.


	Enable data checksum to detect silent data corruption.
- [pg_checksum](PARAM#pg_checksum) is disabled by default, and enabled for crit.yml by default
- This can be enabled later, which requires a full cluster scan/stop.




Audit


	Enable log_connections and log_disconnections after the pg cluster bootstrap.
- Audit incoming sessions; this is enabled in crit.yml by default.




## Availability


	Do not access the database directly via a fixed IP address; use VIP, DNS, HAProxy, or their combination.
- Haproxy will handle the traffic control for the clients in case of failover/switchover.


	Use enough nodes for serious production deployment.
- You need at least three nodes (tolerate one node failure) to achieve production-grade high availability.
- If you only have two nodes, you can tolerate the failure of the specific standby node.
- If you have one node, use an external S3/MinIO for cold backup & wal archive storage.


	Trade off between availability and consistency for PostgreSQL.
- [pg_rpo](PARAM#pg_rpo) : trade-off between Availability and Consistency
- [pg_rto](PARAM#pg_rto) : trade-off between failure chance and impact


	Use multiple infra nodes in serious production deployment (e.g., 1~3)
- Usually, 2 ~ 3 is enough for a large production deployment.


	Use enough etcd members and use even numbers (1,3,5,7).
- Check [ETCD Administration](ETCD-ADMIN) for details.
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